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ABSTRACT 

The central processors in the stored program control 
system AKE 13 use a priority level system to separate 
jobs of different urgency'. Increased processor load 
causes a decrease of the e~ecution frequency of programs 
a~inistrating call processing at priority level PLO. 

A feedback control system has been designed to keep this 
execution frequency at or above a spe~ified level by 
means of restricting acceptance of new calls. The 
objectives are to guarantee correct handling of accepted 
calls during heavy overload, and to enable full 
utilization of the traffic handling cabability at 
varying load composition. 

The properties of different control systems have been 
studied by simulations. It has been demonstrated that 
the selected control system is able to keep the internal 
waiting t~es within acceptable values even at processor 
occupancy above 95~, and that the control system responds 
quickly to changes in load composition. 
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1. INTRODUCTION 

In SPC systems (SPC = Stored Program Control) a large 
number of different functions are performed by the 
central processor. In order to ensure that the processor 
operates as efficiently as possible in overload 
situatiQns, much consideration has to be given to the 
design of the program system. It has been found 
advantageous to introduce a feed-back control system for 
control of the central processor load. Such designs have 
earlier been described in references 2 and 3. 

This paper deals with the application of load control in 
a multiprocessor transit exchange system. The purpose 
of the load control is mainly protective, i.e. it aims 
at maintaining an acceptable quality of the program 
handling during heavY. traffic overload. Possible actions 
to reduce the overload, e.g" by reducing the call 
intensity on incoming lines, are not included in the 
control system, but may belong to the repertory of Network 
Management. 

The present study is based on the L M Ericsson transit 
exchange system AKE 13, which is an SPC system with up 
to 8 interworking processors. 

It will be necessary to begin with a brief description 
of the parts of the AKE 13 system which are of special ' 
importance to the continued report. A more general 
description can be found in reference 1. 

2. SYST»I DESCRIPTION 

2.1 Tasks of the Processor 

The tasks of the processor can be divided in the following 
manner: 

Traffic handling 

Maintenance of switching functions 

Operating system including I/O system and processor 
maintenance. 

Within each category there are tasks of varying priority • 
The major part of the proce'ssor load is caused by the 
traffic handling functions, and in the following the 
emphasis will be placed mainly on these functions. 

The traffic handling functions can roughly be divided 
into the following: 

Signalling 
comprl.Sl.ng signal re,ception and signal transmission, 
and the associated time measurements. 

Operation 
comprl.sl.ng control of operating units for selectors 
and relays. 

Analysis 
comprising call analysis, digit analysis, route 
selection, device and path selection, disconnection 
analysis, etc. 
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2.2 Load sharing between Processors in a 
Multi-Processor System 

In a large exchange load is shared between the processors 
so that each processor serves a permanent part of the 
total number of devices and of the total switching 
network. This implies that each processor handles the 
signalling and operation within its proper part of the 
exchange. The analysis of each call is mainly carried 
out by the processor to which the incoming line belongs. 
Each processor processes the seizures that are received 
on "its" incoming lines, but it selects an outgoing line 
freely over the entire exchange. In a multi-processor 
installation the processing om a complete call is there
fore generally distributed over at least two processors. 
The major part of the work will be placed on the 
processor of the incoming line. 

2.3 Job Monitor and Priority Level Logic 

The job moni t or is the program that arranges for the 
dif ferent application programs to be executed at speci
fied intervals and in a specified order of priority. 
For this purpose the job monitor makes use of a number 
of hardware priority levels with the associated ~ 
tables , a s well as a system to generate clock interrupt 
signals at regular intervals~ The interval between 
two consecutive clock interrupt signals is called a 
primary interval. 

The designations of the priority levels and their order 
of execution are shown in Figure 2.1 for a case when 
five levels above the base level are utilized. 

PL3 

PL2 

PLl 

PLO 

BAL 

PRIMARY 
INTERVAL 

CLOCK INTERRUPl'S 

FIG 2.1 

A job table comprises a number of positions. Each 
position contains a program address, ' and'a counter that 
indicates the remaining number of job table executions 
up to the next program execution. At each execution of 
the job table, the counter in each position is stepped 
down by orie unit. When the counter values reaches 0, 
the program is called. When the execution of the 
program is concluded, the counter is assigned a new start 
value which depends on the desired interval to the sub
sequent execution. The interval between consecutive 
executions of a program in the job table is denoted 
recall interval. 

Start generally does not take place on a lower priority 
level until the job table on the nearest higher level 
has been executed in its entirety within one and the 
same primary interval. The mean execution frequency of 
the job table on PLO and higher levels will in this 
manner be a maximum of once per primary interval. During 
peak processor load the execution frequency of the job 
table on PLO may drop considerably below the maximum 
value. 

It is convenient to introduce the concept relative 
execution frequency for PLO, defined as the quotient 
between the current and the maximum execution frequency. 
In the following this quotient will be designated £. 
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2.Q Distribution of Functions between Priority Levels 

On the lowest level, the base level, there are primarily 
functions ~hat can tolerate long waiting times during 
processor overload. Typical examples are routine tests 
of the data processing subsystem, administration in 
connection with certain maintenance functions, processing 
of recording results, etc. The ,base level contains no 
functions that are required for normal traffic handling. 

The traffic handling functions are generally distributed 
in the following manner: 

Analysis 
Operation 
Signalling 

PLO 
PL1 
PL2 and higher levels 

2.5 Call Buffer 

Seizure of an incoming line is detected by a line scanning 
program on a high priority level, and the call is 
immediatly inserted into the call buffer. Calls are 
fetched from the call buffer by a program, A, located on 
PLO, in the order of insertion. At service by this 
program a code receiver for register signal reception 
and a register record in a data store are selected. 
After this the call is said to be accepted. 

The case when congestion occurs at code receiver or 
register record selection will not be discussed in this 
paper. It is assumed here that the dimensioning of these 
items is such, that not these but processor time limits 
the capacity. 

The call buffer has a limited size, which is large 
enough to give negligible congestion p'robabili ty during 
normal traffic. In heavy overload situations though, 
congestion may occur at an attempt to insert a new call. 
The measure taken if this happens can be signalling 
system dependent. The alternatives are either to make 
a renewed attempt to insertion after a certain waiting 
period, or to refuse the call. 

3. ANALYSIS OF SOME PROPERTIES OF THE PROGRAM SYST»f 

3.1 Processor Load from Call Handling 

In order to forward a connection the processor must 
provide service of varying extent on a great number of 
occasions. The processing time is roughly distributed 
between the differen+. phases as fO'llows: 

Identification of call and storage in 
call buffer 

Signalling, operation and analysis up to 
speech position 

for incoming line 
for outgoing line 

7f1!, 
15~ 

• 
• 

Disconnection after speech position 

for incoming line 
for outgoing line 

10~ 
5~ • The proportions vary considerably between different 

traffic cases, but it is generally applicable that the 
main part of the processor load for a connection will 
occur with a few seconds delay in relation to the time 
when the call is served from the call buffer. This delay 
is essential to the ' properties of the system at overload 
and to the design of the control system. 

3.2 Relation between Request Interval for Certain 
Programs and Internal Waiting Times 

Tasks in connection with the processing of a call which 
give rise to a high load and which can tolerate being 
subjected to a certain delay, are placed on a low 
priority level (PLO) by requesting a suitable program 
on this level. For example, there is one program, B, 
that handles the majority of the requests from 
connections in register position. This program has a 
nominal ' (= minimum) recall interval of 20 ms. At high 
processor load this interval will be ' extended in reversed 
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propo~ion · to the execution frequency 'of the job table 
fo~ PLO. ·The mean waiting ·time from request up to service 
depends on the mean value of the recall interval as well 
as on ita' variation, and with good accuracy it can be 
estimated from the following tormula: 

(3.1) 

where 

~ - mean waiting time from randomly distributed orders 
in time (requests)"""tO" an index program, P, until 
service in connection with t~e next 'execution--
of ' program P. 

m = mean value of the recall interval for program P 
at t~e processor load in question. 

~ standard deviation for the recall interval for 
program P at the processor load in question. 

Based on the nominal recall interval for P, ti, and the 
execution frequency, ' r, m can be calculated from eq. 3.2. 

Eq. 3.1 is borrowed from the theory of renewal processes, 
where it gives the mean value of the recurrence time 
as a function of mean value and variance for the 
distribution of failure time. The analogous inter
pretation which explains its validity in this context . 
is that the recall interval for the index program 
corresponds ~o the lifetime in the renewal process. 

The formula has proved to hold true when applied to 
resu~ts of simulation of the program ,handling. 

3.3 Relation between Processor Occupancy and Execution 
Frequency of PLO 

The processor occupancy, denoted L, is defined as the 
proportion of real time the processor works on priority 
levels above the base level,. L is given by: 

where 

LOA = proportion of tim~ s~ent on priority levels above 
PLO when no traff1c 1S handled by the system. 

LOB = proportion of time spent on PLO when no traffic 
is handled by the system (r = 1). 

= proportion of time spent on traffic dependent 
, processing. 

As stated previously, the relative execution frequency 
of the job ·table on PLO, r, will diminish with .an 
increasing processor load. This effect manifests itself 
relatively early, and it is caused by the fact that 
occasional job table executions, for example due to 
random accumulation of traffic dependent tasks, will 
extend over more than two pr~ intervals. 

The relation between processor occupancy and r is 
consequently affected by the variation of the load, 
among other things. 

Differences in this respect may occur between different 
exchanges, but in principle the appearance of the 
relation agrees with Figure 3.1 which shows the ~esults 
of simulation with the simulation model described in 
Section 7. 

r FIG 3.1 
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3.4 System Capacity 

Wi th an increasing load on the system, a gradual 
deterioration of the service quality will take place, 
depending on increasing waiting times in different phases 
of the processing of a connection. 

The ability to tolerate long waiting times is diffe~ent 
for different phases and for different traffic cases. 
The concept dominant service constraint (introduced in 
reference 4) implies the service constraint which will 
be exceeded first ,at an increasing load. It is conse
quently the dominant service constraint which determines 
the limit of the system load, and Ye define the 
capacity of the system as the call intensity which 
results in the dominant service constraint to be barely 
satisfied. (The call completion ca~ability is generally 
somewhat higher than the capacity.) . 

4. REQUIREMENTS ON THE LOAD CONTROL SYSTEM 

External overload prevails when the call intensity on 
the incoming lines of the system exceeds the processing 
capacity of the processor. 

Internal overload prevails if unacceptable waiting times 
for requests of a program occur du~ to a too low program 
handling rate. 

The occurrance of external overload, for example in 
connection with abnormal traffic situations in the 
switching network, is generally impossible to prevent. 

An external overload may not be permitted to give rise 
to internal overload, however. To avoid internal overload, 
some type of limitation is required of the quantity of 
work that the processor accepts to perform. The limit 
must not be set lower than necessary, however, since the 
capacity of the processor would not be utilized in its 
entirety in such a case. 

Different AKE 13 installations can be equipped with 
widely different sets of programs due to different 
signalling systems and different maintenance functions. 
This results in considerable variations in load 
variability and processor capacity between installations. 
The load control system should be able to function well 
with a minimum need fo~ installation~dependent 
engineering. 
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The requirements on a load control syst~ . can be 
summarized as follows: 

The control system shall prevent the occurrence of 
internal processor overload. 

The control system shall permit the full utilization of. 
,the traffic handling ability of the processor. 

The parameters of the control system should not require 
any extensive installation-dependent dimensioning 
work. 

5. SELECTION OF CRITERIA AND PROCEDURES 

5.1 Criteria of Internal Overload 

The definition of internal overload has been associated 
to the waiting time for request of the program which is 
affected first by unacceptable waiting time at increasing 
processor load. It could be feasible to measure waiting 
times directly and to base the overload criterion on this 
fact, but since it can be assumed that different programs 
could be the most critical in different exchanges, and 
that it is relatively complicated to measure waiting 
times directly, a more general measurement of the 
program handling rate has been selected. 

With the present principles of priority level allocation, 
it will normally be a program on PLO which first runs 
the risk of being subjected to unacceptable waiting 
times at overload. As a criterion of internal overload 
it has therefore been selected that the execution 
frequency for the job table on PLO during a certain 
length of time on the average has been below a certain 
limit value. 

According to Section 3.2 there is a close relation 
between the execution frequency of PLO and the waiting 
time for requests of programs on this level. 

For the simulated exchange the program B, with a nominal 
recall interval of 20 ms, has been judged to be the most 
critical. The acceptable mean waiting time for request 
of this program has been estimated to about 50 ms. 
The corresponding lowest acceptable value of r can be 
estimated, from Eq. 3.1 and 3.2, if the value of (a-/m)2 
is known. At present there are no analytical methods to 
determine this factor, but'it is necessary to r.ely on 
experience fr~m simulations. These indicate that the 
factor (<r /m) can be expected to be about 0,5 for the 
recall interval of program B when the system is loaded 
to maximum capacity. ~e lowest acceptable value of r 
then becomes 0.30. Internal overload can consequently 
in this example be considered to occur when r.c 0.30. 

5.2 Procedures at Internal Overload 

The only procedure which effectively can abolish or 
counteract internal overload, is to limit the work the 
system accepts to perform. This is best achieved by 
limiting the number of calls accepted for service per 
time unit'. 

When the limitation is introduced in this manner, an 
increasing external load will lead to increasing waiting 
times when serving new calls, whereas the other waiting 
times can be maintained on an acceptable level, i.e. 
internal overload is prevented. This also implies ·that 
the dominant service constraint will refer to wait in 
call buffer, i.e. the requirements on this waiting time 
will be decisive of the maximum capacity of the 
processor. 

5.3 Criteria and Procedures at External Overload 

To determine the occurrence of 'an external processor 
overload, the queue length in the call buffer is probably 
the best measurement unit, especially if the system is 
provided with an internal load control system which 
controls the acceptance . of new calls to the level which 
corresponds to the processor capacity. Supervision of 
external overload is required to initiate automatic or 
manual procedures of the Network Management type. One 
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such procedure which can be automatically initiated at 
external processor overload, is to delay the sending of 
release guard signals on incoming lines after ineffective 
call attempts. This counteracts the development of common 
control overload in the preceeding exchanges, by forcing 
parts of the traffic to seize alternate routes or to be 
refused at an earlier phase of the c~nnection. 

6. DESIGN OF CONTROL SYSTEM 

6.1 General Design Principles 

The feed-back part of the load control system, has been 
designed as an add-on function, not necessary for 
operation during normal traffic intensity. Important' 
characteristics are defined by easily chanaable data to 
fac~litate adjustments if for . instance field experience 
should indicate the need for this. 

In general a somewhat conservative control strategy has 
been selected in order to avoid the risk of oscillations 
in the control system. 

6.2 Logical Function 

The processor has been provided with a control system 
realized with software, which works according to the 
following principles: 

The internal load state of the processor is measured 
by means of ~easurements of the mean value of the 
execution' frequency of PLO during time periods ot a 
constant length, normally 4 s. The obtained value is 
utiliz~d at the end of each measurement period as 
index to a table. The reading of the table indicates 
whether the call acceptance limit, denoted CAL, shall 
be modifiea, and to what extent. ---

The limit CAL is modified with the value read from 
the table, but it is never permitted to cross 
predetermined boundaries. 

The new value of GAL, which indicates the maximum 
number of calls to be accepted per second, is divi.ded 
by the expected number of executions of the call 
analysis program per second when the system is 
working with full utilization of the capacity. The 
obtained value is utilized as a limit of the number 
of calls that can be accepted per execution of the 
call analysis program. 

In connection with the service of calls from the call 
buffer, a check is made that the n~ber of accepted 
calls per second and per program execution does not 
exceed their respective limit values. 

6.3 Parameter Dimensioning 

The table relating the size of the required modification 
of CAL to the measured value of r, is made up on the 
basis of the .predetermined internal overload criteria, 
i.e. the lowest acceptable value of r. The size of 
the GAL modifications depends on the deviation from 
the target value of r. 

It is expected that this table will not need individual 
dimensioning per installation but can be identical for 
large families of exchanges. 

As long as there is no overloa~ CAL takes on the 
value of its upper boundary, which thus also is the 
value from which the modifications start when overload 
is detected. 

The upper boundary of CA!. should be Bet to a value well 
above the expected maximum call completIon capability 
in order to avoid unmotivated restrictions on the call 
acceptance rate. On the other hand it should not be 
set too high, as that would lead to an unnecessarily 
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long response time of the control system at a suddenly 
occurring overload. The recommended setting is 20-~~ 
above the calculated call completion capability. 
The upper boundary for CAL should thus be individually 
dimensioned for each installation. 

6.~ Limitation per Program Execution and per Second 

The reason why both the number of accepted calls per 
second and , the number of accepted calls per program 
execution is limited, is that neither limitation single
handedly will have satisfactory results. 

Solely a limitation per program execution easily gives 
rise to undesirable periodical fluctuation tendencies 
of the call acceptance in overload situations. The 
reason for this is that the number of accepted calls 
per time unit will be in proportion to r, provided there 
always are waiting calls in the call buffer. 

During a temporary load peak when r is below its normal 
mean value, an abnormally small number Of:tllS are 
therefore accepted. A few seconds later th e will 
consequently be a dip in the processor 06 pancy and 
a peak in r due to a r~duced number of call completions. 
During this period too many new calls are accepted. 
As a consequence, there will be an occupancy peak a 
few seconds later, etc. 

The above fluctuation tendencies, which increase the 
intennal waiting times, can be reduced by supplementing 
a limitation of the number of accepted calls per time 
interval, provided the time interval is considerably 
shorter than the period length of the fluctuations. 
On the basis of simulation studies, the length of this 
time interval has been set to 1 s. 

With solely a limitation per second, i.e. no limitation 
per program execution, the entire permitted quota per 
second would be accepted at ,the beginning of each 
seconds interval. This would result in an unfavorable 
accumulation of the load, both on the processor and ' 
for example on the selector operation units. 

7. SIMULATION MODEL 

With a view to study the overload properties of the 
system, a simulation program has been developed for use 
on a general purpose ' computer. The simulation model 

' comprises the program handling in one processor, with 
detailed representation of the job monitor with priority 
level logic and division into primary intervals. The 
essential traffic handling programs and their relative 
priorities have also been represented in detail, whereas 
other programs in the system are included in a more 
simplified way. 

Calls are generated at exponentially distributed 
intervals. The proce'ssing of each call is represented 
partly with external times such as interdigi tal times, 
and partly with sequences of taSks in different traffic 
handling programs. When a call has been connected to 
speech position, the corresponding transaction is 
released in the simulation program. 

Disconnections fr~ speech position are generated ' 
separately with an intensity which is in proportion to 
the number of connections in speech position. This 
procedure corresponds to the assumption that the 
conversation time is negatively exponentially distri
buted. 

The simulation model comprises solely one processor, 
but the influence of interworking processors in a multi
processor system can be simulated in a simplified manner. 

The most important difference in this context between 
the load composition for a processor in a single 
processor system and for a processor in a multi-processor 
system, is that in a multi-processor system the incoming 
and outgoing lines generally belong to different 
processors. In this case the establishment of a 
connection places a load on both ,processors. 

~ the simulation model there is a possibility to let 
the processor for each connection select, with a certain 
specified probability, an outgoing line belonging to 
another processor, as well as to simulate the other 
processors' selection of an outgoing line belonging to 
the studied processor. 

The portion of the processor load that can be directly 
controlled via the call buffer, will for this reason be 
smaller in a multi-processor system than in a single
processor system, but it is still sufficient in order to 
achieve satisfactory load control. 

8. SIMULATION RESULTS 

8.1 Average Waiting Times 

Fig. 8.1 indicates how the average waiting time in the 
call buffer and for requests to prolI'am B varies with r. 
The control system has been adjusted to keep r at 0.30 
during external overload. As can be , seen, the waiting 
time in the call buffer increases rapidly when r . 
approaches 0.30 from above, while the average waiting 
time for requests to program B is maintained below 5<> me. , 

Fig. 8.2 shows the same parameters as a function of 
processor occupancy. The average processor occupancy is 
limited by the control system to a maximum of about 97~ 

, at heavy exte~l overload. The processor time can thus 
be well utilized by traffic handling functions without 
the occurrence of excessive internal waiting times, 
except for .the call buffer service. 

s AVERA~ WAITING TIME FIG. 8.1 
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s AVERAGE WAITING TIME FIG. 8.2 
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8.2 Distribution of Waiting Times 

Fig. 8.3 shows the distribution of waiting time for 
requests to program B at three different processor loads. 
Curve I is recorded at 88~, curve 11 at 95~ and curve III 
at 97~ processor occupancy. In the case of curve III the 
call intensity was about 20~ higher than the maximum 
traffic handling capability and the load control was 
activated. 

The distribution is close to exponential in the first 
two cases. Curve III shows a somewhat smaller variance
to-mean ratio, probably due to the smoothing effect of 
the load control system. 

P ('C>t) FIG 8.3 

'l = WAITING TIME FOR REQUEST TO PROGRAM B 
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8.3 Reaction to Load Changes 

t 

200 ms 

Fig. 8.4 shows the reaction of the system to a sudden 
increase of the' load in a situation when the processor 
already is loaded to its maximum capacity. In this 'case 
the load has been increased by means of a constant 
dummy load adding 10~ to the processor occupancy at one 
of the higher priority levels. This results in a sudden 
decrease of the traffic handling capability to a level 
below the current call intensity. The load induced by 
other processors by seizures o.f outgoing lines belonging 
to the studied processor is not changed. 

The load control is activated and decreases the call 
acceptance limit, GAL, to a level where the execution 
frequency for the PLO job table is maintained at the 
desired value. When the dummy load is removed, ~ 
returns to its maximum value. 

The recording of the number of accepted calls per 
second is made over periods which not necessarily 
coincide with the period for which the limit is applied. 
This is the explanation why single recordings of the 
number of accepted calls during one second exceed the 
current limit value GAL in Fig. 8.4. 

The average number of accepted calls per second is 
lower than GAL dUring overload as well. The reason for 
this is that the value of r varies around its target 
value (0.30). During seconds when the average r is 
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below 0.30, the number of accepted calls will be less 
than CAL due to the limitation per execution of program A. 
During seconds when r is above 0.30, exactly CAL calls 
will be accepted. 

As a comparison, Fig. 8.5 demonstrates how the same load 
affects a system, Which instead of the described load 
control system has only a fixed limit for the number of 
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0,30' 

:FIG. 8.5 
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accepted ·calls per execution of program A. This fixed 
limit has been set too high in relation to the capacity 
with a d~ load. As a consequence of this, the 
~verage value of r was as low as 0,18 during the 
overload period, resulting in unacceptable internal 
waiting times. The fluctuation tendencies discussed 
in section 6.~ can be noticed in the plottings of r 
and the number of accepted calls per second. 
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CONCLUSIONS 

The described load control system is able to prevent 
the occurrence of internal processor overload, while 
allowing the processor to be utilized up to more than 
95~ on priority levels above the base level. The control 
system automatically ·adjusts the call acceptance to the 
current call completion capability~ -It · -fuDctio~s indepen
dently for each processor in a Dm1 tipr5>c,.,so,~. syste.m. 

Only ·one parameter, namely the upper limit for CAL, 
needs to be give~·. an installation dependent value. It is 
however easy to change also other par~ters determining 
the properti.es ·of 'the control system if the need for 
this should arise • 
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