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ABSTRACT 

As telephone networks grow and evolve over time, new 
switches and transmission facilities are introduced with 
the . required capabilities. In order to realize the 
maximum cost benefits from new digital components, trunk 
groups and switches should be provided in modular 
step-sizes and, in some cases, several small switches 
should be replaced with one large switch. S~udies have 
shown that, if the current engineering methods are used, 
traffic growth combined with modu1arization and 
concentration will lead to networks with large trunk 
groups and large switches, all operating at high 
occupancy levels in the busy hours. In terms of the 
end-to-end connection probability, the vulnerability of 
these networks, due to traffic fluctuations and component 
failures, will increase dramatically. 

In order to quantify the magnitude of the problem, 
studies have been carried out on existing and projected 
future networks. As a result of these studies, new 
objectives for end-to-end connection probability are 
being proposed. These objectives incorporate the failure 
to complete, a call request due to congestion caused by 
either traffic fluctuations or equipment failures; the 
influence of hourly variations in the volume and pattern 
of traffic flows is also considered. Objective levels 
for these service measurements will have to be 
established by each administration. 

Given these new service objectives, the task then is to 
design a least-cost network to serve the traffic 
demands. It is suggested that this engineering process 
will have to consider simultaneously several concepts 
that are now treated separately. Large trunk groups may 
only be acceptable if the trunks can be established over 
several diverse transmission facilities; several 
medium-sized trunk groups may be slightly less efficient 
tha'n one large group, but may improve the end-to-end 
connection probability. The capability of routing 
traffic in a flexible manner, under either manual or 
automatic control, to avoid congestion and failures, may 
be required. Duplication of components may be necessary 
in more key portions of the network than is currently 
provided. Because of the severe impact that traffic 
overloads have on congestion levels in a high-efficiency 
network, real-time measurements may be needed to monitor 
the network occupancy levels. In certain situations, it 
may be advisable to deliberately over-dimension portions 
of the network and thereby minimize the number and 
complexity of support systems. 

INTRODUCTION 

Current dimensioning procedures for telecommunication 
networks are based on economic concepts and on blocking 
criteria for final-choice trunk groups. In general, no 
objective criteria are defined for the end-to-end call 
connection probability, and no adequate capability exists 
for monitoring this quantity. As will be discussed 

-later, planners have been fortunate that the current 
engineering methods have resulted in satisfactory 
end-to-end connection probability levels. 

Several significant changes are currently taking place 
which will affect the traffic grade-of-service as 
perceived by subscribers. Increases in traffic demands 
are resulting in larger, more efficient networks; while 
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these networks will operate at high occupancy levels and 
thus serve design traffic levels more economically, they 
will also be more vulnerable to disturbances, such as 
traffic fluctuations and equipment outages. As the 
networks grow, larger transmission and switching 
components are being designed and introduced; while these 
components are more cost-effective, failures and other 
outages will impact significantly larger quantities of 
traffic and subscribers. The development of the 
integrated digital network, in which transmission 
facilities and switches interface directly at 1.544 Mb/s 
(in several countries including Canada and the United 
States, and 2.048 Mb/s in many other count'ries), is 
leading to the dimensioning of trunk groups in modules of 
24 (or 30); while this feature yields significant network 
cost savings, it does tend to eliminate small trunk 
groups and to increase the size of large trunk groups, 
again resulting in highly efficient and highly vulnerable 
network components. As a result of these and other 
changes, the networks of the future are going to be more 
susceptible to variations from the design parameters, 
unless new dimensioning and routing concepts are 
introduced. 

In this paper, the results of several studies, which have 
been undertaken to quantify the magnitude of this trend, 
are being reported. Procedures for dimensioning and 
operating these evolving networks to avoid potential 
problems will be discussed in the context of areas 
requiring further research. 

THE PRESENT NETWORK 

The Canadian and United States telecommunication 
networks, operated by many telephone companies, function 
as a single integrated entity. The network has developed 
as a five level hierarchical structure, interconnected 
with high usage and final-choice trunk groups. A 
generalized illustration of the network is provided in 
Figure I, in which the approximate quantities of 
switching machines currently existing at each level have 
been given. For the studies reported in this paper, 
consideration has been limited to that portion of the 
Canadian network owned and operated by Bell Canada; this 
subnetwork is approximately 50% of the total Canadian 
network, and serves approximately 6 million subscribers. 
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Call routing is performed based on the hierarchical 
structure. The originating Class-5 office belongs to one 
chain of switches, each performing one or more of the 
Class-4, -3, -2, and -1 functions; the destination office 
also belongs to a chain, which mayor may not intersect 
the originating chain at some level. Thus, when a call 
is at any 'originating' switch, intended for the 
destination Class-5 office, the general routing rule 
involves searching for a free trunk 'up the destination 
chain' and then 'down the originating chain'. That is, 
groups to each switch are searched sequentially in the 
prescribed order for a free trunk, and, when a circuit is 
found, the call is forwarded to that switch, which then 
becomes the 'originating' switch; if no idle trunk is 
found, the call overflows the final-choice route and is 
lost from the network. (While the procedure described 
here is generally followed, specific local considerations 
may cause the routine to be modified.) 

Dimensioning of high usage routes is based on economic 
considerations, using either Economic CCS (ECCS) 
[17,18,22] 'or Mul tihour Engineering (MHE) [8,20] 
techniques. Final-choice routes are sized based on 
blocking criteria, typically 1% blocking in some busy 
hour, using Erlang B [6,12], Wilkinson's Equivalent 
Random Theory (ERT) [19,23], and the new Neal-Wilkinson 
procedure [11], as appropriate. 

Two potential extreme cases could arise as a result of 
current dimensioning techniques. On the one hand, all 
potential high usage groups could be installed and, based 
on economic considerations, be operated at some blocking 
level; . at the other extreme, the economics may fail to 
justify any high usage routes', The two possibilities are 
illustrated in Figure 2. 

Full High Usage Connectivity No High Usage Connectivity 

Figure 2: Two Extreme Cases of Connectivity 

In order to estimate the possible range of end-to-end 
congestion probability (defined as the complement of 
connection probability) levels, let us make some 
simplified calculations. Assume that all installed high 
usage trunk groups operate at 20% overflow, that the 
final groups have been designed for 1% blocking, that the 
network is receiving precisely the traffic for which it 
was dimensioned, and that traffic and trunk group . 
independence assumptions are valid. Using the recursive 
formula reported in [10], it is then easy to calculate 
that the end office-to-end office congestion probability 
level would be approximately 0.2% if all high usage 
groups were justified, and approximately 8.6% if no high 
usage groups were economically justified. 

These simple calculations may not, however, accurately 
represent the situation in an operating network. The 
main difference arises because a network is actually 
sized to meet the engineering constraints in several 
hours, either by using a fictitious hour of traffic 
demand data which is a composite of maximum traffic 
demands from the selected hours, or by using a technique 
such as Multihour Engineering which automatically 
accounts for the varying traffic levels. In this 
situation, the congestion experienced during any single 
hour will tend to be lower than the estimates derived 
above. 

ITC-9 

Another significant difference between the simplified 
model used above and the real network is that the network 
is dimensioned for some forecasted traffic levels, which 
may, in fact, be quite different from the actual demand 
when it occurs. Thus, the measured traffic congestion 
will ' vary from the expected values as the actual traffic 
load varies from the forecasted load. 

Several other factors will also affect the resulting 
grade-of-service. Final trunk groups may be sized for a 
nominal blocking level of 1%, and yet, due to 
integerization of the number of trunks and approximations 
in the formulae used, these trunk groups may exhibit a 
blocking level somewhat different from the design level. 
Further, at any given time, certain· equipment may be out 
of service, either for maintenance or because of 
failures, thus impacting the observed congestion. 

tn order to obtain an estimate of actual congestion 
levels, a detailed study was performed on a model of a 
portion of the Bell Canada network, including the toll 
centres and higher-level offices. The model network was 
dimensioned to satisfy the offered traffic in three hours 
(beginning at 10:00, 14:00, and 18:00; the maximum 
network traffic demand occurs at 10:00, while the traffic 
patterns in the other hours are significantly different 
than the 10:00 load). The flow of traffic in the network 
was then modelled, to determine the toll centre-to-toll 
centre congestion probability. The results, in terms of 
a histogram and a cumulative distribution, are shown in 
Figure 3. It was found that 50% of all traffic demands 
experience a toll centre-to-toll centre congestion 
probability of less than 0.05%, 90% receive better than 
0.2% congestion, and 95% better than 0.3% congestion; the 
average end-to-end congestion probability was evaluated 
at 0.08%. In summary, the toll centre-to-toll centre 
congestion probability offered to the forecasted traffic 
loads is excellent under normal design conditions. When 
traffic overloads and/or equipment failures occur, 
however, the resulting connection levels are expected to 
be significantly worse than the levels calculated here. 
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Figure 3: Congestion Levels In 1976 Network Subjected 
to Design Traffic Load 

Before presenting similar statistics for the future 
network, let us look at the individual effects of two 
changes which will be occurring in the network. 

EFFECTS OF GROWTH 

Consider the sizing of a trunk group to serve a traffic 
demand A at a blocking level B; designate the number 
of trunks required, under the Erlang B distribution, 
as N. The average occupancy of this trunk group can 
then be calculated as 0 - A(l-B)/N. In Figure 4, 
curves have been plotted for 0 versus N, for several 
values of B. These curves serve to demonstrate that 
the average occupancy increases quickly as the traffic 
demands increase. For the case of 1% blocking, the 
average occupancy for a group of 20 trunks is 
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approximately 60%; for ,a group of 200 trunks. this figur 
increa ••• to approximately 90%. 
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Figure 4: The Increase In Occupancy As a Function 
of Trunk Group Size 

Let us now examine the susceptibility of high-efficiency 
network components to fluctuations in traffic demand. 
Suppose that, for the 1% blocking case, the number of 
trunks N is held constant, and the traffic demand is 
increased, or decreased, by 10% and 25%. The resulting 
blocking levels have been calculated, and are shown in 
Figure 5. For a group of 20 trunks, these overloads 
increase the blocking to approximately 2% and 5% 
respectively; for a group of 200 trunks, these figures 
increase to approximately 5% and 13% respectively. 
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Figure 5: Impact of Traffic Increases and Decreases, 
From the Design Load 

1000 

It is also interesting to examine the susceptibility of 
high-efficiency network components to failures in those 
components. Consider three different trunk groups of 
size 10, 100, and 1000 trunks, each sized to serve the 
traffic demand with 1% blocking. Using the Erlang B 
distribution, which assumes that blocked calls are 
cleared, the resulting blocking levels have been plotted 
in Figure 6 for a range of failure states. The blocking 
levels increase to relatively high levels, and hence the 
assumptions underlying the Erlang B procedure are no 
longer valid due to the effect of retrials. As a result, 
the blocking levels have been recalculated using the 
Poisson distribution, which assumes that blocked calls 
are held; these results are shown in Figure 7. 
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As can be seen from the figures, the blocking levels 
become more susceptible to variations in the traffic 
demand (normal day-to-day variations as well as abnormal 
occurrences) and to failures as the forecasted traffic 
level, and thus the trunk group size, increases. 
Interpreted in another manner, the normal e~pected 
increase in usage on a telecommunication net -ork with 
alternate routing will eventually lead to a mure volatile 
situation, unless some new considerations are applied to 
the design process. 
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Figure 6: Impact of Partial Trunk Group Failures on Traffic 
Blocking (Erlang B) 
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Figure 7: Impact of Partial rrunk Group Failures on Traffic 
Blocking (Poisson) 

EFFECTS OF MODULARITY 

Modular trunking is becoming commonplace in 
telecommunication networks [9,16]. With the introduction 
of digital switches and transmission in the North 
Americ'an network, interfacing directly at the 1.544 Mb/s 
(24 voice circuits) rate, trunk groups are now being 
sized in modules of 24 trunks. On high usage routes, 
this means that no trunks will be provided if 0-14 trunks 
are required (assuming a rounding threshold of 
15 trunks), and that 24 trunks will be provided if 15-24 
are needed. On final-choice routes, modularity implies 
that 24 trunks will be provided if 1-24 are needed to 
meet the specified blocking level. 
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Modularity has two distinct effects on the network. 
First, since high usage routes needing 14 or fewer trunks 
will not be installed, the total number of high usage 
trunk groups provided will decrease. Those routes, high 
usage and final-choice, which are established will 
therefore have to be larger to carry this displaced 
traffic. To illustrate the impact of modularity, 
dimensioning the model of a portion of the Bell Canada 
network in 1976 using modular-24 trunking would have 
reduced the number of high usage trunk groups from 594 to 
201, and would have increased the average trunk group 
size from 21 to 62 trunks. Modular engineering thus 
leads to fewer but larger trunk groups, thereby resulting 
in a more vulnerable network. 

The second effect of modular trunking pertains to the 
blocking on final-choice trunk groups. Since the number 
of trunks will always be rounded-up to the next module 
size, the anticipated blocking level will generally be 
better than required; this result has been plotted for 
the 1% cas·e in Figure 8, which shows that this effect of 
modularity decreases as the offered traffic, and thus the 
trunk group size, increases. As an example, for groups 
of 72 or fewer trunks, modular-24 trunking can cause the 
resulting blocking to range from 1% to better 
than 0.0001%; for groups of approximately 400 trunks, the 
blocking ranges from 1% to 0.1%, while groups of 
approximately 960 trunks experience a blocking range 
from 1% to 0.3% due to modularity. 
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Figure 8: Impact of Modular-24 Trunking On Final 
Group Blocking levels 
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Thus, modular trunking has two effects. The first, 
causing an increase in the average trunk group size, 
could be significant. The second, causing an 
over-provisioning of final-choice groups, will diminish 
as the size of the groups, and the traffic level, 
increases. 

NETWORK IMPACT OF GROWTH AND MODULARITY 

Let us now investigate the network impact of growth and 
modularity. To do this, it was decided to model the 
current best-view of a portion of the Bell Canada network 
for 1990. From 1976 to 1990, it is expected that 
two-thirds of the toll switching nodes will be 
eliminated; this reduction is being caused by the 
introduction of large switches, primarily digital, each 
of which replaces one or more existing machine, and by 
the detolling (removal of the Class-4 function) of 
several switches currently offering both the Class-4 
and -5 functions. (The number of switches providing the 
Class-5 end office function will continue to increase 
over the study period.) The traffic demand was assumed 
to increase at an annual compound rate of 10%. 

Under these assumptions, the toll centre-to-toll centre 
congestion . probability was modelled~ and the results are 
shown in Figure 9. In comparison to the 1976 network 
results, it was found that 50% of all traffic demands 
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experience a toll centre-to-toll centre congestion 
probability of less than 0.05% (as compared with 0.05%), 
90% receive better than 0.3% (0.2%), and 95% better than 
0.4% (0.3%) congestion; the average end-to-end congestion 
·probability was found to be 0.07% (0.08%). These numbers 
do not represent any significant change, and thus it can 
be stated that normal forecasted traffic loads will 
experience the same excellent end-to-end connection 
probability in 1990 as they do today. 
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Figure 9: Congestion levels In 1990 Network Subjected 
to Design Traffic load 

It was found that the average size of trunk groups 
changes from 21 to 94 trunks, a significant increase when 
considered in terms of the graphs provided in Figures 4, 
5, 6, and 7. It is worth exploring the change in network 
vulnerability which this size increase will cause. 

CHANGE IN NETWORK SENSITIVITY 

In order to demonstrate the change in network 
vulnerability, the 1976 and 1990 networks were subjected 
to global traffic overloads of 10% and 25%. The 
cumulative distributions for the toll centre-to-toll 
centre congestion probability were calculated for both 
networks for a normal load as well as the two overload 
conditions; the results are presented in Figure 10, and a 
statistical summary is given in Ta~le 1. 
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Figure 10: Congestion levels During Normal and 
Overload Conditions 
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As can be seen, if present network dimensioning 
procedures continue to be used, the 1990 network will be 
more vulnerable to global traffic overloads than is the 
current smaller network. In general terms, the 
congestion probability is increased by 5 to 15% due to 
the network changes resulting from increased traffic 
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Table 1: Selected blocking values from cumulative distributions 

1976 1990 
Network Network 

Average 0.08% 0.07% 

50th Percentile <0.05 <0.05 
Normal Load 90th Percentile 0.2 0.3 

95th Percentile 0.3 0.4 

Average 1.9 5.5 
50th Percentile 1.1 2.5 

10% Overload 90th Percentile 4.0 14.3 
95th Percentile 8.0 20.4 

Average 9.7 17.6 

50th Percentile 8.4 12.0 
25% Overload 90th Percentile 21.3 33.0 

95th Percentile 27.3 44.5 

demands and modular trunking. 

The model which was used to develop the network results 
employs formulae based on the Erlang B distribution, and 
does not have the capability of incorporating the effects 
of customer retrials during periods of congestion. 

In order to estimate the effect of retrials, recourse was 
again made to the Poisson distribution. Both the 1976 
and 1990 networks exhibit toll centre-to-toll centre 
congestion of approximately 0.07% under normal traffic 
loads, and the trunk groups in the 1990 network are 
approximately 4 times the size of those in the 
1976 model. Thus, for trunk group sizes ranging from 0 
to 50 and from 0 to 200 trunks, the offered traffic, 
which would yield a blocking of 0.07%, was calculated; 
this traffic was then increased by 10% and 25%, and the 
resulting blocking was calculated. These blocking 
levels, for the two ranges of trunk group sizes, have 
been plotted in Figure 11. This figure clearly 
demonstrates the increased vulnerability to overloads of 
large trunk groups. The results shown in Figure 10, 
which do not include any treatment of the effect .of 
retrials, are thus considered conservative for the future 
~etwork. 
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Figure 11: The Increased Effect of Traffic Overloads With 
Increased Trunk Group Size 
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Now that the magnitude of the problem has been 
demonstrated, it becomes imperative to find procedures 
for dimensioning and operating this future network, to 
ensure that this potential problem does not become 
reality. . 
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CURRENT APPROACHES TO SERVICE PROTECTION 

The problem of end-to-end congestion probability has 
already surfaced in the North American network, and 
several simplified procedures have been instituted to 
reduce the network effects. 

In general, the congestion probability problem occurs 
when too much traffic is offered to too few servers. 
Since the network was sized to meet the forecas~ed 
traffic loads, either the actual loads are larger than, 
or the load patterns are distorted from, the anticipated 
demands, or the network is operating with less capacity 
than planned. Regardless of the causes, one 
commonly-used preventative measure involves simply 
over-dimensioning the network, either by artificially 
increasing the traffic forecasts [2], or by requiring a 
more stringent blocking criterion on final-choice 
routes. While the resulting network will now be larger 
than required, and thus will cost more than is perhaps 
necessary, its susceptibility to traffic distortions and 
to equipment failures must still be analysed, and its 
end-to-end connection probability may still be less than 
required. 

A second approach to improving the connection probability 
situation is to address the high occupancy aspect. If 
the occupancy of trunk groups and switches can be kept 
below some level, say 80 or 85%, then these components 
can accept certain amounts of overload without severe 
consequences; alternatively, some fraction of the 
components may be out-of-service without causing 
connection probability problems. Implementing this 
approach is relatively easy, in that the network sizing 
procedure can be modified to limit the occupancy on 
high-efficiency components to some prespecified level. 
However, the cost of the network will rise, and the 
network's susceptibility still requires analysis. 

In the North American network, which is a 5-level 
hierarchical structure, the effects of traffic 
distortions or equipment failures are most noticeable at 
the higher levels. This is caused by the fact that, 
during normal periods, almost all traffic is carried by 
the high usage and final-choice groups in the lower 
levels of the hierarchy, while network problems cause the 
traffic to quickly climb to' the Class-1 machines. The 
network problem is magnified many times, in that these 
switches are idle for a large percentage of the time, and 
are extremely busy for a small fraction of the time. In 
order to keep traffic flows in the lower levels of the 
network, the general call routing procedure discussed 
earlier is usually modified. The change, termed the 
one-level inhibit rule, provides a limitation on the 
routing process; specifically, the network dimensioning 
procedure is modified so that a switch performing the 
Class-N function is not considered to route traffic 
directly to a switch function higher in the hierarchy 
than Class-(N-1), thus encouraging traffic to remain low 
in the network. The I-level inhibit rule is illustrated 
in Figure 12. 

_3rd Choice 

::t'L - 2nd Choice 

.............. 1st Choice 

Figure 12: Routing With 1-Level Inhibit 
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As the traffic offered to high usage routes increases, 
the ECCS dimensioning procedure results in a decreasing 
percentage of traffic being overflowed to the next choice 
routes, as illustrated in Figure 13; the five curves 
plotted are for an ECCS of IS, 18, 21, 24, and 27. As 
can be seen from the figure, the resulting blocking for a 
group offered 1000 Erlangs dimensioned with an ECCS of 15 
is only marginally worse than 1%. At some point, the 
question arises as to whether it would be advantageous to 
scale-up the high usage route to meet a 1% blocking 
constraint as for finals; in the North American network, 
this procedure is used frequently for large high usage 
groups, and these groups, renamed full groups, perform a 
function similar to final groups. The cost impact of 
this scaling-up is demonstrated in Figure 14; as can be 
seen from the figure, the cost penalty is generally less 
than 10% for groups offered 400 or more Erlangs. 
However, while this modification succeeds in keeping the 
traffic lower in the hierarchy, it tends to reduce the 
end-to-end connection probability for the affected 
traffic because of the reduced number of potential 
alternate routes. 
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Figure 14: Cost Penalty of Upgrading High Usage Trunk Groups 
To Full Groups, To Achieve 1% Blocking 

Once calls have penetrated the network, a logical 
strategy would seem to be to improve the probability that 
those calls will successfully reach their destination 
[1,14). This assistance can be provided by giving 
completing traffic (moving downward in the hierarchy) a 
higher priority than originating traffic. This can be 
accomplished by establishing one-way trunk groups for 
traffic travelling down the hierarchy of the network, and 
by dynamic directionalization of two-way trunks to favour 
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this traffic. Such techniques are used to a varying 
extent in most telecommunication networks. 

All of the procedures discussed so far represent 
preventative actions to reduce the impact of traffic 
distortions and equipment outages on the network. These 
approaches are designed to compensate for specific 
problems, and are not sufficient to guarantee acceptable 
end-to-end connection probability. In order to provide 
the capability of reacting in real-time to network 
problems which inevitably occur, the North American 
network is monitored by a Network Management system [3]. 
The main purpose of this system is to contain, and 
prevent the spreading of, network problems. 
Unfortunately, the fact that this system relies on manual 
control actions might make it inadequate for the future 
large network in which fast response will be essential. 

All of the current approaches to service protection are, 
in fact, aimed at controlling some of the symptoms, such 
as high occupancy and high blocking, as measured at 
certain network components. , The concept of end-to-end 
connection probability does not enter directly into the 
considerations. Before looking at approaches which could 
address this problem directly, let us identify the 
objectives we are trying to attain. 

END-TO-END CONNECTION PROBABILITY OBJECTIVES 

Current network dimensioning procedures ensure that the 
specified blocking levels will be met on final trunk 
groups during normal network conditions. As has been 
shown above, it is expected that future networks will be 
more susceptible to traffic distortions and equipment 
failures if the same design constraints are applied. 
Trunk blocking levels may not be indicative of end-to-end 
congestion levels; high blocking on final groups, caused 
for example by equipment outages, may not imply the 
existence of a call congestion problem, while significant 
end-to-end congestion may exist even though most final 
trunk groups are experiencing relatively low blocking 
levels. It is thus suggested that the procedure for 
measuring, and therefore specifying, the traffic 
grade-of-service should be based on an end-to-end 
connection probability. 

The basic objective is that each subscriber should be 
able to communicate with every other subscriber with a 
high probability, except perhaps during certain abnormal 
periods. With this in mind, and using the results of the 
modelling work described above, basic formats for 
end-to-end connection probability are being proposed. 

First, let us consider the worst case. It should be 
possible for each subscriber to communicate with every 
other subscriber in the network, and the probability of 
any connection being blocked due to network congestion 
should be less than say W% (the worst case congestion). 

On a network basis, however, it is to be expected that it 
will be possible to provide certain (neighbouring) point 
pairs with better connection probability than other 
(dispersed) pairs. It is thus proposed that the 
connection probability objective be stated as a 
distribution; that is, for example, 50% of the traffic 
demand should experience better than X% congestion, 90% 
should receive better than Y%, and 95% should receive 
better than Z% congestion. 

It is also recognized that there may be times when 
service deterioration cannot be avoided, due to massive 
traffic overloads or to large equipment outages. It is 
thus proposed that the service objectives be stated as a 
function of duration; as an example, 50% of the traffic 
demand (call attempts) should experience better than 
X(T)% congestion over Q(T)% of all time intervals of 
duration T, where X(T) is a decreasing function of T, and 
where the form of Q(T) will be determined by each 
administration. 

This formulation allows high short-term congestion 
conditions, but requires long-term congestion to be 
better than some more restrictive constraint. As an 
example, a subscriber will be less disturbed if he is 
denied service once while his second attempt has a high 
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probability of completion, than if he is denied service 
several times in succession. 

Thus, in summary, it is proposed that future networks be 
designed and operated to meet end-to-end connection 
probability constraints of the following type: 

50% of all traffic should experience better than 
X(T)% call congestion during more than Q(T)% of all 
time periods of duration T 

90% of all traffic should experience better than 
Y(T)% call congestion during more than R(T)% of all 
time periods of duration T 

95% of all traffic should experience better than 
Z(T)% call congestion during more than S(T)% of all 
time periods of duration T 

100% of all traffic should experience better than 
W(T)% call congestion during more than V(T)% of all 
time periods of duration T 

where X, Y, Z, and Ware decreasing functions of T, and 
the form of functions Q, R, S, and V is yet to be 
determined. Specification of the various functions of T 
would be done by each operating administration, and 
should take into account, as much as possible, 
anticipated traffic distortions and equipment outages. 
In practice, it may only be necessary to define the 
functions for certain values of T, such as 1 minute, 
1 hour, 1 day, and 1 week. 

Study Groups 11 and CMBD of CCITT are currently 
investigating objectives for international connections 
[4,5]. While no definitive resolution has been reached, 
it appears that the trend is towards a format similar to 
that presented above. 

Adoption of the above connection probability format will 
imply modifications to certain administrative and 
operating procedures. Some that are already being 
studied will now be discussed. 

ROUTING FOR END-TO-END CONNECTION PROBABILITY 

Two recent papers [15,21] discuss the work currently 
underway in Bell-Northern Research and Bell Canada 
concerning advanced call routing. The main thrust in 
these papers is that advanced routing can be introduced 
into low-occupancy metropolitan networks and achieve 
significant cost savings without incurring any cost 
penalty. 

In high occupancy networks, congestion typically occurs 
in certain specific areas, due either to localized 
traffic distortions or to equipment failures in that 
area. If the other areas of the network are 
under-utilized, the possibility exists of routing traffic 
around the problem area, thus improving the end-to-end 
connection probability and reducing the spread of 
congestion. Thus, restating the results presented in the 
two companion papers, flexible routing methods could be 
used to improve end-to-end connection probability with no 
network cost penalty. 

DIMENSIONING FOR CONNECTION PROBABILITY 

Current network sizing procedures are based on economic 
criteria for high usage routes and blocking constraints 
for final-choice routes. The economic criteria are, in 
turn, based on certain assumptions related to how traffic 
demands are overflowed from one route to the next. 

The introduction of end-to-end connection probability 
criteria would suggest that some changes will be required 
in the network dimensioning methods. As a minimum 
approach, network designs generated by current methods 
would have to be analysed, and perhaps modified, to 
ensure that they provide the required connection 
probability service subject to certain assumptions about 
possible traffic distortions and equipment failures. At 
the other extreme, dimensioning methods which design the 
complete network, subject to the new service criteri~ and 
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routing procedures, (;p~l-d be ·e~v~s.agl!ld· . 

Some work has already been done [2,13] on dimensioning 
for end-to-end average congestion levels. Several 
significant problems remain to be addressed, including 
the incorporation of equipment outage statistics. 

PROVISIONING FOR END-TO-END CONNECTION PROBABILITY 

One of the potentially significant reasons for degraded 
end-to-end connection probability is the failure of large 
network components, such as transmission systems and 
switches. Such failures occur sporadically in any 
network, and can have varying impacts depending upon how 
the initial provisioning process was carried out. 

In the North American network, it is common practice to 
diversify large trunk groups; that is, the circuit 
requirements for large and/or strategic trunk groups are 
supplied in part by two or more diverse transmission 
systems, wherever possible. 

In the future, with most trunk groups becoming large and 
operating at high occupancy levels, the need will exist 
to provide diversity for almost all groups. In some 
cases where adequate diversity is not possible, it may be 
advisable to dimension several medium-sized, less 
efficient trunk groups rather than one large group, thus 
reducing vulnerability at a marginal cost penalty. 

In modern software-controlled Switches, key components 
including processor, memory, and certain peripherals are 
generally duplicated to improve connection probability. 
On large transmission systems, spare service-protection 
channels are usually provided for use when active 
channels are out-ot-service. The amount of duplication 
in future networks will increase by necessity. In the 
extreme case (which will probably not be necessary), one 
could postulate a completely duplicated network. 

MEASURING CONNECTION PROBABILITY 

When a network is operating, it is essential to record 
measurements to determine whether service objectives are 
being met, and whether corrective action is required 
[7] • 

Since the network is currently designed subject to 
blocking constraints on final-choice trunk groups, the 
main concern is to monitor the call attempts and call 
rejections on these groups. 

The need to monitor end-to-end connection probability 
implies a different approach. In fact, each switch 
should monitor the progress of (some sample of) all call 
attempts originated from that office, and identify the 
result as one of (a) successful call, (b) subscriber 
busy, (c) no answer, and (d) incompletion due to 
network .problems. The measurement of interest is then 
the network-wide distribution of item (d) with respect to 
the total of all call attempts. 

A form of the proposed measurement system is already 
performed in the North American network on a small-scale, 
manual, sampling basis. The capability exists in new 
software-controlled switching machines of automatically 
recording this type of information for subsequent 
analysis. 

OTHER FACTORS 

Certain other factors have been identified which will 
require further consideration. 

The end-to-end measurements discussed above must be used 
in a statistically valid manner. For example, if only 
one call was attempted from office A to office B in some 
time interval, and it was not completed due to network 
problems, the meaning, and therefore the usage, of this 
information is unclear. Was the sample size simply too 
small to give a valid indication, or was there in fact a 
permanent blockage between the two offices? The manner 
in which this data is used requires further research. 
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Th"e«': network. :medelliJlg teaults preserited in this paper 
'have "Oeen naaed".,on. ,truRk grO\lp blo€.ting only. In fact, 
switches contribute to end-to-end congestion probability, 
and the procedure presented in [101 incorporates switch 
blocking as well as trunk group blocking. 

A more serious problem may exist with regard to 
switches. Common control switches provide service on a 
delay basis; that i "s, if a call arrives and the common 
control is busy, the call demand is queued and served as 
soon as possible. " Raving this call wait for service 
implies that the originating common-control switch is 
also waiting to transmit the call information. If one " 
switch becomes seriously overloaded, and thus causes 
adjacent switches to wait a relatively long time for 
service, the probability exists that these switches will 
also become congested. Thus, in a high occupancy 
common-control environment, the potential 'snowballing' 
(rapid spread and build-up) of congestion is a problem 
which deserves attention. In particular, the format for 
end-to-end connection probability proposed above may have 
to be modified to encompass a specification on call 
set-up delays as well as connection probability. 

CONCLUSION 

The current engineering methods, coupled with the 
expected growth in traffic demand, are leading to a 
network with undesirable features, particu1~r1y with 
respect to traffic distortions and equipment failures. 
The magnitude of this problem has been graphically 
demonstrated. We are now faced with the need to develop 
procedures which ensure that the future telecommunication 
networks are designed in a manner that is cost-effective 
and yet are not highly susceptible to network 
disturbances. 
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