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ABSTRACT 

A method has been developed for preventing the deteriora
tion in call treatment and effective loss of processor 
capacity which can result when an overload occurs in the 
traffic offered to the processing unit of a Stored Program 
Controlled (SPC) switching system. This method, called 
Dynamic Processor Overload Control, allows the control 
unit to work to its capacity while preventing it from 
attempting to treat more calls than it can handle satis
factorily. 

The paper describes this overload control ,procedure and 
discusses its implementation in switching systems with 
various types .of control structure. 

1. BACKGROUND 

In most SPC systems the processing unit is able to work 
efficiently even at relatively high loads. However, an 
interesting and disturbing phenomenon occurs when the 
offered traffic surpasses a certain level: not only is the 
control unit incapable of handling all of the calls offered 
to it, but unless control measures are taken, its call
handling capability may actually drop, sometimes substan
tially, below what its capacity would be under normal 
conditions*. Figure 1 depicts this phenomenon, which is 
the result of the competition, within the complex queueing 
system that constitutes the control unit, for limited 
amounts of processing time and other resources. This 
competition among calls produces increasing processing 
delays and a diminishing number of completely and satis
factorily treated calls. 

Figure 1 
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TYPICAL PROCESSOR OVERLOAD PERFORMANCE 

A number of overload control methods have been suggested, 
whose purpose is to prevent such deterioration in call 
treatment and loss of processor capacity and to maintain 
the efficiency of the processor under all traffic condi
tions. Most overload control procedures are of the detec
tion, or "trigger-reaction'; type, i.e., those in which 
the values of one or more parameters of the system are 
monitored and used to indicate an impending or already
present deterioration in the functioning of the system or 

* J.E. Villar [1] has called the processor occupancy at 
which this begins to occur the "maximum permissible 
occupancy" . 
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the grade of serv~ce, triggering some control reaction [2, 
3,4,5,6]. However, it is often ' quite difficult to find 
a parameter whose very-short-term values (e.g., a few 
hundreds of milliseconds) give an accurate indication of 
the state of the processor. And if the values of suitable 
parameters are averaged over longer periods (on the order 
of a few seconds) to obtain more reliable results, a sudden 
onslaught of offered calls can seriously impair the functim
ing of the system before the situation can be detected and 
controlled. Even when it is possible to find a reliable 
"trigger", it is difficult to choose an adequate response 
- one that is neither an over- ·nor an underreaction. 

The Dynamic Processor Overload Control method described 
here avoids these problems by continuously limiting the 
amount of new work which a processor can accept for treat
ment to that amount which it can handle completely and 
efficiently. Based, thus, on the PREVENTION, rather ':than 
the ' detection, of overload, this procedure possesses a 
number of desirable characteristics: 

- It allows the processor to work to its capacity. 

- It prevents the processor from accepting too much work, 
thus maintaining its throughput in the presence of any 
type or level of overload in the offered traffic. 

- It is able to adjust quickly and automatically to 
changes in the processor's capacity. 

- It is easy to implement in the system. 

- It does not significantly affect the grade of service 
when the offered traffic is below the capacity of the 
processor. 

- It is compatible with other exchange and network over
load control measures. 

This paper describes the Dynamic Processor Overload Control 
method and its effect on the treatment of calls, and dis
cusses its application for ewo different types of ' control 
structures - single-processor and multiprocessor load 
sharing - as well as its role in a broader overload control 
strategy. 

2. "DYNAMIC PROCESSOR OVERLOAD CONTROL" PROCEDURE 

The Dynamic Processor Overload Control* procedure consists 
basically in .limiting, to a maximum of N, the number of new 
calls which the processor may accept during each time inter
val (Call Control Period) of specified length. Calls which 
cannot be accepted during one period must wait until the 
next, or some future, period. 

In principle, N is equal to the number of calls per unit 
time whi'ch will produce a certain maximum occupancy of the 
processor, multiplied by the length of the interval CCperiod. 
The processor capacity and, hence, the value of N will 
depend on the characteristics of the system and its parti
cular implementation (the time required by the process.or to 
treat each type of call, the amount of time spent on 

* International patents applied for. 
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overhead functions, etc.), the distribution of call types* 
being offered to the exchange, and the current status of 
the switching network and processors (presence of faults, 
conditions in the switching network affecting path search 
times, etc.). Since many of these factors determining the 
value of N may vary, N too must be a variable, changing 
whenever necessary to reflect the current conditions in 
the exchange. 

A number of algorithms could be used for calculating and 
updating the value of N. The one which will be described 
in this paper is the first one to be implemented, a very 
simple algorithm which gives quite satisfactory results. 

Algorithm for Updating Number of Permissible Call Accep
tances, N 

The following is the simple procedure adopted for updating 
N: 

At the end of each "Overload Prevention Parameter Update 
Interval" (OPPUI), consisting of an integral number of 
Call Control Periods, the value of N to be used for limit
ing call acceptances during the next OPPUI is determined 
as follows: 

1) First, a preliminary value of N, Nprelim' is calcu
lated from the equation 

max.occup - overhead 
occup overhead (~Apast) , 

past -
where 

max.occup is the maximum ·desired occupancy of the proces-
sore 

overhead is the fraction of the processor's time which is 
spent on overhead tasks. This value is found 
by measuring the processor's occupancy during 
periods of very light traffic. 

occup i~ the average occupancy of the processor during 
_____ p~a_s~t_ the past OPPUI. 

NA is the average number of new calls accepted each 
~ call control period during the past OPPUI. 

2) In order to prevent random fluctuations in the number 
of call arrivals and in the call-type distribution from 
causing too-great variations in N, the final value of N 
for the next OPPUI is not usually permitted to increase 
more than max.increase (a fraction) multiplied by Npast, 
where Npast is the value of N during the past OPPUI. Nor 
is it allowed to decrease more than max.decrease multi
plied by Npast. In other words: 

N
past

(1-max.decrease) ~ N ~ N
past 

(1+max. increase) ** 

However, if occuPpast ~ some specified value, called 
occ.too.high, an additional decrement in N is made . That 
is, 

N = {max.[N 1.,N (1-max.decrease)] }(1-addl.decrement) pre ~m past 

Furthermore, during "takeover" or "reload" the value of N 
may be reset to a low value to insure a smooth transition, 
after which the value of N will be automatically adjusted, 
as usual, in accordance with the current capacity of the 
processor. 

3) The value finally computed for N will generally not be 
a whole number. In that case, N is rounded down to the 
nearest integer. 

.* Each call "type" includes those calls which require the 
same sequence of tasks to be performed by the processor. 
The call-type distribution unites the concepts of call 
mix, which describes the degree of completion of the 
call, and call pattern mix, which classifies calls 
according to signalling type, number of digits required, 
need for metering, etc. 

** If Nprelim - Npast ~ 1, but max. increase x Npast < 1, the 
value of N for the next OPPUI is increased by 1. 
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It is unnecesary and perhaps even unwise to update N 
during periods when both the traffic and the processor 
occupancy are low. Therefore , two additional parameters 
have been added: min.occup and min.fraction.calls. If the 
occupancy of the processor during the past OPPUI was less 
than min.occup and the number of calls accepted, NApast 
was less than min.fraction.calls x Npast ' then N is not 
updated. 

The choice of values for max.increase, max.decrease, 
max.occup, etc., as well as the }engths of CCperiod and 
OPPUI, are discussed in section 3 . 

In summary, the Dynamic Processor Overload Control method 
consists in periodically calculating the current capacity 
of the processor, from data gathered in the recent past 
concerning the number of calls accepted for treatment and 
the consequent processor occupancy, and in putting a limit, 
based on this value, on new call acceptances .. 

3. FACTORS TO CONSIDER IN ASSIGNING VALUES TO THE OVER
LOAD CONTROL ALGORITHM PARAMETERS 

The value to be assigned to each of the parameters used 
in this method for controlling overload must be chosen in 
accordance with the characteristics of a particular pro
cessor and its environment and the requirements of the 
telephone administration. 

The purpose of optimizing the parameters is 1) to obtain 
the best possible grade of service during normal traffic 
and the highest possible throughput during overload, while 
2) ensuring acceptable call treatment at all times, espe
cially during overload and transition periods. The weight 
given to each of these factors will influence, to some 
extent, the choice of parameter values, as will the types 
of overload and fault conditions a particular exchange can 
be expected to experience. 

However, experience gained by simulation studies of Dyna
mic Processor Overload Control indicates that the method 
works very well under a great variety of conditions for a 
rather wide range of parameter values. It is only during 
transition periods - periods when the capacity (measured 
in call attempts) is changing rapidly , either due to a 
fault or because of an abrupt change in the call-type 
distribution - that fine-tuning of the values can prevent 
the loss of even a few calls due to mishandling. 

In the remainder of this section a brief discussion of 
each of the parameters will be given, indicating some of 
the factors which should be considered when choosing their 
preliminary values. 

max.occup: The value of this parameter represents what 
may be called the maximum desired occupancy of the proces
sor. It should be high enough that traffic which can be 
handled acceptably is not unnecessarily delayed. On the 
other hand it should be low enough that the treatment given 
to accepted calls is always satisfactory. In any case 
there should be a margin of safety between max.occup and 
the maximum permissible occupancy. 

CCperiod, max.calls.per.entry: CCperiod is the inter
val during which the number of new calls accepted i ·s rimited 
to N, which is calculated by me ans of the algorithm de
scribed in section 2. CCperiod is one of the two control 
parameters (the other is max.occup) upon which the effec
tiveness of the method is most dependent and whose values 
should therefore be chosen most carefully. If the CCperiod 
is very short, the res~lting strict control of call accep
tances can increase preselection delays significantly even 
when the level of traffic ' is below the capacity of the pro~ 
cessor. On the other hand, CCperiod cannot be too long, 
since a long CCperiod poses a danger during overload situa
tions: If a large number of calls are waiting to b e 
accepted, all the calls permitted for the entire CCperiod 
will be accepted at the beginning of the call control 
period, causing a brief but severe peak in processor occu
pancy . This can b e alleviated somewhat by also limiting 
the number of new calls which can be accepted per e ntry of 
the new call acceptance program. This limit is called 
max.calls.per.entry. 
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OPPUI: This parameter, the "Overload Prevention Para
meter Update Interval", is the length of time between suc
cessive "updates" of the value of N and consists of an in
tegral number of CCperiods. If OPPUI is very long, the 
processor will be delayed in reacting to abrupt changes 
in the capacity. On the other hand, it should not be so 
short that there are too little data on which to base the 
next calculation of N. In practice, it has been found best 
to keep OPPUI rather short (on the order of a few seconds) , 
using the parameters max.increase and max.decrease to 
avoid too-rapid changes in the value of N. 

', max.increase" max.decrease: These parameters have been 
included as a means of preventing N from fluctuating too 
greatly from one OPPUI 'to the next, due, for example, to 
random fluctuations in the call arrival rate or in the 
call-type distribution. 

occ. too .,high, ,addl. decrement: These parameters allow 
for an additional decrease in N, besides the usual maximum 
decrease, when the processor occupancy during the past 
OPPUI has reached a dangerously high level, called 
occ.too.high. Occ.too.high would be set at a level no 
higher than the maximum permissible occupancy. 

min. fraction. calls, min.occup: The size of these 
parameters is not critical. A value of .75 for each would 
be about right. 

, ~MPLEMENTATION OF DYNAMIC . PROCESSOR OVERLOAD CONTROL 

The implementation of the Dynamic Processor Overload Con
trol (DPOC) procedure in several different types of ex
change control structure has been tested by simulation* 
using a "call model" of the control unit and its environ
ment. (In a call model each call and the tasks required 
for its treatment are individually simulated [1] ). 

In section 4 we show extensive results for a single proces' 
sor. These results are presented to show the necessity as 
well as the benefit of using an adequate processor overkad 
control mechanism and to demonstrate pictorially how DPOC 
works in several of the many situations in which it has 
been tested, automatically changing the limit on call 
acceptances to reflect current processor conditions. Most 
of these results are valid not only for a one-processor 
system but also for the individual processors in a multi
processor system. Therefore, they are discussed in some 
detail. 

Section 5 discusses other measures which can be used along 
with DPOC to improve even further the functioning of the 
switching machine during overload periods. 

In section 6 we describe the' implementation of the basic 
procedure in a multiprocessor system and give simulation 
results for that system. 

4. IMPLEMENTATION OF DYNAMIC PROCESSOR OVERLOAD CONTROL 
IN A SINGLE PROCESSOR 

The results shown in this section are for a single proces
sor governing a hypothetical exchange of the Metaconta** 
type. In Metaconta processors, call treatment and other 
tasks are performed by a number of programs which are 
grouped into priority levels. In the system versions for 
which results are given in this paper, only two levels 
produced processor occupancies high enough that they needed 
to be considered in the model. The entry of the higher 
level, "clock", is triggered by regularly occurring clock 
pulses. When the clock programs scheduled for a certain 
cycle (interval between successive clock pulses) are 
finished, base programs run in a specified order. Any base 
programs which cannot run during this scheduled cycle 
because of lack of time are rescheduled for the next cycle. 
Free time is measured from the moment the last base program 
scheduled for a cycle finishes its work until the next 
clock pulse appears. 

* It has also been field tested and is implemented in 
Metaconta IOC exchanges. 

** A trademark of ITT system. 
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Results for a Single Processor 

A large number of simulation runs have been made to deter
mine the effect on both processor and calls of all levels 
of offered traffic and various overload situations, both 
with and without overload control implemented. The resULts 
for a number of representative cases are shown in the t~e 
and figures of this section. 

The reader might wonder why processor parameters such as 
occupancy and time between entries of the call-processing 
programs are given the same importance here as call para
meters. It is unquestionable that the critical factor in 
judging an ' exchange or any facet of it, such as an overmad 
control mechanism, is how it influences the treatment of 
the CALLS. Important measures of this are the grade of 
service - preselection and selection delays, for example -
and service quality, the frequency with which calls are 
mistreated, perhaps due to a missed pulse, etc. In the 
simulation model used for this study the grade of service 
indicators were an explicit output. Mistreatment probabi
lity, however, could not be measured directly and 'precisely, 
since the model did not provide a way for calls to fail as 
a result of processor delays. It is possible, though, to 
infer a great deal about the treatment being given the 
calls from the values of certain PROCESSOR parameters, 
such as the time between entries of some of the base-level 
programs. For this reason, the results presented here 
include values for both types of parameters. 

Table 1 shows average values of important call and proces
sor parameters for each of three levels of traffic (with 
a certain call-type distribution): 93000 BHCA (Busy Hour 
Call Attempts), 100000 BHCA, and 120000 BHCA (25% higher 
than the capacity of our hypothetical processor), both 
with and without overload control implemented. 

At 93000 BHCA both processor and call parameters have quite 
quite similar values for both "control" and "no control". 
There is a small increase in the preselection delay when 
control is implemented, since some calls arriving when 
the maximum number of acceptances has already been reached 
for that CCperiod must wait until the beginning of the 
next CCperiod. This increase, however, still gives pre
selection delay,s well within normal administration require
ments. Note that all offered calls are being treated. 

At the level of 120000 BHCA the necessity for controlling 
overload is obvious. Looking first at processor para~ 
meters, one sees that without overload control the call
processing program B7, for example, ran during the first 
25 seconds (after the transitory period) of the simulation 
only 1/20 as often as it was scheduled to run, and during 
the next 25 seconds only 1/42 as often as scheduled. This 
situation would continue to deteriorate as long as the 
overload continued and would result in a large number of 
delayed and possibly mistreated calls. The effect of 
delays can be seen in the figures for "number of call 
attempts treated per hour", which are significantly infe
rior to those obtained when the offered traffic is lower 
or when overload control is lmplemented. When overload is 
controlled, the processor parameters remain at normal 
values. 

The call parameters, i.e., the time the call spends in 
each of its phases, are also affected by the overload 
control. Looking at all of the sequences except preselec
tion, the effect of the control in reducing delays is 
obvious. When uncontrolled, the 25% overload produced, 
during the second 25 seconds of the simulation, average 
values of almost 4 seconds for selection and 15.5 seconds 
for release-of-sender and through-connection. Delays also 
occur in , the other phases. When the overload control is 
implemented, these call parameters remain at normal 
values. 

It is in the preselection phase that the delays caused by 
the control are observed. At traffic levels above the 
capacity of the processor (or more precisely, above the 
level which the processor can treat without surpassing 
max.occup) increases in the average preselection delay are 
unavoidable and will, in fact, become greater as long as 
the high traffic is maintained, since more calls are 
arriving than are being treated. However, it should be 
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• 

Calls Offered 93000 BHCA 100000 BHCA 120000 BHCA 120000 BHCA 
without control with control 

iN/o with w/o with first next first next 
control control control control 25 secs. 25 secs. 25 secs. 25 secs. 

Mean Occupancy of Processor .94 .94 . 95 .94 1.00 1.00 .94 .94 

Fraction of Cycles with Free Time > 0 .42 .42 .37 .41 No cycles had free time .38 .39 

Ratio Between 
B3 1.0 1.0 1.0 1.0 1.5 1.8 1.0 1.0 

Actual Time "Between Entries B5 1.2 1.2 1.2 1.2 10.8 20 .2 1. 2 1.2 
and 

Scheduled Time Between Entries 
B7 1.1 1.1 1.2 1.1 20.2 43.1 1.2 1.2 . 

. for Some Base Level Programs B9 2.2 2.1 2.5 2.2 Never RAN 2 . 3 2.3 

Average Time Preselection . 31 . 35 .32 2 .12** 1.00 1. 71 6.56 12.5 
(sec.) Spent 
by the ,Calls Selection .23 .22 .24 . 23 2.04 3 . 97 .24 .24 
in Several 

Release Sender 
Phases 

& 
.5!:i .55 . 60 .55 7.37 15.51 .60 .58 

Through-Connection 

Number of call attempts treated ];>er hour* 93000 93000 100000 95000 86000 72000 95000 95000 

Overload Control Parameter Values: CCperiod = 1.5 seconds, OPPUI 
max.occup = .95 , occ.too .high 

4.5 seconds, max.increase 
.975 , addl.decrement = .1 

.1 , max. decrease = 1 call , 
max.calls.per.entry = 1 

* Assuming that no calls are lost (because of missed digits, timeouts, etc.) 
** Depends on length of simulation 

Table 1 : - VALUES OF SOME PROCESSOR AND CALL PARAMETERS FOR SEVERAL LEVELS OF OFFERED CALLS, PROCESSOR WITH AND WITHOUT 
OVERLOAD CONTROL. 

possible to treat a large number*** of calls with a nearly 
normal grade of service while keeping the excess waiting 
indefinitely. The strategy for achieving this will depend 
on the particular system and exchange, but will primarily 
involve choosing a suitable queueing discipline fbr arriving 
calls, i.e., an appropriate scanning strategy . 

Special comment should be made on the results shown in the 
table for 100000 BHCA. In this case the processor and call 
parameters, except preselection, have only marginally bett'er 
better val~es when overload is controlled, while the pre
selection delay is significantly increased. What is the 
significance of this? 

When there is no control, the processor can treat all of 
these calls as they arrive, maintaining an average occu
pancy of .95. For the run with overload control imple
mented, the value of max.occup was specified to be . 95 . 
This is, in theory, the level of occupancy which should 
not be surpassed; therefore, the average occupancy will 
generally be somewhat lower, in this case . 94. Thus, the 
processor is not able to treat all of the arrivals, and a 
que~e of waiting calls is buiding up. 

This situation could be avoided by setting max.occup some
what higher, .96 for instance. The possible disadvantage 
of doing this is that the difference between max.occup and 
the maximum permissible occupancy (which is about .98 in 
this case) will be reduced, leaving a smaller safety 
margin to absorb peaks in occupancy. The value of 
max.occup must be chosen after balancing the desirability 
of having a good-sized safety margin for emergencies 
against the advantages of accepting as many calls as pos
sible under more normal overload conditions. 

Let us now look at results showing how the value of N 
changes with time, depending on the values of the processor 
occupancy and the number of calls accepted during the past 

*** Ideally this number will be equal to the capacity of 
processor. However, under severe overload conditions the 
capacity of the processor can be maintained without any 
decrease whatever only if no work is done to treat a call 
until it is accepted. It may be possible to achieve this 
ideal in some sy.stems; in others it will be necessary to 
do a small amount of work for a call before leaving it 
wait for future acceptance. In the latter case a severe 
overload will cause some decrease in the throughput of 
the processor. 
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OPPUI . Figures 2a , 2b, and 2c depict this evolution for 
several overload situations. 

Figure 2a shows the evolution of the processor occupancy 
and the value of N during a 160-second period for certain 
values of the overload prevention parameters . The transi
tory period of the simulation is included to show how the 
value of N is" adjusted when the processor occupancy is 
low. During this portion of the simulation period (inter
vals 1-8) the occupancy is low, and N rises gradually in 
steps determined by the occupancy, by max.increase and by 
the number of calls accepted***. As the occupancy of the 
processor reaches max.occup, N gradually decreases, its 
fluctuations depending mainly on the mean number of calls 
accepted during an interval. When the overload peak 
arrives (with no change in the call mix), N becomes quite 
stable ', since there are always at least N calls requesting 
service during a CCperiod, thus eliminating fluctuations 
in N due to variations in the number of calls accepted. 

Figure 2b shows the evolution of processor occupancy and 
the value of N when the overload peak is accompanied by a 
change in the call mix. In this example , the simulated 
peak consisted entirely of "congestion in own exchange" 
calls. Since this type of call requires relatively little 
processing time, the average processing time per call was 
reduced during the time these calls were in the system, 
causing the value of N to increase, as can be seen in the 
figure. Although the peak of arrivals stopped at the end 
of the 19th interval, the extra calls were not cleared 
from the system until interval no. 36 (in these tests, 
infinite subscriber patience has been assumed), after whlch 
N slowly decreases in value. The dip in N between inter
vals 24 and 33 can be explained as follows: The processor 
occupancy reflects work being done on calls which have been 
in the system for up to approximately 25 seconds (excludrng 
releases for successful calls). As the number of call 
acceptances is increased the occupancy also increases, but 
more slowly. When the full impact of the increased number 
of accepted calls is felt (intervals 23 - 27), N is de
creased, but since the decrease in occupancy again lags 
behind the decrease in N, N is lowered more than neces
sary and again must be increased to maintain max.occup. 
The oscillations in occupancy due to this delayed reaction 

*** The number of calls accepted by the processor cannot 
be larger than N, but it can, of course, be smaller when 
fewer calls are arriving. 
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Fig. 2 
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EVOLUTION OF PROCESSOR OCCUPANCY, VALUE OF MAXIMUM CALLS PERMITTED N, AND NUMBER OF NEW CALLS ACCEPTED NA. 
SINGLE PROCESSOR CONFIGURATION. 

Overload Control Parameter Values 

value of N for the interval 

CCperiod = 1 sec. , OPPUI = 4 secs. 
max.decrease = 1 call occ.too.high 
max.calls.per.entry = 1 , min.Qccup 

mean number of calls accepted NA during the interval 
~ mean occupancy of processor during the interval 

max.occup = .95 , max.increase 
.975 , addl.decrement = .1 
.75 , min.fraction.calls = .75 

.05 , 
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to changes in N are quite small in amplitude and disappear 
almost immediately, thus producing a negligible effect on 
call treatment. 

Figure 2c shows the variations in N and the processor occu
pancy when the traffic offered to the processor suddenly 
doubles, as could happen when one processor of a two
processor control unit breaks down. The sudden increase in 
call acceptances accompanied by a slower change in proces
sor occupancy produces an" increase in N, which finally 
causes the occupancy to temporarily surpass the desired 
maximum (.95). However, as in the case shown in Figure 2b, 
this situation is of very short duration and would thus 
cause no call-handli~g problems. 

5. FURTHER CONSIDERATIONS ON OVERLOAD CONTROL 

As has been seen in the previous section, Dynamic Processor 
Overload Control is quite effective in maintaining the 
throughput and efficiency of the control unit during over
load conditions, and can" therefore play a major role in the 
overload management strategy of an exchange. It is com
patible with other measures" aimed at improving even further 
the overload performance of the switching machine: 

These are temporary actions aimed at increasing the capa
city (in number of calls handled) of the exchange during 
periods of overload in the offered traffic. Possible sup
plementary actions include: 

- Reduction of overhead by suppressing deferable test 
programs. 

- Reduction of processing time per call by eliminating 
non-essential tasks, for example, certain timeouts, 
false cross and ground test, etc. 

Supplementary actions are system and exchange dependent 
and will not be discussed further in this paper. 

In a multiprocessor system, the throughput of the control 
unit can be maximized if the loads of the various proces
sors are balanced as much as possible. The parameters 
measured for use in the updating of the value of the maxi
mum number of new call acceptances permitted can be used 
to determine the need for such balancing. Load balancing 
will be briefly discussed further in the following section 
on overload control in a multiprocessor system. 

~!~!~2_~E!9E!~~_9!_~~~~E~~~~_~9_~~!!~_!E9~_~E~~!!!~~ 
Traffic Sources ---------------
Under conditions of severe overload, even when the 
above-mentioned Supplementary Actions are used in addition 
to the basic control procedure, the delay or rejection of 
some calls is unavoidable if the offered traffic surpasses 
the current capacity of the control unit. Under such con
ditions, it might be desirable to give priority of accep~ 
tance to calls from certain sources: 

- to prevent long preselection delays for calls using 
types of signalling which cannot tolerate such delays. 

- to promote network efficiency by expediting calls which 
have already used network facilitites and have a higher 
probability of success, e.g., incoming calls over 
originating calls in a local exchange. 

- to guarantee the best service possible to priority 
subscribers. 

The basic Dynamic Processor Overload Control procedure 
already described can easily be adapted to provide this 
possibility, as follows: 

1) Limit to a maximum of N the number of calls from all 
sources which may be accepted each CCperiod. Update N 
at the end of each OPPUI using the procedure described 
in Section 2. 

2) Provide a separate subroutine for the acceptance of 
each type of call and schedule these subroutines to 
run, during the entry of the call acceptance program, 
in the order of the priority of the calls they treat 
(highest priority first, etc.). 
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3) ChoQse the length of CCperiod and max.calls.per.entry 
in accordance with the grade of service requirements 
for the different types of calls. A short CCperiod and 
a low value of max.calls.per.entry tend to improve the 
treatment of higher priority calls. 

The effect of the above procedure will be seen below in the 
results fora two-processor system. 

6. DYNAMIC PROCESSOR OVERLOAD CONTROL IN A MULTIPROCESSOR 
SYSTEM 

The details of the implementation of this control method 
in multiprocessor systems depend on the characteristics of 
the control unit, for especially the way the processing 
tasks are assigned to the various processors. The example 
given in this section, for a two-processor system of the 
Metaconta type, illustrates one possible way of implementing 
the procedure in multiprocessor systems. 

In the two-processor system used for this study, certain 
lines or trunks are assigned to each processor. Most 
call-treatment tasks are done by both processors, each for 
its "own" calls. A few tasks are done by only one proces
sor for all of the calls. In addition each processor scans 
certain devices for changes of status. This work implies 
a certain amount of "overhead" (call independent) work for 
the processor which depends on the number and types of 
devices it scans. 

The implementation of OPOC in this system is extremely 
simple: "each processor makes its own independent calcula
tion of N, using its own values of overhead and NA ast and 
even, if desired, different values of max.occup, e~c. 
Since this system is intended for use in a local exchange, 
the priority procedure was implemented to give priority to 
incoming calls over originating calls. In addition, a 
balancing procedure was perf.ormed once per minute, reassign
ing device scanning in such a way that the difference in 
occupancies of the two ~rocessors would be kept to a m~n~
mum even when the number of calls offered to the two pro
cessors differed significantly. 

Table 2 shows values of processor and call parameters for 
three levels of offered calls when overload is controlled, 
using the parameter values indicated. The maximum number 
of calls which this system can handle with overload control 
implemented is about 119000 BHCA. Note that selection 
delays are always low. Although preselection delays are 
long for originating calls when there is an overload in 
offered traffic, incoming calls (which constitute about 
40% of the offered calls) are accepted first, because of 
their higher priority, resulting in significantly shorter 
preselection delays for these calls. 

7. FUTURE WORK: STUDY OF DYNAMIC PROCESSOR OVERLOAD 
CONTROL IN DISTRIBUTED-CONTROL SYSTEMS 

The work described above constitutes only a beginning of 
our study of overload control in SPC systems. A broad 
territory which we have only begun to explore is the imple
mentation of DPOC in distributed-control systems. The 
basic philosophy of limiting the calls accepted by a system 
and its component parts to" that which it (and they) can 
treat properly should be adaptable to almost any distributed
control system. However, the details of such an implementa
tion must be dete"rmined after a careful study of the charac
teristics of each particular system - ~architecture, the 
capacity and degree of independence of the individual pro
cessors,as well as th~ division of labor among them, the 
means of communication among the processors, etc. Preli
minary studies of one type of distributed-control system 
have given very promising results, which we hope to publish, 
along wi,th " resul ts for other such systems, in future papers. 

8. CONCLUDING REMARKS 

The Dynamic Processor Overload Control procedure described 
in this paper has been shown to provide quite adequate 
protection against" overload in two representative systems 
of the many to which it could be adapted. Intended to be 
used either alone or with "supplementary actions" and the 
method described for giving priority to calls from speci
fied traffic sources, it can be a major factor in maintain
ing, in any overload situation, the throughput and efficiency 
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Calls Offered to the System 113000 BHCA 119000 BHCA 123000 BHCA 
Proc. 1 Proc. 2 Proc. 1 Proc . . 2 Proc. 1 Proc. 2 

Mean Occupancy of Processor .93 .93 .94 .94 .94 .94 

Fraction of Cycles with Free Time ~ 0 .50 .54 .43 .46 .39 .44 

Ratio Between B1 - 1.02 - 1.03 - 1.04 

Actual Time Between Entries 
B2 1.02 - 1.05 - 1.09 -and 

. Scheduled Time Between Entries 
B6 1.03 1.00 1.07 1.00 1.12 1.00 

for Some Base Level Proqrams 
B13 ·1.07 1.01 1.18 1.02 1.29 1.02 

Average Preselection Delay Incoming Calls . 17 sec • . • 31 
.. 
sec. .48 Sec • 

Average Preselection Delay Originating Calls .52 sec. 1. 39 sec. 4.15 sec.* 

Average Selection Delay .13 sec. .14 sec. .14 sec. 

Number of Call Attempts Treated per Hour 113000 BHCA . 111000 · BHCA t 119000 BHCA 

Overload Control Parameter Values (Both Processors) 

* Depends on length of simulation. 

CCperiod = 1 sec. , OPPUI = 4 secs. , max.increase = .05 
max.decrease = 1 call , max.occup = .95 , occ.too.high = .975 , 
addl.decrement = .1 , max.calls.per.entry = 1 

t The random call arrival process produced fewer than 119000 attempts/hour during the first part of this simulation; 
thus the average number of call attempts treated during the simulation corresponds to fewer than 119000 BHCA. During 
a longer run this effect would be negligible and the value of call attempts treated would approach 119000. 

Table 2 : VALUES OF SOME PROCESSOR AND CALL PARAMETERS FOR THREE LEVELS OF OFFERED CALLS. TWO PROCESSOR CONFIGURATION. 
OVERLOAD CONTROL AND LOAD BALANCING IMPLEMENTED. 

of a system in which it is implemented. Study of distri
buted-control systems should provide insights into the 
special overload control needs of those systems. 
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