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Abstract 

Simulation of data network models on large scale 
computers is often limited by the high computatio
nal expenses. The Discrete Event Simulation Compu
ter (DESC) reported here improves simulation per
formance through an exploitation of parallelism 
inherent in simulation, with regard to list pro
cessing, random number generation, statistical 
analysis and program control . The DESC consists 
of a set of nodes that communicate via FIFa-buffe
red channels (i.e. do not share memory among 
nodes). In order to achieve high system through
put dedicated hardware modules were developed ; 
this includes new concepts for a list processor 
and a hardware random number generator for uniform 
deviates . 

The implementation of simulation languages such as 
SIMULA, SIMSCRIPT or GPSS is conceptually straight
forward. We chose SIMULA as the frame language 
concept . Metrics applicable to simulation through
put and simulation costs are defined and compared 
with t~e CD CYBER 175. 

1. Introduction 

Discrete event simulation has evolved in recent 
years to be a powerful research tool which is 
applicable to a wide range of problems . However, 
the time required to obtain statistically valid 
results from simulations may be prohibitively 
large for complex systems. Analysis of simulation 
methods exhibits a high degree of parallelism in
herent in simulation . Distributed computer archi
tecture offers the possibility of reducing run 
times by concurrently carrying out the simulation 
on several processors. 

Distributed simulation has been intensively 
studied in recent years . A hardware simulator for 
queueing network models based on the time driven 
approach is reported by Lehnert /1/. Peacock et 
al. /2/ and Chandy et al. /3/ present a message
passing architecture which may be profitably used 
with queueing network simulations where processes 
are queues or routing nodes and messages corres
pond to jobs . In this approach, the event list 
typically used in simulation algorithms, does not 
appear. This leads to synchronization problems 
which forms the major portion of these studies. 

Hellmold et al. /4/ developed a distributed com-
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puter architecture for GPSS-FORTRAN . A SOURCE/ 
SINK-module generates tasks that are being routed 
(SCHED-module) to multiple STATIONs which are 
simulating the model . A real time model emulation 
on a testbed is reported by Brayer et al. /5/ . 
They measured the performance of their routing 
systems on the actual nodes. 

System Overview 

Our approach to parallel simulation is based on 
the observations we made in simulation languages 
such as SIMULA, SIMSCRIPT and GPSS. They all share 
a common skeleton structure with respect to 

list processing , 
random number generation, 
statistical analysis and 
program control. 

The Discrete Event Simulation Computer (DESC), 
presented here, has a distributed architecture 
dedicated to these subtasks. The DESC can be 
viewed as a distributed computing system , matched 
to the aforementioned simulation subtasks , con
sisting of a set of processors that communicate 
via FIFO-(First In First Out) buffered channels. 

Since many simulation programs especially queueing 
network models are mainly list processing programs, 
it is apparent that a distributed list processing 
concept is essential for a distributed simulation . 
We design a special processor whose architecture 
1) is optimized for the execution of list opera
tions , and 2) supports distributed list processing 
on several list processors . 

Random numbers of different distribution types can 
be generated concurrently with the simulation pro
gram and are being routed to different FIFa buf
fers. Due to this , a single read operation is nee
ded in order to fetch a new random number. 

Statistical analysis of the output sequence gene-
rated by the simulation demands often larger pro
gram code than the simulation program itself. Many 
statistical programs determine the state of the 
system (snapshot) in prespecified locations of 
the program, from which they sequentially compute 
the entire statistics of the simulation . An im
proved approach can be reached by passing the data 
obtained in the snapshots to high speed arithmetic 
processors . Thus , the statistical analysis is com
puted concurrently and the simulation run time may 

ITC-10 Paper #9 



become entirely independent of the statistical 
algorithm implemented. 

Data pathways between the different processors and 
a graphic display processor allow 1) during the 
program development phase to see on a graphic 
screen whether the different program parts are 
interacting properly (e.g. processes on the event 
list) and during the simulation run time to ob
serve on line 2) how the program is operating 
(e.g. queue lengths) and 3) the statistical emer
gence of the model. 

The concept of the DESC comprises also a program
ming and control unit for translating user pro
grams, loading them to the other processors and 
for testing the whole system. 

Interprocess communication in a distributed simu
lation architecture is of critical importance. We 
implemented matched network that exploits the 
fixed data flow in simulation. 

An important characteristic of a high performance 
computer is the level of the language they execute. 
A high level machine instruction set (e.g. special 
purpose list processing instruction set) can make 
programming and compilation easier. The multipro
cessor should execute algorithms in a parallel 
manner and so it seems important to consider any 
new architecture in the context of some target 
class of simulation algorithms. If the class is 
large it can be argued that the system has a wide 
spread applicability. Because of the market place 
of SIMULA and its good features we chose it as the 
main programming language concept for the DESC. 
Nevertheless, the implementation of many other 
simulation languages is conceptually straightfor
ward. 

2. Hardware Architectural Description 

Fig.1 shows the block diagram of the DESC which 
has been designed according to the distributed 
processor concept. A number of processors are con
nected together via an interconnection network. 
This structure is extremely flexible since the 
task assignment to individual processing elements 
is via software. It allows growth along any impor
tant path desired. 

2.1 Simulation Execution Unit (SEU) 

The distributed simulation concept we chose de
mands a simulation execution unit to guide the 
simulation according to the user program. The SEU 
is connected with each LPU (List Processor Unit) 
by data channels through which program instruc
t i ons are transmitted to the LPUs and results from 
conditional instructions are received by the SEU. 
Since most of the SEU instructions to the LPUs may 
result in the spawning of several new processes in 
the LPUs, RNGs, SAUs and GDU (see Fig.l), a distri-
buted program execution is naturally being achie
ved. 

The SEU is a 16-bit general purpose computer with 

2 

Session 3.3 rTC-10 

a conventional von Neumann architecture and a 64k 
word memory (150ns access time). The central pro
cessing unit (Zilog Z8oo1) operates at a clock 
frequency of 6 MHZ and is able to complete the 
most common instructions (e.g. Load From/To Memory, 
Input/Output and Conditional Jump) in about 2 
microsec (500 000 instructions/sec or 0.5 MIPS). 

PROGRAMMING- BUS (CONNEC TED TO ALL UNI TS) 

PCU 

PCU 

SAU 

LPU 

SEU 

RNG 

GDU 

I 
,,'\ ; 

\ // ~~lt LPU m I 
~,\/I,/ 

IR~t "1 

PROGRAMMING AND CONTROL UNIT 

SIMULA nON ANALYSIS UNI T 

LIST PROCESSING UNIT 

SIMULATION EXECUTION UNIT 

RANDOM NUMBER GENERATOR 

GRAPHIC DISPLA Y UNI T 

Fig.1 DESC system diagram 

2.2 List Processor Unit (LPU) /6/ 

List processing plays a central role in simulation 
programs. The event list operations are known to 
be a time consuming process in discrete event 
simulation. A hardware approach for list proces
sing can shorten list computation time signifi
cantly. The first requirement for the list proces
sor is speed of operation. A second requirement, 
closely linked to the first, is robustness, mea
ning that this speed should be maintained under 
the wide range of list operations to which a gene
ral purpose list processor may be subjected. 

The list processor has been designed to accommo
date a wide range of list applications. In order 
to reach this aim a comprehensive basic instruc
tion set is implemented which allows the execution 
of many desired list operations, e.g. complex 
searching and sorting algorithms. For a specific 
application (e.g. event list manipulation) a high 
level instruction set can be built by using these 
basic instructions. 

The general philosophy of the list processor in
struction set is to divide list operations into 
two basic operations; first, the "current pointer" 
of a list is being moved to a specified element 
e.g. with a certain attribute, second, the selec
ted "current" is manipulated, e.g. it is being 
removed from one list and inserted into another 
list. 
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The LPU is a 32-bit special purpose, microprogram
med pipeline processor, which executes list opera
tions (e.g. insert/remove an element from a list) 
at a speed of about 0.5 MIPS and at a clock fre
quency of 6 MHZ. The concept of the LPU does not 
include program memory. Instead, a bidirectional 
FIFO processor receives on-line during operation 
list instructions which are executed in a FIFO 
decipline. Each list processor has a private local 
list memory to store the lists and the list infor
mations (attributes); this arrangement avoids 
memory contention conflicts. The use of hardware 
to support interprocess communication and the cho
sen instruction set architecture of the list pro
cessor allows it to operate in a distributed en
vironment with high efficiency. 

2.3 Random Number Generator (RNG) 

Any simulation that contains stochastic behavior 
necessarily needs programmable procedures for 
sampling from specified probability distributions. 
These procedures share a common characteristic, 
they are all being drawn from the uniform distri
bution on the unit interval. The uniform random 
number generator based on computational algorihtm 
consumes significant CPU time. Hardware for direct 
random number generation could reduce generation 
time considerably by a factor 1000. 

Marsaglia /7/ recognized that any method of gene
ration of random numbers of the one-step linear 
congruential type, cannot be made arbitrarily good, 
in the sense of multidimensional uniformity, by 
any choice of parameters. Tausworthe /8/ has sug
gested an approach to random number generation, 
free of this imperfection, on a computer via the 
linear recurrence modulo 2 techniques. 

We developed a new hardware generator concept, to 
produce the Tausworthe sequence with generation 
time independent of the number of bits per word. 
The circuit consists of two registers and two 
exclusive - or gates operating in two levels /9/. 
The sequence is available with maximum clock fre
quency, according to the applied technology. For 
TTL-technology, a speed of more then f=20MHZ 
(t=50ns) can be reached. 

The uniform random number generator drives a 32-
bit microprogrammed pipeline processor with a 
Harvard architecture having separate program and 
data memories. The RNG operates at a clock fre
quency of 6 MHZ. The sampling from a large tabled 
distribution (64k words) exhibits a generation 
speed (for any desired random variable (r.v.)) of 4 
million random variables/sec. In the initializa
tion phase the RNG is p rogrammed to generate 
(continously) diffe rently (Hstributed r. v. into 
FIFO-buf fers. This mechanism allows the different 
processors to fetch a new r.v. in a very high 
speed (200 ns) by generating a single read FIFO 
cycle. 
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2.4 Statistical Analysis Unit (SAU) 

The statistical algorithms generally implemented 
in simulation programs, exhibit a high programming 
complexity which demands a large amount of CPU 
time. The mutual dependency of consecutive output 
observations from a simulation, force the collec
tion of large samples of observations in order to 
apply statistically accurate results. In recent 
years many new methods were developed to process 
large sequences of dependent random data, e.g. the 
regenerative method, the spectral method and the 
autoregressive method /10/. The common nature of 
these methods is the intensive computational ef
forts necessary to overcome the sequence depen
dency. 

In a conventional simulation the statistical ana
lysis of the output sequence is computed sequen
tially with the simulation program. The distribu
ted simulation approach offers the possibility of 
sending the output sequence to one or several pro
cessors (SAUs) in which the statistical analysis 
can be computed concurrently to the simulation 
program. 

The SAU is a 32-bit arithmetic processor with 
microprogrammed pipeline architecture that enables 
it to complete the most common floating-point 
arithmetic operations (add, substract, multiply 
and divide) in about 10 microsec (0.1 MFLOPS) at a 
clock frequency of 6 MHZ. An important advantage 
of the SAU is the ability to implement statistical 
analysis algorithms in microcode, e.g. the auto
regressive method /10/ or the CRE-algorithm /11/, 
hereby improving statistical computation time sig
nificantly. It is apparent that microprograms lack 
high level language advantages, nevertheless our 
experience encourages us in writing microprograms 
for the implementation of basic algorithms that 
should run at the highest possible speed. For fur
ther increase of simulation speed the multiproces
sor architecture allows the parallel operation of 
several identical SAUs. 

2.5 Graphic Display Unit (GDU) 

It is desirable that a simulator offers a program 
development tool. The GDU is also being used to 
display debugging information during the program 
development phase. It receives current information 
such as the event list contents, simulation clock 
time, queue lengths etc., and displays this infor
mation on a graphic screen, thereby enabling the 
user to observe whether the program will simulate 
the model correctly. 

An on-line graphic description (e.g. queue length) 
and on-line statistical representation of the 
model enables the user to observe the model beha
vior during the simulation run time. The implemen
tation of data channels between several processors 
and the GDU (see Fig.l), allows multiple proces
sors to send graphical and statistical information 
to the GDU when they are idle with respect to si
mUlation operation. Thus the description of on-
line model behavior is being processed concurrent
ly to the simulation program. 
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A graphic display processor (GDP) (Thomson EF 9366), 
a 16-bit microprocessor (Z8001) and an arithmetic 
processor (Am 9511) form a high speed graphic dis
play unit (up to 1500 000 dots/s). The GDU con
tains all functions required to process high reso
lution (512 * 256 pixel) graphic vector opera
tions and a full ASCII character generator (96) 
for alphanumerical display output. Three memory 
blocks of 8 * 16k bit each are used to store the 
three basic colors (red, green and blue) from 
which by combination eight colors may be obtained. 

2.6 Programming and Control Unit (PCU) 

The programming and control unit serves as a 
system manager of the DESC. This front-end general 
purpose system provides the following: 

programming facilities to the user of 
the simulator, 
compilation of simulation programs, 
archival storage for the system, 
link to other computers, 
maintenance and development tools. 

The PCU includes a 6 MHZ CPU (Zilog Z8001) , with 
an 8 Mbyte address space divided into 128 seg
ments controled by a memory management unit (MMU 
Zilog Z8010). All the memory modules in the DESC 
(macro- and microprogram memories) can be directly 
addressed by the PCU with a special bus interface 
mechanism. In this architectural concept each 
memory of the processors is one segment in the 
address space of the PCU. 

A typical user will interactively generate com
piled program and data files on the PCU and pass 
them to the other processors for execution. The 
PCU has access to the critical data paths and 
registers of the entire system, so that it can 
perform state analysis and circuit diagnostics 
under control of maintenance software. 

2 .7 Network Configuration 

In a concept of distributed processing a number of 
processors are connected together via an intercon
nection network. A fully connected network, which 
seems to have the best performance, is very com
plex to implement; the number of data links is pro
portional to the square of the number of proces
sors. An attractive approach to avoid the high com
plexity of fully connected networks is a sparse 
network, in which a matched topology is created 
with data links as required. Since data streams and 
routings in a simulation (not in the initialization 
or end phase of the simulation) have a fixed commu
nication scheme, a dedicated network architecture 
is adopted . 

The primary data transfer directions were found to 
be 

simulation instructions from the SEU to 
the LPUs, 
output sequence from the LPUs to the SAU 
for statistical analysis, 
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random numbers from the RNG to the LPUs 
for simulation operations, 
model state information from the LPUs to 
the GDU for display, and 
statistical resu'lts from the SAUs to the 
GDU for display. 

According to this fixed data flow scheme an inter
process communication network is implemented as 
depicted in Fig.1. Each channel is arbitrated inde
pendently and traffic may pass simultaneously over 
all data pathways. . 

A sophisticated bidirectional FIFO-processor in 
each channel provides an asynchronous interprocess 
communication. In transparent mode a transfer rate 
of 1 Mwords/s is reached. Status and control infor
mation are transferred bidirectionally between two 
processors via a "mailbox" arrangement. All the 
communication channels except between the SEU and 
GDU have 32-bit word length. 

As an example for a simultaneous interprocess com
munication consider a time snapshot during a simu
lation program; the RNG generates random numbers 
into the FIFO-buffers, the LPU1 transmits simula
tion output to the SAU, the LPU2 reads simulation 
instructions from the FIFO-buffer etc. In other 
words, many processors can be connected and run 
concurrently, thereby achieving a high degree of 
throughput. 

The DESC architecture (see Fig.1) comprises a 
second communication system for programming and 
control applications. All the memory modules in 
the different processors have an additional port 
to a common shared data channel (Programming-BUS) 
providing the interface between the PCU and the 
memory modules. A control mechanism allows the PCU 
to interrupt each processor, thereby taking control 
over the memories. The PCU uses the bus in the 
initialization phase to load user programs and for 
system maintenance. It is apparent that this bus 
must be blocked during the simulation run. 

3. Software Structure 

Two forms of mode ling in discrete event simulation 
are principally in use: The event scheduling 
approach and the process interaction approach /10/. 
Both approaches rely on the list processing con
cept in computer science. We chose the process 
interaction approach which is used in the simula
tion languages SIMULA, GPSS, SIMSCRIPT 11.5 and 
SIMPL/1. In this modeling concept each entity of a 
system is modelled by a process which moves through 
the system and consequentially through time. 

In the DESC the program subtasks are distributed 
among the different units as illustrated in Fig.2. 
The key data structure in discrete event simula
tion is the event list; it is a list of expected 
future events, ordered in increasing order of the 
expected time of occurence. The event list, the 
simulation clock and the block list (blocked pro
cesses are passive processes without a scheduled 
future event), called here system lists, are acco
modated in a single list processor, e.g. LPU1. 
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Fig.2. The distributed software structure in the different units of the DESC. 

A special "process" instruction set which includes 
instructions such as: new process, activate pro
cess , passivate process, hold process etc. allows 
a simple and structured manipulation of the above 
mentioned processes. 

The second list processor LPu2 accomodates the 
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user defined list, e.g. queues. These lists and 
the system lists are manipulated by a comprehen
sive list instruction set implemented in the LPUs. 
The list instruction set comprises instructions 
such as: new list, order list according to ... , 
move current pointer to ... , insert/remove an ele
ment, attribute manipulation etc. 
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These instructions, which are accessible to the 
user, make program development easier and reduce 
the compilation process. The compiled program 
elements are loaded from the PCU via the Program
ming-BUS into the different processors. 

The SEU contains the coordination instructions, 
consisting mainly of list or process instructions 
which are passed to the LPUs. The SEU may send a 
sequence of instructions to the LPUs (into the 
FIFO-buffer) which they should execute. If a res
ponse is expected the SEU can return after a while 
to receive it, executing other instructions not 
depending on the result in the meantime. The LPUs 
are operating auto nom and may request random num
bers from the RNG or send sequences to the SAU or 
GDU as desired. 

Upon being initialized, the RNG is programmed to 
generate random numbers that obeys different dis
tributions and to load them into specific FIFO
buffers known also to the LPUs. The SAU and the 
GDU expect in their FIFO-buffers an input sequence 
which they process according to a given program. 
Thus, during the simulation run time intertask 
communication is well defined and very little 
synchronization, if at all, is needed. 

The development of a new simulation language for 
the DESC is superfluous. The implementation of si
mulation languages such as mentioned before is 
conceptually straightforward, due to the distribu
tion concept we implemented. We chose as a frame 
language concept a programming language similar to 
SIMULA. It was possible to implement a wide class 
of the simulation instructions of SIMULA. Due to 
this software (firmware) the DESC can be regarded 
as a high performance SIMULA machine. 

4. Performance Evaluation 

The advantage of a distributed computer architec
ture is the increase in throughput achieved by the 
inclusion of additional processor units, a proce
dure which in principle can be extended until the 
number of processor units is equal to the maximum 
number of simultanously executable subtasks. How
ever, the benfits which should result from such an 
augmentation can frequently not be realized, mainly 
because synchronization and intertask communication 
between processors introduce a high amount of over
head. 

In this section three performance measures are 
developed: a simulation throughput (speed) measure, 
a CPU time cost measure, and a simulation cost 
(defined here as CPU time cost/simulatio n through-
put) measure. 

Simulation Throughput (ST): As a measure for simu
lation throughput we define the number of tasks 
(TA) or messages which pass through a simulated 
model per time unit (T). 

ST = TA/T [tasks/sec] (1) 

In order to be able to compare the performance of 
different dedicated computer concepts for simula-
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tion, we suggest here to adopt, as a standard mea
sure, a queueing network model introduced by Kuehn 
/12/ as depicted in Fig.3. 

M G, 
--0-", }.<)-----______ --, 

(0.5.1) fT,c
H1

) 0.7 
0.5 

Gg 0.7 
I I 

(1,cH9) 

0.8 0.3 

0.7 

Fig.3. Queueing network model proposed as a stan
dard network for simulation performance 
evaluation /12/. 

It is suggested here to simulate the network with 
respect to the mean normalized total flow time f/h 
(h=l, mean service time) and the mean flow time 
f4/h of the interior station number 4. The results 
should be within a 95 % confidence level. The para
meters for the arrival and service processes are 
as follows /12/: 

A 0.5 i 1,2,3 vector of arrival rates 
oi 

at station i. 
C i 1,2,3 vector of the coefficients 
oi 

of variation of the arrival 
processes. 

ll. i 1, .. ,9 vector of service rates at 
1 

station i. 

CHi 0.5 i 1, .. ,9 vector of the coefficients 
of variation of the service 
processes. 

In the above example the metric of main interest 
is the number of tasks leaving the three network 
output stations per second (throughput), see 
Table 1. 

CPU Time Costs (CTC): For general purpose computers 
like CD CYBER 175 the CTC are usually known. For a 
specially built computer the CTC is obtained as 
follows: The sum of the hardware cost (H) in u.s. 
Dollar ($) multiplied by a factor 4 and divided by 
the time that the machine is available for opera
tion; this time is given by the application period 
of the system for P years, its availability for N 
days a year and M hours a day. The total CTC for a 
special built simulator are give by 

CTC=(4*H)/(P*N*M*3600) Cs/sec] (2) 

We estimated the parameters as follows; H=$25 000, 
P = 5 years, N = 365 days a year and M = 23 hours 
a day. The CTC are presented in the second column 
of Table 1. 

Simulation Costs (SC): The simulation throughput 
(ST) performance and CPU time costs (CTC) from (1) 
and (2) may be combined to give a simulation costs 
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(SC) quality parameter per (e.g.) 105 tasks. 

SC = CTC/ (10
5 * ST) [$/ (10

5 
tasks)] 

The simulation costs are presented in the third 
column of Table 1. 

Table 1. Simulation throughput and costs for the 
example queueing network model according to Fig.3 

Simulation CPU Time Simulation-
Simulator Throughput Costs Costs 

[ tasks/ sec J [$/sec] [$/ (105 taSkS] 
ST CTC SC 

1. SIMULA on 
Cyber 175 800 0.4 50 

2. DESC *) 1600 7' 10-4 
0.042 

*) Provisional conservative values 

5. Conclusion 

We have outlined the concept of the DESC architec
ture which we dedicated to distributed simulation. 
The key features of the DESC include, fast list 
processors, special hardware random number genera
tor for uniform deviates, a microprogrammed pro
cessor for statistical analysis, a high resolution 
graphic display unit for on-line model behavior 
description and a dedicated connected FIFO-buffe
red network. 

Using conventional TTL, NMOS or Bipolar device 
technology demands system clock rates to stay 
around 6 MHZ. With this system clock rate a speed 
of about 0.5 MIPS can be reached, which can yield 
a simulation throughput of up to 5,000 tasks/sec. 
This simulation speed, which is estimated for a 
moderate queueing network model (around 100 in
structions/task) , is mainly dictated by the con
cept of the event list. 

Modern emitter coupled logic (ECL) components in 
combination with arithmetic array processors which 
execute 10 MFLOPS can improve simulation through
put up to 100,000 tasks/sec (equivalent to 10 MIPS). 
The achievement of an increase in system clock 
rate from 6 MHZ to 60 MHZ is indispensable if the 
10 MIPS region is to be reached because an increase 
in processor parallelism alone is insufficient to 
attain such high throughput. These performance 
enhancements require improved technology (e.g. the 
use of transmission line concepts for interconnec
tion between components) and not merely improved 
computer architecture design. 

The DESC system design effort began in late 1980, 
and led to an operational prototype machine in 
late 1982 with a design team of 8 students. 
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