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ABSTRACT 

This paper considers the design and analysis of a . 
multi-queue, multi-server group, queueing system 
that is intended to provide a specified grade of 
service (e.g., specified mean waiting times) to 
different classes of customers. The system routes 
customers from queues to server groups (which may ' 
have different service time distributions for a given 
customer type) in order to obtain mean waiting times 
below the objectives while also requiring the smallest 
number of servers to do so. Analytic results are . 
described for an example of the general system. 

1. INTRODUCTION 

This paper considers the queueing system depicted 
in Figure 1. There are Q queues each having an 
associated stream of arriving customers. 
Furthermore there are G groups of servers each of 
which contains s, servers of similar type. Different 
server groups may have different service 
characteristics. The connectivity of queues to server 
groups capable of providing service is given by a 
relation R where qRs if and only if server group scan 
serve type q customers. In addition there is a routing 
matrix which describes the sequence of server groups 
scanned when a customer arrives and an idle server 
must be sought. With each queue is associated a 
mean waiting time objective, Of' The system is to 
provide actual mean waiting times as close to the 
objectives from below as possible. To obtain mean 
waiting times near their objectives, group sizes and 
the customer service priority rules must be 
determined. 

Analytical and simulation results are presented for 
a simplified system where each queue has an 
associated primary service group and there is one 
overflow server group (containing So servers) that is 
capable of serving customers from any queue. It is 
desired to provide mean waiting times less than or 
equal to their objectives with the smallest number of 
servers required to do so. That is, the following 

problem is to be solved: 

min l:s, , 
subject to: ~ :s 0, i = 1,' .. ,Q 

where ~ is the mean waiting time for customers 
entering queue i. The minimization should be 
performed over all algorithms that prioritize 
customers for service. Considered here are only 
algorithms which make decisions at departure epochs 

-

of customers from overflow servers, preemptive 
service is not considered in this application. 
Furthermore only algorithms that make choices which 
depend on the present state of the system will be 
considered in the system analysis. The algorithm and 
analysis described constitute the first phase of 
problem study required in solving the complete 
optimization problem. 
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FIGURE 1 

Applications of the minimization problem and 
customer routing include load balancing situations in 
computer systems [1]. For example, in 
multiprocessor systems where different processors 
are specialized to execute certain program constructs 
efficiently it may be advantageous to channel arriving 
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jobs into appropriate job' queues for execution on 
specialized hardware. Alternatively, during times of 
arrival rate imbalance it may be desirable to send 
jobs to slower processors in an effort to meet job 
queue waiting time objectives. 

This paper is organized as follows: section. 2 
describes the queueing system and its operation. 
Section 3 describes simulation results obtained for 
larger systems. The results from simulations are 
'presented because of present analysis size and 
complexity limitations. Section 4 describes an 
analysis that provides approximations for 
determining system behavior; it includes the ability to 
change the customer service algorithm for the 
overflow servers. Section 5 is the conclusion. 

2. SYSTEM OPERATION 

Although the analysis shown in section 4 
generalizes to many queues and servers groups, we 
restrict attention to the two queue/three server group . 
system shown in Figure 2. 

Whenever an arrival occurs, the new customer is 
placed in the queue corresponding to its type. If 

server able to serve the customer is available, the 
customer proceeds directly to the server. Routing 
rules which employ thresholds to hold customers 
from using slower servers are not considered here. 
Qualified server groups are in general checked for 
availability in order of increasing average service 
time. 

When a customer completes service, a check is 
made of all queues that can be handled by the idle 
server. Primary servers accept customers only from 
their primary queues; overflow servers choose their 
next customer from all queues that are not empty. 
This decision is based on the value of a random 
variable 1 called the service affinity, V 9. An overflow' 
server chooses to serve queue 1 when 

VI ~ v, for all q E {j =1= 1 : ai(t;;) > O} 

where t;; is the time just before the departure and 
aj(t;;) is the length of queue j at t;;. If VI = v, then 
the server chooses uniformly to break service affinity 
ties. 

A version of delay ratio queueing [2], which is a 
time dependent priority scheme, is used to define 
service affinities. An overflow server, upon 
becoming free, chooses to serve the queue which is 
providing the worst service to its arriving customers, 
relative to its mean waiting time objective. An 

1. A (0) is used to denote a random variable, and a 0 is used · 
to denote its mean value. 

analytically ' tractable definition of v, using queue 
length objectives rather than waiting times is: 

- _ a,(t;;) v, - . 
).,0, 

Where A,o, corresponds to the objective mean queue 
length, and a,(t;;) is the instantaneous queue length. 
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FIGURE 2 

3. THE SIMULATION MODEL 

The aim of the simulation program is to compare 
different configurations of server group.s. This is 
accomplished efficiently by pairwise comparison of 
results obtained with different server configurations 
but identical streams of traffic. 

3.1 SIJ.IULATION RESULTS 

Assume that customers can be distinguished by 
type at time of arrival. In addition to. the two 
dedicated (primary) server groups, each of which 
handles only one type of traffic, there is an overflow 
group which is able to handle both kinds of 
customers. Whenever a member of the overflow 
group handles a call of either type, the service is 
slower than it would have been had a primary server 
provided it. This extra service time, which is 
attributable to adapting to varying demands on the 
servers, is central to the model. If there is no extra 
service time . associated with mixed customer 
demands, it is always best to have just a single server 
group. Thus, the performance of the overflow system 
is intimately associated with the magnitude of the 
extra service time. 

This example problem has been studied because it 
appears to represent a particularly hard situation to 
manage. The difficulty is based in part on the fact 
that the overflow server group does not have its own 
queue, so all customers handled by a member of the 
group incur a service time penalty. This in turn 
implies that it is undesirable to have the ratio of the 
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number of overflow to primary servers too large as, 
this leads to a large service time for customers that 
use the overflow servers. On the other hand, if the 
ratio is too small, the load balancing effects of 

customer routing will be lost. 

The basic properties of the system whose 
operation is simulated are listed in the table below. 

Customer Type 1 2 

Objective Delay 6 2 

Average Service Time 25 30 

Customer Fraction (%) 55 45 

These values have been chosen so that the first 
offered loads for both types of traffic are about 
equal. This does not make the delay ratio (the 
expected delay divided by the delay objective) equal 
for both call types. The small imbalance is included ' 
intentionally as it tends to illustrate quite dramatically , 
the ability of the customer routing scheme to equalize 
the delay ratios. It will be noted that, for all 
examples run without an overflow server group, the 
type 1 customers receive service better than their 
objective, while the type 2 customers receive service 
worse than their objective since the independent 
groups have not necessarily been sized so as to 
provide optimum service. 

Results are generated for a variety of different 
numbers of servers. Each simulation experiment 
consists of fixing the total number of servers and 
then generating the identical arriving stream of traffic 
to differently configured server groups. 

The first offered load is chosen for each 
configuration so that the delay ratios are about unity 
when there is no customer routing. The range of, 
values employed for the occupancy ran from a low of 
0.75 for a group of 20 servers to a high of 0.945 for 
a group of 240. 

Figures 3a-3c employ the same basic layout. The 
total number of servers is listed at the top, along with 
the service time penalty (STP). This quantity states, 
as a percentage, the extra time required by a server 
in the overflow group to handle a customer. It is 
assumed that the service time penalty is the same 
percentage for both call types. The horizontal axis 
lists the number of overflow servers deployed. To· 
this information must be added the knowledge that 
there are equal numbers of primary servers of the 
two types, and that the total sums to the number at 
the top of the figure. The purpose is not to indicate' 
proper group sizes required but to show the effects 

of customer routing on system performance. ' 

Figures 3a-3c plot the delay ratio against the 
number of overflow servers for 20, 80 and 240 
servers, respectively. Notice that the scales on both 
axes are the same on all three figures. There are' 
several other things to notice in these figures. First, 
as the number of overflow servers increases, the lines 
representing the delay ratio for the two call types 
tend to come together. This means that one effect of 
customer routing is to make each type of traffic 
receive more nearly equivalent service relative to its 
prestated goal. This is particularly evident in Figure 
3a, which shows the .type 1 traffic to be receiving 
better than objective service and the type-2 traffic to 
be receiving worse than objective service when no, 
overflow servers are available. As the number of 
overflow servers increases, the delay ratios become 
nearly equal. Second, notice that there is an initial 
.decrease in the delay ratios with increasing number 
of overflow servers, followed by a deterioration of 

TOTAL SERVERS = 20, STP = 10% 
C! ------ ---.----------, 
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FIGURE 3a. 
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FIGURE 3b. 
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FIGURE 3c. 

service with further increase in the number of 
servers. The initial improvement is due to the 
benefits associated with customer routing; the' 
subsequent decline is the consequence of the extra 
service time incurred by the overflow servers. In 
effect, once there are too many overflow servers, all 
of whom operate 10% slower than the primary 
servers, the benefits of customer routing are lost to 
increased service time. Third, and perhaps most 
unexpected, observe that the optimal number of 
overflow servers changes quite slowly with the total 
number of servers. 

4. QU EU EING ANALYSIS 

In the analysis exponential and independent 
interarrival and service times are assumed. Service 
rates are defined as: 

X- 1 . . 
J = - = mean serVlce time 

.... J 

for type j customers in their primary servers 

X
- 1 . . 

oJ = - = mean service time 
.... 0) 

for type j customers in the overflow servers 

Quantities to be calculated include server 
utiliz.ations, mean waiting times, and rates of 
customer flow from queues to server groups. 

Let PI be the utilization of type i primary servers 
and Po be the utilization of overflow servers. Let >..r 
be the rate at which customers flow from queue i to 
overflow servers. Obviously PI < 1, Po < 1 is 
sufficient to ensure positive recurrent queue lengths. 
for all queues. Let Pol be the utilization of an 
overflow server due to type i customers, Po = ~jPol' 

An exact calculation may be derived for the two 

queue, single overflow group as follows: the system 
state may be denoted by a 4-tuple process 
((N 1(t) , N2(t), G1(t), G2(t)); t ~ O}; where Nj(t) is the 
number of customers in queue and primary group i; 
and G;(t) is the number of type -i customers in the 
overflow group. This approach requires a detailed 
description of state transitions that depends on the 
particular service affinity function chosen. The state 
space is large and would lead to intractable solution 
complexity for large systems. To alleviate these two 
drawbacks approximate processes have been devised . . 

The approach to developing approximations has 
been to decouple the above process into two separate 
processes {(N;(t), Gj(t)); t ~ O} while accounting for 
coupling effects in transition rates in the decoupled 
processes. Furthermore consider steady-state results 
and define for q = 1,2: 

8i}(q) = tim Pr(N,,(t) = i, G,,(t) = j). 
,-'" 

Since exponential assumptions are used, there are no 
lattice distribution complications, and by assumption, 
the processes are positive recurrent. Equations for 
utilizations, queu'e length probabilities, and flow rates 
may now be written: 

and 

Po = Po1 + P0 2 

= 61 + 62 

So So 

1 ['0 [. ) '0 [.. ) 1 = - ~ k ~ 811(1) + ~ k ~ 811(2) 
So 1 - 1 - 0 1 - 1 - 0 

lim Pr{n,fI customer from queue i 
11-'" 

>..0 
is served by an overflow server) = i-' 

I 

Queue length probabilities may be written as: 

, ( '1 '0 
~ ~ 8~(i) 1 = 0 

- J-Ok-O 
Qj(l) - lim Pr(Qj(t) = I) = , 

,__ 0 

~ 81+, l(i) 1 > 0 
1 - 0 I ' 

The process state diagram for queue 1 is shown in 
Figure 4. Note that the width of the state diagram 
for process i is constant at SI + 1 and the structure of 
the arcs is independent of the particular service 
affinity function considered, provided the customers 
to be served by overflow servers are chosen based 
only on the discrete state of the system at departure 
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epochs. 

Levels 0 through s/-1 rates are derived in a 
straightforward manner. Define: 

8J(i) = Pr(G,(t;) < S" - j I Ni(I;) = Si, G/(t;) = j) 

which is the probability that an arriving customer at 
queue i that finds all SI servers busy may go into 
overflow service immediately given the state of 
subsystem i. r is the other queue in the two queue 
system, I .. is the arrival time. 

LEVEL Si RATES 

jf'01 
~St+1.j-1(1)(So-(j-1~ , 

~1 (1-8 j(1» . S1f'1+P St+1,j(1)jf'01 

Next define 

~IJ(q) = Pr (customer Iype q is chosen over 

customer type q at an overflow server departure epoch I 
N f (t i) = i, G f (t i) = j) 

where td is the departure time for a customer from an 
overflow server (regardless of customer type). 

In level s/ the branching of customers into queue 
or overflow service is achieved by multiplying arrival 
rates by 8)(i). 

LEVEL . K > Si RATES 

(1-PK,j+ 1(1»"0+1) 1-'01 

1 
I 
.1 

LEVEL 

o 

1 

2 

(1-PKj(1»jf'01 

~K+1,j-1(1)(So-(j-1»f'02 

. S1f'1+P K+1,j(1)jf'01 

FIGURE 4. 
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In states in levels k > Sj (for which there is a 
customer in queue) a branching probability implied 
by ~jJ(q) is present. Implicit in the state diagram are 
self loops which are taken in process i when an 
overflow server completes a type r customer service 
and again chooses to serve a type r customer. That 
is, at the completion epoch, process i leaves its 
present state and re-enters it if it does not obtain 
control of another overflow server. This 
approximates subsequent departures from overflow 
servers as a Bernoulli process concerning the choice 
of customer type to be served. 

This time invariant approximation allows a 
conditional subsystem to be used in estimating 8J(q) 

and ~/J(q). Given that o/(t) = j there is a subsystem 
consisting of queue rand s" - j overflow servers. 
The subsystem is depicted in Figure 5. The solution 
for the subsystem's steady-state queue length 
distribution is straightforward and is amenable to 
solution using matrix geometric techniques. Let 
primed quantities be those associated with subsystem 
behavior. Denote the subsystem steady-state queue 
length probabilities as: 

Q; ~(m) = lim Pr(Q:(t) = k 
I ,_ CIC 

with n overflow servers in the subsystem) 

g;",~(m) = Il~rr; Pr(N:(t) = I, O:(t) = j 

wilh n overflow servers in the subsystem) 

Approximating ~/J(q) as if the subsystem reaches 
steady-state during its existence' we get: 

~ij(q) = Pr(V,(li) > VqCli) I N,,('i) = i, O,,(li) = j) 

+ t Pr (V" (Ii) = Vi(li) I N,,(ti) = i, O,(ti) = j) 

. ~ Q~(ti) Q (ti) I - -
.::::: ~IJ(q) = Pr(~ < ~ N,(ti) = i, G,,(ti) = j) 

~i ",0, 
+ 1. Pr( Qi(ti) = Q,(ti) I N- (t-) = . G- (t-) =') . 

2 ).-0- ). 0 ,d I" d ) I > S, , , , , 
~I,(q) is an estimator of ~IJ(q). The decomposition 
approach ignores dependency of the state of Qi-(ti) on 

the queue length of queue q at ti (it exploits only the 

dependence on O,(li»' Approximating departure 
point distributions (from the actual system) with 
arrival point (or general time) distributions allows ti 
to be ignored, observing that N,(ti) = i implies 
Q, (ti) = i - s, and defining 'Y = ).~/).,o, we get 

[ 

., (I-~> - lQ~ " ,,_J(q) + tQ~(I-I,> " ,,-J(q) 'Y = integer 
• A - 0 

~iJ(q) = l., (1- I,>] 

~ Q~" - J(q) otherwise 
A _ 0 " 

If {Qi",,_,(t);t ~ O} is not positive recurrent because 

FIGURES. 

A"-:AL YSIS vs. SThruLATION REStJlTS 

STh! ANALYSIS SIM A'lALYSIS 

Jl' "2' J" Xl ).2 °1 ~ W1 W1 W2 W2 % '"°'1 %'"°'2 
2,2,2 0.4 0.6 1.0 1.0 .183 .176 .373 .369 -4 .} 

0 .65 0.65 1.0 1.0 .816 .864 6 

0.5 0.5 1.0 1.0 .264 .252 ·5 

8,8,2 2.23 2.73 0 .2 0.6 .124 .109 1.187 1.126 ·12 • -4 

2.295 2.295 1.0 1.0 .385 .374 ·3 

8,8,4 2 .49 3.05 0.2 0.6 .112 .113 .709 .729 1 • 3 

3.42 2.28 0.2 0.6 .358 .373 .227 .215 4 ·5 • 

3.42 2.28 0.2 2 .0 .337 .334 .264 .235 ·1 ·11 • 

0,0, 4 0.267 0.401 1.0 1.0 .242 .172 .284 .294 ·29 • 4 • 

0.234 0.434 1.0 3.0 .168 .160 .321 .310 ·5 ·3 

Entries denoted with a (.) required extrapolations to be done. 

TABLE I. Analysis and simulation results. 
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~i ~ SiiJ.i + (so - j)iJ.oi for some j then the above 
calculations logically give ~jj(q) = 0 (we take all the 
queue length probability mass to be concentrated at 
QC). This is inaccurate "in that the decomposed system 
does not stay in existence long enough for a steady
state to be reached (because the number of overflow 
servers serving type q customers changes at some 
point in time with high probability, unless one queue 
is in saturation while the other is not). Therefore 
approximations for ~jJ(q) will be made for j ~ 

smallest J such that ~i ~ SiiJ.i + (so -J)iJ."i. A simple. 
scheme has been used which is based on 
extrapolating from ~IJ(q) for j < J to j's ~ J. 

5. CONCLUSIONS 

This paper investigates a model for a multi-queue, 
multi-server group queueing system. The particular 
example problem studied has two customer types and 
three server groups, one of which is dedicated to 
each customer type and the third is is able to server 
all customers. 

Simulation results demonstrate that the 
distribution algorithm works efficiently. With a fixed 
total number of servers, as the number of overflow 
servers is increased, each type of traffic receives 
better service. Furth~r, there. is an optimal number of 
overflow servers which depend·s upon the magnitude 
of the service time penalty paid for having the 
overflow servers present. In addition, as the total 
number of servers increases sharply, the optimal 
number of overflow servers increases rather slowly. 

An analytic model for the same problem is 
discussed, and various approximations are discussed 
to make the problem computationally manageable. 
Results from the analytic model are compared with 
simulation results for several different numbers of 
servers. It is found that the mean waiting times 
compare favorably, with errors smaller than 10%. 

Work underway will extend the analytic model so 
it includes non-exponential service times, larger 
numbers of customer types and better methods of 
approximation. 
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