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ABSTRACT 

Consider a queueing system where a single server has to 
process a queue of primary jobs and also perform 
background tasks. In this paper, we analyze a class of 
scheduling policies that allot an uninterrupted segment to 
background work whenever no primary jobs are present 
and also when a limit on primary job processing is 
exceeded. The following performance measures are 
derived: the delay experienced by primary jobs; the 
degree of protection given to background work; and the 
overhead incurred. The results are then used to 
determine the scheduling parameters that satisfy several 
performance objectives. 

1. INTRODUCTION 

One of the options for a switching system is to use real
time processors with a general-purpose operating system. 
Such an operating system would typically be priority 
driven, where priorities are assigned to processes based 
on their required response time. Being highly time 
critical, call processing has to be implemented on a 
relatively high priority level, thus having preemptive 
priority over processes in lower levels, some of which 
(e.g., administrative and maintenance tasks) can be 
essential. Under heavy load, the strict priority structure 
can result in call processing work dominating the 
processor and thus in excessive delays for lower priority 
tasks. Therefore, the generic priority discipline has to be 
complemented by a scheduling mechanism that can 
override the strict priority rules when necessary. The 
objective of this scheduling function is to maintain 
acceptable call-processing delays up to, and above 
capacity load level, and at the same time provide some 
protection to lower priority work. 

In this paper, the operating system with a dominant 
process is modeled as a single server with a primary 

queue and background work. We analyze a class of 
scheduling policies that allot an uninterrupted segment of 
real time to background processes whenever there are no 
primary jobs to serve and also whenever a limit on 

continuous primary job execution is exceeded. In 
addition to inhibiting primary service during those 
segments, the generic operating system determines which 
background process is executing. This type of 
scheduling, besides being easy to implement, enables 
performance analysis and tuning of the primary jobs 
without knowing the workload characteristics of the 
background work. The analysis results in the following 
performance measures as functions of the scheduling 
parameters: (i) the delays experienced by primary jobs; 
(ii) the degree of protection given to background work; 
and (iii) the real-time overhead. The results are then 
applied to the scheduling problem by defining three 
performance objectives and determining the scheduling 
parameters that meet these objectives. 

The remainder of the paper is organized as follows. In 
Section 2, the queueing model and the scheduling 
policies are introduced, followed by the analysis that 
yields the performance measures. Section 3 shows how 
to set the scheduling parameters by simultaneous 
evaluation of all the objectives. Finally, in Section 4 we 
briefly discuss the interaction of the scheduling with 
overload control. 

2. SCHEDULING POLICIES and PERFORMANCE 
MEASURES 

Consider a queueing system where a single server has to 
process a queue of primary jobs and also perform 
background (BG) tasks (Figure 1). The primary jobs 
arrive according to a Poisson process at a rate of A and 
require service time of X with mean X, and let p'-"XX. 
Background tasks may arrive from an external source or 
are generated in the system, and there is always some 
background work to be done. Primary jobs are served 

FIFO and ,in general, have higher priority than 
background work. However, over the long run, the 
server has to devote at least PI (fraction) of its time to 
background work. Since background tasks require much 
longer service times, background work is done in 
segments, and there is an internal scheduler as part of 
the background that decides which task to execute. 
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For any random variable X, we denote its distribution 
function by Fx , Fx(1) = p{X~t}, its Laplace-Stieltjes 

00 

Transform (LST) by X (s) = fe-sI dF x (t), and its 
o 

mean by x = E[x1. 

The application of this queueing system to the operating 
system environment is straightforward. The primary 
queue consists of call processing jobs, and the service 
time X is the processing time of the jobs adjusted to 
account for interrupts by processes with higher, 
preemptive priority. That is, if the proce'ssing time of a 
job is T, and Ph is the total occupancy of processes with 
higher priority than call processing, then the mean 
service time of a primary job is 

- t x=--. 
I-Ph 

Assuming that interrupts are of length B, and that they 
are separated by exponential intervals with mean l/v, 
then the LST of the adjusted service time X is [11 

X (s) = f e -[S +JI-JlB <s) 11 dF T (I) . 
o 

The background work, on the other hand, represents all 
the tasks with priority lower than call processing. Since 
these tasks can also be preempted by the high priority 
processes, all the background requirements and measures 
have to be scaled by 1-Ph. 

A scheduling policy for this queueing system is one that 
specifies 

(i) when the server switches to background work; 
and 

(in how long to serve background tasks. 

In this paper we focus on a class of policies that allot an 
uninterrupted real-time segment to background tasks. 
Specifically, we study the performance of three policies: 

1. U policy: Switch to background work only when 
there are no primary jobs in the system and stay 
for a segment of length U. This policy is also 
referred to in the queueing literature as server 
vacations [2,4]. 

2. (K,UJ policy: Switch to background work when 
there are no primary jobs or after continuously 
serving K primary jobs; segment length is U. 

3. (K,U, vJ policy: Switch to background work for a 
segment of length V when there are no primary 
jobs; switch for a segment of length U after 
continuously serving K primary jobs. If both 
conditions are met, either U or V can be used; we 
assume it is V. 

The additional control variables increase the complexity 
of a policy but provide a better control on the 
performance at various load levels. In fact, the U policy 
is a limiting case of the (K,U) policy as K-oo, and the 
(K ,U) policy obviously is a special case of the (K ,U, V) 

policy with V=U. 

The allotted BG segment (U or V) can be either fixed or 
a random variable. In most operating systems, even if 
the required segment length is fixed, due to discrete 
timing the actual length will be uniformly distributed 
over an interval equal to the clock period. There is also 
a fixed real-time overhead, h, associated with each 
switch to background work. In what follows, h is 
included in the segment length, but it is a trivial change 
to iIlclude only a portion of h in the BG segment. 

Although the server can not serve primary jobs during 
the BG segment, the U policy is a strict priority 
discipline in the sense that the primary occupancy P can 
approach 1 as the load increases. The other two policies, 
which may be referred to as limited priority, use a limit 
K on the number of primary jobs served consecutively. 
They represent a tradeoff between the delay of primary 
jobs and the degree of protection given to background 
work. Under both policies, the system is stable (i.e., 
delay of the primary jobs is finite) as long as 

Kx 
P < Pmax =- Kx + u . 

In the remainder of this section, the following 
performance measures are derived for all three policies. 

1. The delay of primary jobs. In switching 
applications this delay is strongly related to 
important service criteria. 

2. The degree of protection for background work. 

This means the fraction of real time that is 
reserved for background tasks during each short 
interval of time. This is different from the fraction 
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of real time PI required for background work over 
a long interval, which is usually used to determine 
capacity. Although we do not discuss response 
time performance for background jobs, by 
conservation principles, longer primary job delays 
for a fixed load imply better performance for 
background work. 

3. Real-time overhead spent on the scheduling 
function. This accounts for the overhead in 
switching between primary jobs and background 
work. 

2.1 Primary Job Delays 

The delay for all three policies is stochastically longer 
than the delay for primary jobs with preemptive priority 
over the background work (standard M/G/l). The U 

policy is analyzed in Levy and Yechiali [4], and the 
delay, WI , for this policy is composed of two independent 
components: the delay under preemptive priority, Wp , 

and the residual life, Ur, of the BG segment. A nice 
intuitive proof of this decomposition can be found in 
Fuhrmann [21. Thus the mean delay for the U policy is 

W (U) - w + U ... AE[X
2

] + E[U
2
]. (3) 

I P r 2(1-Ai") 2u 

The additional delay due to the BG segments depends 
only on their length U, and not on the load of primary 
jobs, which is a nice performance characteristic of thi,s 
policy. 

The (K ,U) and (K ,U, V) policies are analyzed by 
studying the process [;(t),j (t)], where ;(t) is the 
number of primary jobs at time t, and j (t) is the 
number of service completions since the last background 
segment. Embedding this process at service and BG 
segment completions results in a Markov chain with a 
transition matrix of the 'generalized M/G/l' type (see 
Neuts [5] and references there). This means that 
algorithmic procedures can be used to compute the queue 
length distribution and the mean delay, and in the 
appendix we show that the special structure of this model 
makes the computations more tractable. Unfortunately, 
there is no explicit formula for the mean delay. For the 
(K ,U) policy, we have 

W2(K,U) =- W1(U) + j(K,U) 

- Wp + ur + j (K ,U) . 

Hence, the delaY.3nder the (K,U) policy is composed of 
three factors: Wp depends only on the primary jobs 
characteristics; ur depends solely on U; and j(K,U) 

increases with P and grows infinitely as P t Pmax- ' 

Recently, Fuhrmann and Cooper [3] have shown that the 
queue length for this model is actually composed of three 
independent random variables. As illustrated in 
Figure 2, at low loads the dominant factor is ur ', while at 

., 
high 10adsI (K ,U) is the largest component. 

The additional parameter V in the (K ,U, V) policy 
provides better control on performance by changing the 
segment length based on whether the system is empty or 
not. On first thought, once U is determined, one might 
choose V longer than U, since in the absence of primary 
jobs qne might as well spend more time doing 
background work. However, the delays of primary jobs 
would then become longer. It thus turns out that V 
smaller than U is more effective. The effect of the 
parameter V is illustrated in Figure 3, and it is evident 
that while the delays increase with V for any value of P, 

the effect of V is significant only for P values well below 

Pmax· 

The algorithmic procedure described above requires 
extensive computations: An explicit approximation for 
the limited priority policies can be obtained by 
considering a system where the segment U is added to 
each service time with probability p. A segment V is 
still taken when the system is empty. The waiting time 
for this model is identical to that of an M/GIl queue 
with service time Y -x + ZU and vacation V (Z is 1 
with probability p and is 0 otherwise). So the mean 
delay is obtained from (3) as 

where 

y .... x + pu 

+ E[V2
] 

2v ' 

E[y2] == E[X2] + 2pxu + pE[u21. 

A good upper bound is now obtained by approximating p 
as a linear interpolation between p=-O at p-O and 
p = K-I at P =- Pmax' which yields 

./ 1 n A(U +KX) P -=::::: _ --L....- =-
K Pmax K2 

2.2 Protection for Background Work 

The U policy does not guarantee any real-time reserve to 
background work. The real-time fraction, Ps' that is 
reserved for background work by the limited priority 
policies is given by 

Ps (K,u) u-h =--- (5) 
Kx+u 

Thus, if Ps is a requirement, then setting one of the 
control parameters K or u determines the other. 

2.3 Overhead 

If the overhead per background segment h is 0, then 
Ps == 1-Pmax. For h > 0, however" the real-time cost 
C (p) is in general a decreasing function of p and at 
P-Pmax it is 
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For the U and (K ,U) policies, where all the BG 
segments are of length U, the real~time cost for any 

P ~ Pmax is 

h 
C(p) = -= (1-p) . (7) 

u 

Both policies have the same real-time overhead since, 
over the long run, they have the same expected number 

of BG segments (as long as P < Pmax)' Note, however, 
that the variance of the number of segments per unit 
time is lower for the (K ,U) policy, and hence the 
response time for background work is better. 

For the (K,U,V) policy, the real-time cost is a function 
of the probability that a BG segment is taken when the 
primary queue is not empty, and if v < ii, then for 

P~Pmax 

h h -= (1 - p) ~ C (p) ~ -= (1 - p) . 
u v 

The relationship between Pmax' Ps> and C (p) for all three 
policies is illustrated in Figure 4. 
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FIGURE 4 REAL-TIME ALLOCATION AND OVERHEAD 

3. PERFORMANCE OBJECTIVES and SCHEDULING 
PARAMETERS 

To apply the results of the previous section to the 
scheduling of real-time processors, we define the 
following objectives: 

(0 Satisfy primary job delay requirements. Here, 
we use a mean delay objective of the form 
W < Wo at capacity. 

Cin Background work should be protected with 
minimal capacity loss. We recall that a long
term real-time requirement, PI, is specified *. 
Hence, if capacity is defined as the occupancy of 
primary jobs, it can not exceed 1 - PI' The 

protection level PS' where 0 ~ Ps ~ PI, may be 
specified or not. 

Gin Real-time cost of the scheduling should be 
within specified bounds. 

These type of objectives are usually specified for 
switching systems, with objective (i) related to service 
criteria and the other objectives to real-time allocation 
requirements. 

• In fact PI - polO -Ph), where Po is the actual real·time 
requirement and Ph is the interrupts occupancy (see 
Equation (1». 
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If Ps is not specified, objective Gii) and Eq. (7) are first 
used to determine what should be the magnitude of U. 
Typically, U will be such that W1 (U) < Wo at P-l-PI, 

meaning that if the U policy is used, objective (i) is met 
at capacity. If Ps is not given, one can then determine 

the maximum Ps that meets objective (I) by using the 
(K ,U) policy. As illustrated in Figure 5, the delay at 
p-l- PI increases with Ps' growing infinitely as 
Ps - PI· Since at Ps -0, W - W1 (U) < Wo, there is some 
point P; > 0 where the mean delay equals Wo. Figure 5 
also exhibits the tradeoff between the capacity and the 
protection level, and P; is clearly the optimal choice in 
the sense of providing maximum protection without 
reducing capacity. 

On the other hand, if Ps is given, then K is determined 
from (5) by 

(8) 

Since K has to be an integer, to achieve exactly Ps one 
can vary K randomly between [K1 and [K1 + 1. If the 
delay requirement is not satisfied, then either the 
capacity will be lower, or objective (Hi) can be relaxed 
and a smaller U be used. If objective Gin is not present, 
then (8) is a relation between u and K, and Figure 6 
exhibits that for each value of h there is an optimal K*. 
However, K* increases with p, and it should be set for 
high p. 
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The (K,U,V) policy, with v < U, can be used to give a 
better performance for primary jobs at low .loads, and 
also to yield a little higher Ps. However, the real-time 
cost will be higher, and the lower delays of primary jobs 
will result in higher response times for lower priority 
processes. Once V is used, the delay for primary jobs, 
given Ps' will decrease as K (and U) increase. In this 
case, one should be careful not to set U too long, since · 
many background processes are 110 intensive and several 
shorter segments may be more effective. Hence, the use 
of the parameter V depends on the particular system and 
on performance objectives at low loads. 

4. INTERACTION WITH OVERLOAD CONTROL 

This scheduling approach interacts well with overload 
controls. It provides short-term protection under 
overload until the controls affect the call. processing load, 
and also enables the processor to sustain short peaks 
without activating overload controls. Tasks with priority 
lower than call processing include some jobs with 
response time requirements (usually on the order of 
seconds) and other jobs that can be executed over much 
longer intervals (order of minutes) . The protection 
provided by the scheduling is meant to guarantee some 
real time to the first type of jobs. Many of these jobs 
can be scheduled to minimize contention so that 
satisfactory response time can be achieved. Overload 
detectors which are monitored periodically will 
eventually reduce the call processing load so that all the 
background tasks can be processed. 
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APPENDIX 

This is a brief description of the computational 
algorithms for the M/G/l queue with limited priority. 
Recall that the model consists of a single server 
attending a queue of primary jobs and also performing 
background tasks. Background work is done in 
uninterrupted segments when: 

(i) There are no primary jobs, in which case the 
segment length is V; or 

(iO K jobs have been served, and then the segment 
length is U. 

The arrival of primary jobs is Poisson with rate A, and 
the service time is X. Also, let A (X) be the number of 
arrivals during X, then 

a (X) j = P{A (X) = j} = J e-At (A~?j dFx(t). 
o J. 

At any time t, the state of the system is described by 
S (t) = [i (t) ,j (t)] f {a, 1 ,2, .. .} x {a, 1 , ... ,K} 

i Cl) = number of (primary) jobs present at time t; 
j Cl) = number of service completions since the last 

BG segment. 

If the process is observed at epochs of service or BG 
segment completion, the resulting embedded process is a 
Markov chain. Given the current state (i,j), the next 
state is 

l
eA (V) ,0) 

(i',j') = (i+A(U),O) 

. (i+A (X)-l,j+1) 

i=O 

i>O,j=K 

i>O,j<K 

Let i = [(i,O),(i,1), ... ,(i,K)] be the vector of states 
whose first component is i, then the transition matrix P 

is 
Bo BI B2 B3 

Ao Al A2 A3 
0 Ao Al A2 

P= 0 0 Ao Al 

w here the (i ,i') block is a (K + 1) x (K + 1) matrix, and 

bi 0 .. 0 

Bi 

bi 0 o. 0 

0 ai 0 

0 aJ 

Ai 

0 0 .. ai c i 0 

ci ° 
.. 

° 
a; = a (X);, b; = a (V);, c; = a (U);-l . 

The transition matrix P shows that this model is of the 
"M/G/l type" [5] for which there are algorithmic 
procedures to find the stationary distribution of the 
queue length. This distribution can be expressed in 
terms of the first passage time matrices G and L. G is a 
matrix whose (j ,j') entry is the probability that, starting 
at state (i + 1 ,j), the process will reach stage i, and that 
the first passage to i is into state (i ,j'). 

In general, G satisfies: 

G = ~ AnGn = Ao + ~ An Gn , 
n-O n-l 

and it is computed by successive substitutions, starting 
with Go=([-At)-IA o. However, due to the structure of 

{Ai} and {Bi} in this problem, the first column of G is 
zero, so 

o go 

G= 

and the above equation can be expressed as 

go 

G~ 

Hence, instead of matrix multiplications, 
operations are performed. 

scalar 

The matrix L corresponds to the first passage into stage 
0; that is, its (j ,j') entry is the probability that, starting 
at state (O,j), the process will return to 0, and the first 
passage back to 0 is into (O,j'). Since the transition 
probabilities from (O,j) are independent of j (Bi has 

equal rows), L in our model has equal rows, so 

L = 11 , 

Once Land G are computed, the stationary distributions 
are readily calculated. 
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