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ABSTRACT 

The TACS cellu~ar mobile radio system has many 
areas of teletraffic interest. This paper 
considers 3 of these: the random-access 
signalling; the benefits available from off-air 
call setup; and the effects of handover between 
cells. 

1 INTRODUCTION 

The UK has chosen TACS as its new national 
cellular mobile radiotelephone system. Because 
more than one company will be operating this in 
public service, the Teletraffic Division of 
British Telecom has undertaken a detailed study 
of the characteristics of the air interface and 
the performance of different system facilities, 
in order to enable informed agreement upon 
detailed standards. This paper presents some of 
the more interesting results of the study. 

The first area considered is the random-access 
signalling by the mobiles. This has interesting 
over load behaviour, displaying a severe 
hysteresis loop, and requires extensive control 
measures to stabilise the system against a drift 
into unacceptable congestion. 

The second area we consider here is that of 
speech channel capacity. In particular, we look 
at the effects of handover, and the possible 
benefits due to off-air call-setup. In either 
case the effects require more than mere analysis 
for a decision as to their importance, and raise 
important questions as to service policy. 

2 ANALYSIS OF SIGNALLING CAPACITY 

In the TACS system, signalling between the base 
and the mobile stations is effected through an 
overlay structure on the voice channels when 
these are allocated. On the other hand, replies 
to paging messages or initial attempts at system 
access are made on a dedicated signalling channel 
known as the Reverse Control Channel (RCC) and 
answered on the corresponding system controlled 
Forward Control Channel (FCC), and this gives 
rise to interesting behaviour under high traffic. 

The random-access signalling is essentially a 
non-persistent proxy CSMA-CD with limited 
perseverance. The FCC is a continuous 8 kbit/s 
data stream, every 11th bit of which (the 
Busy/Idle bit) is set if and only if there is an 
effective transmission on the RCC then in 
progress; by listening to which a mobile station 
can determine the busy/idle status of the RCC and 
hence regulate its own transmissions. This 
control can however break down during times of 
high traffic, for the B/I bit remains unset 
whenever 2 or more access attempts clash, and so 
opens wider the window for further clashes. 

The access procedure then follows the standard 
CSMA-CD rules, with the obvious modifications. 
The interesting features arise because 

a) There is an unguarded period of nominally 56 
bits before the B/I bit is set for a 
successful access, and messages involved in a 
clash persist for some 115 bits before 
abandonment; 

b) The repeat attempts are limited, to N times 
of finding the channel busy, and/or M times 
of involvement in call-clash; 

c) There is an overall timeout on the access 
procedure. 

The behaviour of the land station is 
complementary to that of the mobile, and is of no 
present interest. Full details of the interface 
specification can be found in [1]. 

We consider now the ideal behaviour of the RCC 
under the assumptions that all messages are of a 
fixed duration H, and that the entire stream of 
access attempts is effectively Poisson with rate 
A. The unguard duration will be denoted B; the 
call-clash time of 115 bits will be the time 
unit; and we shall ignore the granularity of the 
channel and, in the first instance, the timeouts . 
Set 
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prjan attempt sees busy on arrival} = peA) 
Pr an attempt collides with another} = q(A) 
Pr an attempt arrives to a free Rccl = ~ 
We assume that q is independent of the order of 
the attempt. Then the total attempt rate A is 
related to the fresh intent rate A by 

M 

" L 
N (I +j) j i Lip q 

1 =0 j =0 

and the stream of losses - Le the signalling 
grade of service - satisfies 

i =0 j =0 

But peA) is just the guarded throughput: hence 

~ A (H - B) 9.: AB 

Furthermore 

1T 1 - ~ 

,,(1 - 8)(H - B) 

• AB] 
A [R(A) + Hi 

where R( A) is the mean time spent in call-clash 
by an attempt which arrives to a genuinely free 
RCC. It is not difficult to show, by considering 
the duration of a clash period, that this is 
simply 

R( A) 

Finally, the rate at ~hich clash periods start is 
clearly A1T (1 - e-A ); so that since the mean 
number of accesses contri~uting to a clash period 
can be shown to be (1 + e ), we have 

q 

Starting with the overall attempt-rate A, it is 
now possible to use the equations above to solve 
successively for ~, q, p, 8 and A. 

The form of the curves of 8 against _ A depends 
critically on the values of M and N. When M is 
15 or lower, these are of typical Erlang shape; 
but as M is raised further the curve bends back 
upon itself, thus forming the physically 
unrealisable portion familiar to random-access 
theory. In this system, however, the limitation 
on the number of repeat attempts by anyone 
source makes the curve turn over yet again, 
forming an S-shape (see Figure 1) with a stable 
upper branch. (The dashed curve in this Figure 
is the contribution of call-clash to the GOS; the 
solid loop is that of the remainder, the channel
busy condition.) 
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Figure 1 

TACS random-access signalling GOS as a function 
of offered load in KBH access-intents (KBHAI): 

analytic results 
For call-clash maximum M = 30 
Channel-busy maximum N = 30 

This corresponds to the existence of a hysteresis 
loop, so that over a certain range of attempt
rate there are 2 possible solutions, representing 
low and high congestion operating regimes 
respectively. Outside this range, only a single 
solution exists; and we observe that there is no 
possibility of total system lockup as in systems 
with unbounded repeats. Figure 2 illustrates 
this for N = 10 and differing M. 
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Figure 2 

TACS random-access signalling GOS: implications 
of analysis 

For N = 10 and M varied 

2.4B-1-2 



ITC 11 Kyoto September 1985 

The entry-threshold of this loop is insensitive 
to the value of M, but increasing that parameter 
increases the size of the loop and lowers the 
exit-point. Raising the value of N on the other 
hand makes the loops narrower but located at 
lower values of GOS or of intent-rate. In 
addi tion, there is a tendency for the loop to 
appear at lower values of M. For N=M=30, near 
the lower exit point of the loop it is possible 
to operate at a GOS value as low as 1% or as high 
as 35%. 

In any practical system we would expect to 
operate well below these limits. If the 
signalling GOS is set at not more than 1%, the 
existence of the hysteresis loop leads to well
defined recommendations for the values 'of Nand 
M; conversely, for any fixed values of these 
which allow hysteresis there is a maximum access
intent rate (or, correspondingly, GOS) at which 
it is safe to operate. 

2.1 Effect of Timeouts 

Since the operating curves of the RCC have 
infinite or negative slope close to the regions 
of interest, it does not at once follow that a 
conclusion that relatively long timeouts have 
negligible effect is in fact justified, and so a 
quantitative study is necessary. 

We assume that the individual repeats in a single 
call string all see the system in equilibrium, so 
that they are effectively independent. An 
analysis of the validity of this leads to the 
gratifying conclusion that this assumption is 
indeed reasonable where it matters. Let Pij be 
the probability that the access timer is st-ill 
within time after a total of i collisions and j 
busies; then since the most recent event was a 
clash with probability i/( i+j), the entire 
previous analysis remains valid except that the 
loss probability 8 must now be replaced by 

a 

+ Mt-l ~ ~M:J1 Jp q l.. J P Mj 
j 20 ' 

It remains to determine P ij" We do this by 
approximating the sum Of the (uniform) 
randomisation intervals involved by a Normal 
random variate; once again, this is not good for 
small values of (i+ j), but in that region the 
remaining factors in the expression above make 
the fact irrelevant. By using the usual Hastings 
approximation for the Gaussian the problem is 
then easily solved numerically. 

The results of this are interesting. Imposing a 
timeout has a beneficial effect on the grade of 
service: it tends to suppress the hysteresis 
loop, and fewer intents are lost. The effects 
are however very small at realistic levels of N 
or M; only when the effective timeout becomes as 
low as 2 seconds or so do they make any 
difference to the access rates which see a GOS of 
1%. Figure 3 illustrates this. 
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Figure 3 

Capacity of RCC for 1% GOS in presence of timeout 
(seconds) 

2.2 Drift into Congestion 

If the presence of an effectively infinite number 
of mobiles is assumed, then for infinite M and N 
the RCC will always eventually drift into 
congestion. Since manually-reinitiated sequences 
of access attempts, which serve to multiply these. 
control parameters, cannot be prevented, it is of 
interest to study the expected stable life of the 
system before this occurs. 

So label the system state by the number of 
intents still in the backlog, and consider the 
set of instants at which the RCC genuinely 
becomes free: then with the standing assumptions 
on Poissonality of arrivals, these points 
determine an embedded Markov chain. So too does 
the subset of instants at which a successful 
attempt ends. Decompose the transition 
probability matrix between these former points 
into the disjoint probabilities 5 of success and 
F of failure. 
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In order to examine these probabilities, we need 
to determine the arrival-rate of access-attempts 
conditional upon a clash period being in progress 
with k attempts in the retry phase, Let the mean 
retry rate of a single backlogged attempt be r- , 
and set Ak = A + k with A~2 = A_I = Aa = A. We 
then approximate the system by assuming that if 
the system state is k, and a clash period is in 
progress (Le, after the first interrupt), the 
total arrival-rate is Ak_2, This corresponds to 
(a) ignoring finite-source effects, and (b) 
assuming that on average precisely 2 attempts 
overlap simultaneously, It is not easy to decide 
which way this approximation will be in error, 
Using the easily-proved result that the 
probability that a clash period ends without any 
further interrupt by a fresh call attempt is 

g(A,f) { ~ A _ (.Q,A _ 1) (1 - f) f 1 

where f is the probability that any given call 
attempt is a fresh access, not a retry, we can 
then write down an expression for Fi ·+n by 
decomposing it into a sum of 4 terms accorJing to 
whether the initial and first interrupting calls 
are fresh or repeats. This then gives rise to 
the convenient recursive expressions 

with 

C\ n+ 1 

-BA ) t i-I 
(i - 1h.l 

A 
i-I 

n ;;. 2 

Here gk is just g(~-2' A/Ak_2)· 

The term Sij which represents successful accesses 
can be written down immediately: 

A _/\ B 
i\" t i 

I 

D 
t-A< H-B) 

Here we have set j = i + n, and the second term 
appears only for n > o. 

The transition matrix between instants at which 
the RCC clears after a sucressful access is then 
clearly just P = (I-F) 5, which solves the 
problem of finding the tr:ansition probabilities 
between points of the embedded Markov chains. 

To solve the actual time-dependent drift problem, 
we observe that when the system is not in 
congestion, the mean time between successful 
accesses must perforce be the mean time l/A 
between fresh arrival attempts. The transition 
probabilities in time t = n/A are therefore well 
approximated (for large n) by the elements of pn. 
The numerology of all this is straight forward, 
The method adopted was to truncate the system 
state space at the value of 50 and make this 
state absorbing, which is quite adequate when the 
retry failure rate,.... is reasonably fast. 

Figure 4 shows the results of this. The 
descending curve is a plot of the median time-to
congestion, in hours; the ascending one, the 
probability that the system will become locked up 
within one hour. No attempt should be made to 
extrapolate to shorter times, since the 
approximations are then invalid, We observe 
that, with no controls upon congestion, the drift 
is a most important factor: if a probability of 
lockup within the hour as high as 1% is 
acceptable, then the RCC capacity is only some 
8,500 busy-hour access intents, which represents 
a de-rating of its nominal maximum possible rate 
'based on the usual operating-characteristic 
arguments) by a factor of more than 2, A 
requirement for a MTBF of 1000 hours, or say 4 
years at I busy-hour per day, would limit the 
capacity to only 6,500 BHAI, 
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RCC drift into congestion for unbounded 
perseverance 
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An analysis for the case of limitations on the 
number of access attempts in a sequence is 
considerably more difficult. In practice, TACS 
has sufficent controls available to it of various 
kinds that the drift can be detected and reversed 
at an early stage; the results above then 
indicate that if the full capacity of the RCC is 
to be realised we can expect these to be used 
rather frequently. 

3 SPEECH CHANNEL CAPACITY 

3.1 Effects of Off-Air Call Setup 

A significant gain in capacity may be possible if 
the speech channels do not have to be allocated 
before the called subscriber answers a mobile 
originated call - an arrangement known as Off-Air 
Call Setup, or OACSU. TACS supports this 
protocol, which involves the queueing of calls 
awaiting answer, and therefore raises new 
questions of system dimensioning and performance. 

Such a system can be modelled very simply by an 
M/M/N/S queue, where N denotes the number of 
speech channels available in any cell, and S the 
number of queue places available for calls still 
awaiting either answer or a free speech channel. 
An investigation of the adequacy of this, bearing 
in mind the expected absence of very short calls 
under OACSU, has indicated that it is 
surprisingly robust. One possible pair of 
dimensioning criteria is then to provide that 
number of queueing places such that the 
probability of a new call finding all these full 
and all speech channels busy (the loss GOS) is 
limited, and also that the 90%-point of its 
overall delay distribution is lower than (say) 
1/10 of its mean conversational holding time, or 
some 10 seconds. We do not consider this totally 
satisfactory, however, since it can lead in small 
channel-groups to very long delays for the calls 
which do have to wait. 

We therefore consider the effects of the 
additional requirement, that the conditional mean 
delay too shall be limited to this value . At 
this point however another consideration enters: 
in an OACSU system, the delay and loss are 
experienced not only by the calling but also the 
called subscriber, and it is not clear that 
conventional requirements are adequate. This may 
be especially true if the called number is a PBX. 
This suggests that, while a 10% GaS without OACSU 
may be reasonable, if OACSU is implemented a 
better GOS should be required. If we choose 
therefore to compare OACSU systems at 10% GaS 
with non-OACSU at 2%, it is then by no means 
always true that OACSU leads to increased 
capacit y , as the Table below shows. This give 
the total (speech + setup) traffic capacity of 4 
system designs: pure loss or queueing + loss, in 
each case with and without OACSU, and uses the 
tripartite dimensioning criterion above. To aid 
comparisons, the capacities given are in terms of 
Erlaogs of carried traffics. 

Pure Loss Loss and Delay 

N On-Air OACSU S On-air OACSU 

6 3.4 2.7 0 3.4 2.7 
12 8;6 7.6 1 9.3 8.4 
20 15.8 15.2 3 17.2 17.5 
30 25.3 25.3 6 27.3 29.6 

The only free parameter here is N: the queue 
limit S is determined by the dimensioning 
algorithm. 

It is clear from these figures that OACSU leads 
to a genuine increase in traffic capacity only 
wi th channel groups larger than a certain GaS 
dependent minimum, unless it is considered 
acceptable to throw appreciable loss or delay 
onto the called subscriber as well as the 
calling. Since the inconvenience of a failed 
call is, with OACSU, seen by both parties, it 
would however logically seem necessary to count 
it twice instead of once only. It is indeed not 
clear that even so we are not seriously under
representing the total annoyance caused. 

3.2 Analysis of Handov~r Behaviour 

Handover is the dynamic assignment of a call in 
progress to a new speech channel (usually in a 
different cell) when the mobile station has moved 
and reception is no longer adequate. If we 
consider the balanced situation where the mean 
hand-in and hand-out rates coincide, it is not 
immediately clear in which direction the effects 
will lie: since the handover both decreases the 
effecti ve mean holding time in a cell while at 
the same time keeping the traffic constant, hence 
reducing queueing delays; and also degrades the 
service seen by fresh calls by assuming priority 
over them in the assignment of channels. It is 
therefore necessary to examine this in detail. 

We model the system as a multiserver 2-priority 
queue where the high priority calls represent the 
hand-in traffic in a cell. Both streams are 
assumed to be Poissonian, and the effects of the 
hand-outs are accounted for by reducing the 
overall mean holding-time. This of course 
corresponds to the number of handovers which a 
call experiences being geometrically distributed. 
The fresh traffic is assumed to see a finite . 
maximum queue length, . whereas the hand-ins see 
one which is effectively. infinite. 

The model can be analysed by a method due to 
Basharin [2J, which we can only outline here . 
Let Ptj be the probability that there are i high 
and J low priority customers in the queue 
simultaneously, and all servers busy; and let qk 
be the probability that there are k calls in 
serv ice and none in the queue. Let the high 
(low) priority calling-rates be Al (A2)' and the 
mean holding-time l/r--. Then we can write down 
immediately 
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k 
~ ~ ("Ill) Ikl 

PO, 0 = qn 

where A is the overall arrival-rate (AI + A2)' 
If we now introduce the vectors 

p" = (p"O' P"l' -~ ~ ~ 

the equilibrium equations for the Pij become 

(PO' PI' ••• ) Q = 0 

where the transition matrix Q is infinite
dimensional and block-partitioned, with each 
block a (m + 1) x (m + 1) square matrix. In this 
form, Q is actually tridiagonal, with 

Qii 
Q" " 1 
Q~' ~ + 
~, i-I 

where I is the unit matrix. 
satisfies 

with 

8m + 1, m + 1 = 0 

and all other entries vanishing. 

(i > 1) 

The matrix 8 

To solve . these equations we assume a relation of 
the form 

which results in a matrix quadratic equation for 
the unknown S 

In the case in· hand, S is upper triangular with 
Si" = s"_" for j<m+l, and this equation is not 
difficult to solve. We are then in possession of 
all the information needed to analyse the system 
of interest. 

The Table below shows some of the results from 
this model, for a loss GOS of 10% and the delay 
criteria discussed earlier, for various 
proportions of handover traffic (which has been 
assumed to be balanced). All Figures are in 
erlangs of total (ie., speech + setup) offered 
traffic, and assume 15% of ineffective traffic. 

f 
N S p(d) 0 0.3 0.5 

6 0 4.5 4.1 0.5 
12 1 .12 12.1 11.9 1.7 
20 2 .21 22.5 22.1 21.9 
30 3 .36 48.9 48.2 47.7 
40 4 .36 48.9 48.2 47.7 
48 5 .43 59.5 58.9 58.3 

The column labelled p(d) gives the probability 
that a fresh call has to queue at all, when there 
is no hand over {f=O). 

These figures show that balanced handover has 
little effect upon the system capacity. Overall, 
it slightly reduces the waiting time (to a p( d) 
value of 0.33 for instance when N = 48 and f = 
0.5), but at the same time makes the loss GOS 
rather worse - and it is that effect which 
dominates. The net result is slightly to lower 
the capacity. The case of unbalanced handover is 
rather di fferent: an excess of hand-ins causes 

,the performance to deteriorate rather quickly. 
The effect is less pronounced with a delay than a 
loss system, which is an argument in favour of 
the former architecture. 

4 CONCLUSIONS 

The signalling structure of TACS is extremely 
rich and the presence of a hysteresis loop with a 
flip into congestion must be taken into account 
when determining the operational capacity. In 
practice however these effects occur at rather 
high loadings, and there are sufficient effective 
controls available to make the signalling channel 
virtually transparent under normal operating 
conditions. 

The use of Off-Air Call Setup and queueing 
facilities can raise the nominal capacity of a 
system considerably. They should not however be 
used without serious consideration of their 
effects on the called party, and may not be as 
advantageous as expected. 

The effects of handover on speech channel 
capacity in a properly dimensioned system are 
quite negligible, provided that there is a 
reasonable balance between hand-ins and hand
outs. When that is not the case, it can lead to 
significant performance degradation. 
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