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This paper describes the operation of the TRANSPAC network adaptive 
routing procedure, and presents a simulation based study of its 
performances in ' relation to implementation choices. The effects of 
important parameters and mechanisms, installed or under study, are 
shown. Their benefits and drawbacks are discussed according to 
simulation statistics and engineering arguments. 

1. INTRODUCTION 

This article presents a simulation based study of the TRANSPAC network 
adaptive routing algorithm. TRANSPAC is the data network carrying the largest 
amount of traffic today. It has chosen, since 1984, to install a new routing 
algorithm presenting several important characteristics : adaptivity, 
distribution and hierarchy (see [lJ,[2J). This routing has proven to function 
quite satisfyingly. 

Our aim in this paper is to analyse and to explain some of the important 
decisions which make this routing effective. To do so, we examine by 
s imul ati on the effects of modi fyi ng the mechani sms and the parameter val ues 
defining the routing algorithm. In the same way, we examine a design proposal 
currently under study in TRANSPAC. 

In the following, the TRANSPAC routing procedure is described in terms of its 
general principles as well as implementation choices. The simulation model and 
results are then presented. Finally simulation conclusions and engineering 
a rguments are used to di scuss the behavi our of the routi ng procedure in the 
actual TRANSPAC network. 

2. THE TRANSPAC ROUTING PROCEDURE 

2.1. Principles 

The TRANSPAC routing procedure is adaptive. Based on measurements performed on 
the network, routing decisions are adjusted to the network state. 

We fi rst extend the list of the mai n el ements defi ni ng such an adapti ve 
algorithm, as proposed in [3J : 

- the nature of the routing process, 
- the measurements, 
- the metric or distance used, or how measurements are taken into account, 
- the calculat~on of the route, 
- the hierarchy in the network, 
- the dissemination of , routing information. 
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At any time, the path to a desti nati on is uni que and given by the routi ng 
tables. TRANSPAC operates in a virtual circuit (VC) mode and the routing of 
packets belonging to a connection remains unchanged during its duration. It is 
determined by the routing table at the VC connection packet arrival. Thus 
routing changes during a time period affect only traffic of the virtual 
circuits established during that time. 

Measurements are twofold. Those related to the connection of a virtual circuit 
(representi ng reserved resources) and those rel ated to measured traffi c. The 
first ones \'/il1 vary at every virtual circuit establishment or disconnection, 
while the second ones are taken over fixed length time periods. 

Two metrics or distances are util ized, denoted by TRANSPAC as "cost" and 
"time". Cost is a hysteresis function of the measurements, while time is a 
constant function of the line capacity and nature (terrestrial or satellite). 
80th distances are simultaneously used in the following way. A virtual circuit 
to be established is granted a credit of time. It is routed on the smallest 
cost route unless its time credit is too small. In which case it is granted a 
supplement of time and routed on the smallest time route. In this way, 
TRANSPAC 1 imi ts the maximum amount of network resources used, as woul d the 
limit on the number of hops in a homogeneous network. 

The calculation of optimum paths (related to cost and time) is a distributed 
procedure. Each node calcul ates its distance to a destination by adding the 
distance measured on outgoing links to the distance from neighbouring nodes to 
the destination (as sent by them). If the resulting minimum distance is 
different from the previous calculation, the new information is diffused to 
adjacent nodes. 

The routing is decentralized because all nodes calculate routes. It is al.so 
d is tri buted, as nodes use the ca 1 cul at ion resul ts of thei r nei ghbours to 
perform their own. We may note TRANSPAC adopted a distributed algorithm, in 
the sense defi ned previ ous ly, fi ve years after the ARPANET network swi tched 
from such a solution to a purely decentralized algorithm. 

To limit the size of the routing tables, as well as time spent in the detailed 
calculation of distances to "faraway" nodes, TRANSPAC uses a hierarchy in its 
network. Faraway nodes are replaced in the routing tables by their region, 
which form fictitious destination nodes. 

Hierarchy and distribution form two important aspects of the routing procedure 
in the evolving TRANSPAC network. Hierarchy allows the addition of nodes in a 
region without updating the whole network. Distribution allows to modify the 
link topology with updates only in related nodes. 

2.2. Implementation choices 

In addition to the principles retained, a routing algorithm will depend on its 
implementation. This consists in the setting of parameter values, as well as 
the use of particular mechanisms. 

An aspect of the procedure implementation is to decide how sensitive the 
routing procedure will be to real time traffic variations. This is determined 
by the measurement process and the thresholds used in the hysteresis function 
to obtain the "cost" distance. In TRANSPAC these thresholds are typically 
50%, 70%, 80% etc. of the measurements maximum values. Esti~ated m~asuremen~s 
(number of VCs traffic of a VC) vary on a VC by VC basls, whlle trafflC 
measurements (~ffective load) are taken over 10 second time periods and 
averaged wi th a smoothi ng coeffi ci ent of -0.125. Over the network, est~mated 
measures and effective measures cause the same amount of threshold crosslngs. 
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Another factor involved in speed of reaction to traffic variations is the time 
to di ffuse di stance i nformati on packets to nei ghbours. TRANSPAC has 
impl emented a mechani srn del ayi ng these packets duri ng a time peri od of 1 
second (reiterated each time a new update is necessary until a maximum of 10 
seconds). This allows various routing information packets concerning the same 
destination to be received and processed before diffusing calculation results. 
Its long term effect on the total amount of overhead generated and quality of 
routing must be studied; delaying packets in adjacent nodes may allow them not 
to fall in the same time period in the current node. 

Distributed routing procedures tend to react quickly and efficiently to a 
decrease in distance, but need a time of adaptation to distance increases (the 
extreme case being a breakdown) during which information packets are exchanged 
until the optimum route is found. To reduce the amount of information 
transmitted and the convergence delay, a mechanism is under study. It consists 
in preventing paths from tak i ng a 1 ink back and forth by sendi ng an i nfi ni te 
distance information over the link used by the optimum path. 

3. SIMULATIONS 

The effects of detailed implementation decisions are difficult to determine 
using intuitive reasoning or analytical methods. Simulations were used to 
analyse these effects. In the following we give an overview of simulation 
hypothesis and results. 

The discrete event simulation used represents in detail the functionning of 
the routing process, routing tables updates, and route calculations, virtual 
circuit connections and disconnections. However the data packets related to VC 
traffic are not simulated. This has consequence on two aspects of the 
simulation: the measurements related to data traffic, the transfer times on 
network links. For the first point, only measurements related to VC 
connections are considered for routing "cost" calculation. According to 
TRANSPAC experience, instantaneous traffic variations are not the main cause 
of "cost" variations as there exists an important averaging effect due to the 
1 arge number of VCs on 1 inks, al so measurements are averaged on long time 
periods. For the second point, transfer times are obtained by modelling links . 
as M/M/1 queues wi th servi ce ra tes reduced by the amount of VC tra ffi c 
carried, as estimated by the TRANSPAC routing procedure. Routing-messages 
transmission is effectively simulated using this model. 

Simulations are performed on two networks. A small network of 12 nodes for 
repeated simulations and a large network of 45 nodes and 196 links. Nodes may 
be of two types, primary or secondary. When hi erarchy is used primary nodes 
may route to each other as well as to all secondary nodes belonging to their 
region. Secondary nodes may only route to nodes in their region or to 
other regi ons. The 12 node network is composed of 3 regi ons, 6 fully meshed 
primary nodes (2 by regi on) and 6 secondary nodes. The 45 node network 
possesses 5 regions, 19 primary and 26 secondary nodes. 

Simulations were performed with all the mechanisms implemented ,"section 2.2) 
except when specified otherwise. The standard values for the delaying of 
routi ng messages 1 second wi th a maximum del ay of 2 seconds. The 12 node 
network is simulated with a VC population of 650, resulting in a rejection 
rate of 27 %, the mean connection time is 15 seconds. In the 45 node network 
this time is 15 minutes as measured in the TRANSPAC network. 

We used two performance criteria to compare the various configurations: ~he 
routing overhead (or number of routing messages generated) and VC connectlon 
rejection probability due to network saturation. 
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Various sets of simulations tested : the routing procedure under different 
load condi ti ons, the effect of del ayi ng routi ng messages, the effect of 
hierarchy, and the oscillation inhibition mechanism. 
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Figure 1. Routing overhead for various load conditions on the 
45 node network. 

Offered tra ffi c 1 000 2 000 3 000 4 000 5 000 

VC rejection probability 0 0.08 0.30 0.48 0.65 

Table 1 : VC rejection probability for various load conditions 
on the 45 node network. 

The routing procedure behaves quite well confronted to increased traffic (see 
figure 1). Under asymetric traffic condition, at light load few links route 
traffic while as load increases available links in the network are 
progressively used. Two possible pitfalls of adaptive routing under heavy 
traffic seem to be avoided. The routing overhead stays limited, probably due 
to the del ayi ng mechani srn. The VC rejecti on rate beyond the 10 % val ue grows 
linearly as a function of load (see Table 1) ; the routing shows no sign of 
performance degradation. 

De 1 ay; ng of routi ng i nformati on has an important effect on the reducti on of 
routing overhead, especially at medium and high loads (see figure 2). As a 
counterpart it increases slightly the proportion of rejected VCs, except in a 
1 i ght1y .1oaded network. In the 1 a tter ca-se the tota 1 absence of delay; ng 
reduces greatly the VC rejection rate. 
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Figure 2. The effect of delaying routing information packets 
on the routing overhead in the network, for different values 
of mini~um and maximum delaying time periods. 

delay 0 0.2 0.5 1 1 1 1 2 4 8 

delay 0 0.4 1 1 2 4 10 4 8 16 

16 . 

32 

VC rejecti on 0.33 0.33 0.28 0.28 0.27 0.30 0.28 0.32 0.28 0.24 0.28 
probability 

Table 2 : The effect of mlnlmum and maximum delaying parameter 
values on VC rejection probability on the 12 node network. 

As expected hi erarchy reduces overhead and produces 1 ess effecti ve routi ng : 
less information is used to calculate the optimum path (see figure 3). However 
in heavy traffi c condi ti on or ; n 1 arge networks, routi ng performance w; th or 
without hierarchy are comparable while overhead reduction is important (see 
Table 3). An unexpected benefit is the reduction of transmit routing loops 
appearance. 

The oscillation inhibition mechanism has positive consequences on all our 
statistics (e.g. see figure 3.a and Table 3). 
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Figure 3. The effect of hierarchy and the oscillation inhibition 
mechanism on the routing overhead on the 12 node (a) and 45 
node (b) networks. 

12 node network 45 node network 

Hi erarchy and Hi erarchy Mechanism Hi erarchy and Mechanism 
mechanism mechanism 

VC rej ecti on 
probability 0.275 0.33 0.13 0.09 0.07 

Table 3 : The effect of the oscillation inhibition mechanism 
and hierarchy on the VC rejection probability on the 12 node 
and 45 node networks. 

The simulation study indicates that at heavy loads the limiting mechanisms 
have an important effect on controlling the routing overhead with little cost 
on routi ng effi ci ency. At 1 i ght loads it seems the routi ng behaves better 
without constraints. 

4. DISCUSSION 

The simulation study considered only statistical performance criteria and it 
was concerned with 12 or 45 node networks. How do these results give insight 
on the behaviour of the actual TRANSPAC network? 

The oscillation inhibition mechanism performs very well by ' reducing the 
overhead and the VC rejection rate. It has not yet been implemented in 
TRANSPAC for its secondary effects. Sending an infinite cost on a link 
prevents the next node from using that link for its minimum "time" path, which 
is the last choice tested before rejecting a vc. If this mechanism may 
systematically interrupt the connectivity ~etween the same two nodes in the 
network, it shoul d be abandoned. Thi s study shows that, ; f ; ts secondary 
effect occurs randomly, this mechanism should be implemented, as the aim of a 
routirig procedure is to allow the maximum traffic to transit respecting 
fairness conditions. 
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The size of a network, when runni ng an adapti ve routi ng procedure, is an 
important factor. The number of routes to manage grows as the square of the 
number of nodes inducing important overhead. Routing messages propagation time 
and routing reaction time grow with the mean number of hops between nodes. As 
an example the TRANSPAC network has grown from 40 to about 150 nodes since the 
procedure installation. 

Routing message delaying and hierarchy play an important role in overhead 
reduction. Hierarchy reduces the number of routes to manage in a node; the 
number of hops between nodes are not reduced, but smaller routes are managed 
(e.g. node to region) with shorter update times. TRANSPAC measurements show 
the overhead reducti on factor is 2 in secondary nodes as compared to primary 
nodes (which route to twice as many nodes in the hierarchy). The reductibn 
factor was 1.6 when implementing the delaying mechanism on its 8 transit 
nodes. Simulations confirm these properties and indicate hierarchy is more 
effective in large networks and delaying is not sensitive to exact parameter 
values which is important in an evolving network. 

Routing dynamics do not seem to suffer from the network growth. As the network 
grows, bigger equipment is installed carrying larger traffic. The traffic 
dynamics are thus reduced. Furthermore, as more destinations exist, routing 
decisions concern a smaller proportion of traffic, inducing a more precise 
adaptation to the network state. Since TRANSPAC operates in virtual circuit 
mode, routing decisions limited in time concern a limited portion of routed 
traffic. When an inconsistency appears in routing tables over a large network 
only VCs being connected during that time may be concerned. If the 
inconsistency is a transient loop only the VC connection packets enter the 
loop, and most VCs will be dropped due to the limit on the "time" distance. 

The qualities of this routing procedure in a large network environment are the 
existence of multiple cushionning mechanisms to traffic variation and its 
ability to act on a small portion of traffic. 
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