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New ATM based telecommunications networks are being designed. The basic transport 
mechanism in such networks can be implemented in various ways. This contribution 
investigates how the use of a regularized arrival process influences the block loss rate 
at the output port of a switch. It is observed that if the number of arrival ·streams is 
moderate, a significant gain in the necessary number of buffers can be achieved wher 
compared with a statistically multiplexed system. 

1. INTRODUCTION 

Recent advances, especially in fibre optics and micro electronics, have made it possible to con
sider an extension of the current ISDN into a broadband ISDN, featuring much higher transmission 
rates. Such a network would have the capability of transmitting not only the traffic types that may 
appear in the current narrowband ISDN, but also high bandwidth traffic types, emanating from 
services like video, bulk data transfer and future image services [1]. 

With reference to the above, there seems to be a need for a new type of network, capable of 
transmitting all types of data while fulfilling some basic transport requirements, common to all 
services. A new network would also bring us the great advantage of unified network access and 
transport mode together with the possibility of using the same hardware for several logical networks. 
The proposals for a new transfer mode, Asynchronous Transfer Mode (ATM), are an attempt to 
handle different traffic types in a uniform way. This new technique seems very promising, but there 
are still some design and performance problems to be resolved. 

The most well-known ATM suggestions come from AT&T Bell Labs [2,3] and CNET [4,5]. The 
proposals are not the same, but similar, and both may be characterized by the following general 
description of ATM: 

• Information is sent in blocks of small (preferably fixed) length. 

• The principle is a basic (the lower one or two layers of the OSI model) function and involves 
no complex window type flow control on a link-to-link basis. Necessary error detection and 
retransmission is handled at higher layers and possibly end-to-end or edge-to-edge. 

• Routing is based on the information contained in a header that is added to each block. The 
header information routes the block to the appropriate output port in the switch node. 

The performance of a switching system employing ATM is expressed in mainly two measures: 
delay and block loss. The delays depend on a number of factors yet to be determined, such as 
block length, encoding algorithms and switch structure. It is, therefore, difficult to assess the 
performance of an ATM network with respect to delay. Block loss is somewhat simpler, and this 
paper is restricted to the analysis of factors influencing the block loss rate. 

2. OPTIONS 

2.1 With statistical multiplexing 

One option for the design of an ATM network is to mix different traffic types at the basic 
layer, as suggested by the ATD and the FPS concepts [6,7]. In these concepts, source burstiness 
is exploited by introducing statistical multiplexing in the basic bearer service. \Vith statistical 
multiplexing, network performance will be a function of the load of the network and the mix and 
characteristics of the traffic, and the load has to be controlled in one way or another. A crucial point 
in this context is how source burstiness should be defined and how bandwidth should be allocated . 
In general, the burstiness is described by taking into account the peak and average bandwidth 
demands of a source. But for the ATM environment there is in addition to these characteristics the. 
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possibility of interdependent arrivals, since messages at a higher layer usually create several ATM 
blocks. 

2.2 Without statistical multiplexing 

With an ATM network, performance and network service will differ quite significantly from the 
service offered by today's circuit switched networks. In some respects, it would be a great advantage 
to be able to offer a service that could match that offered by the current networks. With statistical 
multiplexing, that is not possible, unless the network is run at an average load that does not create 
unwanted delays and blocking rates when the temporary load fluctuates. 

The main reason for introducing statistical multiplexing at the basic layer is that some traffic 
streams are obviously very bursty and would suffer from any other mixing principle. By separating 
the requirements for efficient use of available resources and service with low delay and predictable 
block loss probabilities, it is possible to circumvent the contradictory demands the requirements put 
on the protocol structure. Statistical multiplexing is, in such a system, not used at the basic layer, 
but is placed higher up where traffic is concentrated. The network would offer two types of service: 
a basic circuit switched type of service, realized through the ATM technique, and a statistically 
multiplexed service, with or without more complex flow controlled protocols, at a higher layer. With 
this arrangement, traffic carried by the basic layer is more or less deterministic in character, and it 
becomes worth-while to allocate a "circuit" exclusively for each connection. Consider, consequently, 
a network with the following design: 

• Every source in the network may send blocks in accordance with a specific rule, or algorithm, 
which restricts the rate at which blocks may appear at the network access. The algorithm 
is designed in such a way that the resulting traffic has certain characteristics. Each source 
is allowed to transmit one block in a frame which is specified at call set-up. Arriving blocks 
are transmitted as soon as possible if the limit is not yet reached. We assume that the links 
bringing blocks into the switch operate in a slotted mode, so that one slot is followed by 
another in a stream without interruptions. The individual input links are not synchronized, 
however, and although blocks can be said to have the same arrival time (measured in slots) 
they do not arrive at the same time (measured in continuous time) . 

• Bandwidth is reserved on the transmission links through the network involved in the connec
tions associated with the call, in accordance with the peak demand which is specified at call 
set-up time as mentioned above. 

The aim of the algorithm is to reduce the stochastic variation in the block arrival times at the 
switch nodes by restricting the sources. Together with the peak reservation policy, it ought to be 
possible to make the block loss rate sufficiently low using a reasonable number of buffers, even in 
the presence of very high network load. When the algorithm is used not only for sources at the 
edge of the network but also at the output ports of the switch nodes inside it, the situation should 
be further improved. Further details concerning the system can be found in [8]. 

3. MODELS AND MEASURES 

In order to model the loss probability experienced by a block arriving at a switch, a generic 
switch structure is assumed. Figure 1 below shows such a switch. We assume that the switch 
is modularized and that the modules have equally many input and output ports, N say. Blocks 
arriving at any of the inputs can reach any of the outputs. The switching fabric has no internal 
loss and output queueing is employed. 

In a general queueing system with deterministic service, which is a way of modelling a system 
with fixed block lengths, the reason why performance degrades with load is the stochastic nature of 
the arrival process. Because there are in general no restrictions on when a block can arrive, chance 
can create occasional overload situations with buffer overflow and block loss as a consequence. If 
the sources behave well and the load is low, problems do not arise, but when the unexpected occurs 
performance degradation results. ' 

One way to avoid this is to place restrictions, as suggested above, on the number of blocks a 
source is allowed to emit during a certain period of time. This would reduce the block loss rate 
within the network, and make it possible to place a higher load on the network. In principle it is 
possible, by restricting the arrival process, to determine how many buffers are needed in order to 
exclude the event of block loss. However, this places heavy demands on the restricting algorithm 
and would in general demand too many buffers. Since there is no point in bringing block loss due to 
buffer overflow very much below that encountered due to other errors, it suffices to supply enough 
buffers for the errors to be of approximately the same magnitude. 
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Figure 1: A generic switch structure. 

An output port of the above switch can be modelled as a service facility with one server and 
deterministic service time. The arrival process is somewhat more difficult to model, however. Var
ious authors have designed models of an ATM concept which makes use of statistical multiplexing 
at the basic layer. Under the assumptions of independent input links and independent arrivals 
of blocks, switching concepts using statistical multiplexing have been analysed. The experimental 
ATD switch of CNET (called Prelude), was analysed in [9] with a GeolD/l·K queueing model. 
Another ATD concert, from Bell Telephone, Belgium, was analysed by means of an approximate 
M/D/l model in [10 . There are several factors, however, that are not taken into account by these 
models. If sources are bursty, the models may not be valid. This is partly due to the burstiness 
itself and partly due to the interdependence between arrivals as discussed before. However, the 
validity of the models considering the mixing of sources with different bandwidth requirements and 
different holding times has not yet been discussed. 

In a scenario with no statistical multiplexing at the basic layer, the modelling has to be per
formed differently. The new circumstances may alleviate some problems, but new ones arise instead. 
If restrictions are put on the number of arrivals that are allowed during a specific period of time 
from the N input ports of the generic switch model above, it can no longer be assumed that arrivals 
in one slot are independent of arrivals in another slot. This matter complicates the analysis. The 
models, though possible to formulate, become difficult to manage when the number of ports gets 
large. In spite of this there are reasons to investigate how restrictions imposed on the variability 
of the arrival process can influence the block loss rate. More specifically we associate with each 
channel a logical frame, consisting of a number, of slots (S) equal to the total link bandwidth divided 
by the bandwidth of the channel. The frame is only a logical entity for the channel and does not 
show on the transmission line. It is used as a way of determining the rate at which blocks may be 
emitted from a source. A throttling device, guided by an algorithm, ensures that a specific logical 
channel on the transmission line does not emit more than one block in a frame. 

In order to model such a device, we assume a symmetric case in which all sources (or logical 
channels) have the same bandwidth (and the same logical frame length), and that all channels on 
an input link are uniformly distributed among the output ports. We look at a single output port 
and model the behaviour of that port. 

In the case of synchronous sources the queue will display a queue length pattern that repeats 
itself in frame after frame. The pattern will change when new calls enter the system and when calls 
are discontinued. If the queue is limited and gets full it will be the same call that loses its blocks 
in frame after frame, and that call will in effect be blocked. Such a system has been treated in fll], 
but the calculations are very complex and cannot treat cases with more than some tens of srots. 
This situation is a bit too rigid, however, and in reality there is some fluctuation in arrival pattern 
for a connection within the frame for an ATM system. For an infinite queue, a similar system can 
be modelled as an nD ID 11 system [12,13] if attention is not paid to the discrete time scale but calls 
are allowed to begin service at any time. No solution exists for a corresponding system with a finite 
queue, but since we are interested in extremely small probabilities at the tail of the distribution, it 
seems reasonable to approximate the loss probabilities for the finite case with the infinite case. In 
the results that follow, this approximation is used. 

The nD ID 11 model gives the queue length distribution at an arrival instant averaged over all 
possible arrival patterns. If a frame structure is present in the system, such a model is not quite 
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accurate since the conditions governing the arrival process change when one frame ends and the 
next begins. In addition, the nD /D /1 model assumes that the number of arrival streams is equal 
to the number of input ports, which is not always the case. 

A model, which would fairly well describe the above system, would have a limited number of 
input ports, in which each port could carry several input streams with arrivals according to the 
above restrictions. Within its frame, each stream could produce a block at any instant. But since 
the number of input ports is less than the number of streams, fewer blocks can arrive simultaneously 
than in the case where the number of streams is equal to the number of ports. It is possible to 
formulate a model of such system, but its complexity precludes any numerical evaluation with 
reasonable parameter. settings. If the requirement of more than one arrival stream per port is 
relaxed, while maintaining the ambiguity concerning arrival time of a block within the frame, it 
is possible, by means of a Markov model, to describe the discontinuous conditions of the ATM 
system. Such a model is described below, and it can be justified by the fact that it takes a larger 
variability than the actual into account. It will consequently overestimate the buffer requirements. 

The relaxed model referred to above states that the number of blocks arriving during a logical 
frame is fixed, n say, and that the arrival times of the blocks are uniformly distributed within the 
frame and independent from one logical frame to the next. For a specific stream, the periods of 
time between successive block arrivals will be dependent on the points in time at which the arrivals 
occur within the frame. However, the interarrival times will collectively form a distribution which 
is the convolution of two uniform distributions and, therefore, triangular shaped. Accordingly, the 
model will subsequently be referred to as the nTri/D /1· K model. 

The nTri/D/1·K model is solved by first considering the discrete-time Markov chain formed by 
the sequence of random variables representing the number of blocks in the output buffer (including 
the server) at the start of a logical frame. This Markov chain corresponds to a homogeneous Markov 
chain, and. the stationary state probability distribution and the transition probabilities are defined 
as 

and 

1C i = Pr( i blocks in the buffer at the start of a logical frame) 

Pij = Pr( i blocks in the buffer at the start of the next 
logical frame, given there are j blocks in the 
buffer at the start of the current frame ) i = 0, ... , ](, 

j = 0, ... ,]( 

i = 0, ... ,]( 

respectively. 

The transition probabilities Pij can be calculated by defining an auxiliary Markov chain, which 
is based on two random variables and where the instants in time, where state transition occurs, 
are defined as the start of a slot within a logical frame. The first random variable is the number of 
blocks in the output buffer at the start of a slot, and the other random variable defines the number 
of blocks that, at the current time, has still not arrived. The calculations are performed recursively 
from one slot to the next, and for each slot the transition probability, for k blocks in the output 
buffer and m blocks that have still not arrived, given that there were i blocks in the output buffer at 
the start of the logical frame, is calculated. For the l:th slot, denote this probability by Pl(k, mli). 
An example of one of the recursive state transition equations, which is valid in the particular case 
when ° ~ k < ]( - 1, m + k ~ n, and 1 < 1 < S, is 

k 

Pt+l(k, mli) = L pt(k + 1 - mt, m + mdi)At(mtlm + mt) + Pt(O, m + kli)At(klm + k) 
ml=O 

where At(klm) is the probability for k arrivals in the l:th slot, given there are m blocks that still 
have not arrived to the output buffer during the current logical frame. This probability is readily 
given by [14] 

m ( 1 ) k ( 1) m-k 
At(klm) = ( k) S + 1 - I 1 - S + 1 - 1 k = O,l, ... ,m 

where S corresponds to the total number of slots in a logical frame. The recursive equation shown 
is only one out of many, and is not valid in special cases such as the first slot, last slot or a full 
output buffer. 

Having found the transition probabilities Pij, the stationary probability distribution 1ri is cal
culated using standard methods. Furthermore, having found the stationary distribution for the 
number of blocks in the output buffer at the start of the frame, it is possible to calculate the cor
responding stationary distributions for each individual slot in a logical frame. These calculations 
will also provide us with the probability of block loss, which is the measure of interest. 
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The nTri/D/l·K model is subsequently compared with the nD/D/l·Kapprox, the M/D/l·K and 
the Geo/D/1·K·batch arrival model. The two latter models are similar to the types of models 
discussed above in connection with statistical multiplexing. The Geo/D /l·K·batch arrival model 
assumes that an arrival at an input port takes place in any timeslot with a constant probability p 
and that successive arrivals are independent of each other. The model corresponds to a discrete
time Markov chain and is solved with the restriction that each input and output port has the same 
load and that the traffic from each input is distributed evenly among the outputs. The pdf for the 
number of aJ;rivals in a timeslot at an output port is given by . the binomial distribution 

N ()k( )N-k Pr(k arrivals) = ( k)~ 1 - ~ k = 0,1, ... ,N 

where N is the number of input and output ports in the N X N switch module. 

4. RESULTS 

The main objective of this paper is to answer the question whether, and to what extent, a more 
regular arrival process has a positive effect on the buffer requirements of an ATM communication 
system, given a certain block loss rate. By comparing different models, which are assumed to assess 
the impact of different arrival processes, it should be possible to determine the effects of the arrival 
process character. As previously pointed out, it is difficult to model all the various factors that 
may influence the performance of a queueing system of this kind. Apart from the character of the 
arrival process, the performance depends, for example, on the traffic mix, i. e. the juxtaposition 
of sources with smaller and larger bandwidth requirements. It may also depend on the parameter 
range and the relations between the parameters. 

In spite of these limitations, it is interesting to try to observe how the arrival process, in a general 
case, influences the block loss rate for some different parameter settings. Figure 2 illustrates the 
block loss rate as a function of the number of arrival streams (except for the M/D /l·K case which 
does not take this factor into account). It can be observed that the Geo/D /l·K·batch arrival model, 
which differs from the M/D/l·K model in that it limits the number of simultaneous arrivals in a 
slot, approaches the M/D/1·K model as the number of arrival streams increases. This is rather as 
expected. The nD/D/1·Kapprox model, on the other hand, differs significantly from the M/D/1·K 
model. From a modelling point of view, since the sources are not really synchronous, this model 
gives a too favourable description of the arrival process in that, for each arrival pattern, it does not 
exhibit any randomness in the arrival process. As can be expected, this is extremely important when 
the number of arrival streams is small. When this number gets larger, and therefore the number of 
possibly overlapping arrivals, the difference between this model and the M/D/1·K model decreases. 

The nTri/D/1·K model, which takes into account the regularity of the arrival process created 
by the restrictions on the number of blocks a source is allowed to send, should show a performance 
somewhere in between that of the M/D/l·K and the nD/D/1·Kapprox models. This can be seen in 
figure 2, where the results of such a model are shown for various parameter values. The model is 
extremely heavy on computation which has limited the set of values determined. It is still possible 
to observe that there is a definite difference between the M/D/1·K model, which illustrates the case 
with no restrictions on the arrival process, and the nTri/D /l·K model, which illustrates the case 
with restrictions. Further results are shown in the following figures. 

It is clear that the system load impacts the block loss rate of the switch. In a system with no 
restrictions on the arrival process, the loss rate approaches a high limit as the load increases. This 
is true for the M/D/1·K and the Geo/D/1·K·batch arrival systems, for example. With restrictions 
imposed, it is possible to let the load approach unity without experiencing these effects. In figure 3, 
block loss rate is shown as a function of the link load for some different frame lengths. Potentially, 
a frame can hold as many arrivals as there are slots in the frame. The load is defined as the number 
of arrivals in a frame divided by the frame length. It can be seen from the figure that in spite of 
the high load, block loss rates are very modest. The rate increases with the frame length and will 
eventually approach the M/D/l·K case, but for modest frame lengths, the improvement in loss rate 
is substantial. 

If the nTri/D/l·K model is compared with other models, it is possible to determine the effects 
of the imposed restrictions. Figure 4 illustrates how the loss rate varies with load for some different 
models with a frame of 64 slots. It can be seen that although the traffic is not as regular as in the 
nD /D /l·Kapprox model, there is a substantial improvement over the unrestricted case, modelled by 
the M/D/l·K and Geo/D/l·K·batch arrival models. The latter models give a block loss rate that 
approaches a high limit as load increases, but the other models show that with restrictions on the 
arrival process, block loss rate can be kept at a reasonable level even at very high load. The effect 
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Figure 2: Block loss probability versus number 
of arrivals in a frame. Offered load = 
0.875. Buffer size (including server) = 
32. 
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depends on the frame length, and figure 5 shows results for a frame of 128 slots, that should be 
compared with figure 4. The gain is in this case somewhat smaller, but there is still a substantial 
difference. 

5. CONCLUSIONS 

The discussions and analyses above have shown that the character of the arrival process greatly 
influences the performance of a switch structure using ATM. For systems with moderately many 
arrival streams, complex models have to be used in order to illustrate the behaviour of the switch, 
and the results show that considerably fewer buffers are needed in such a case. When the number of 
arrival streams gets large, however, the difference between different models is less pronounced. For 
systems with several hundreds or thousands of streams, simple models like M/D /1·K are sufficient 
even if the arrival process is regularised, but for other systems, there is a great advantage with a 
regularised arrival process. 
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