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A two-level control scheme for a universal transport network is described and 
simulation results reported. In order to avoid congestion instability, the local control 
level inhibits traffic in a protective manner. The network recovery level restores routes 
which yield an increase in network throughput. A metropolitan-scale network is sim
ulated under a variety of traffic mix, overload, and failure conditions. 

1. INTRODUCTION 

In order to realize the economies of scale and resource sharing of common core transport for ISDN, 
proposals have been made for network technologies to support universal transport. Fast packet 
switching [1], fast circuit switching, and asynchronous time division multiplexing [2] are among the 
technologies which have been proposed. Each of these technologies give rise to differing 
architectures, performance, and engineering problems. However, these technologies have many 
general characteristics, as well as the traffic which they would be carrying in common, hence, they 
pose similar traffic control problems with similar solutions. 

This paper identifies some of these control problems which would be posed by universal transport, 
and shows how these problems could be managed or avoided within a two-level control 
architecture. Specific controls which could operate within this architecture are proposed; they are 
based on an underlying philosophy of simple local access controls and survivability during overload 
and failure [3]. The effectiveness of these controls is illustrated with results from a simulation of a 
fast circuit switching network. . 

2. CONTROL PROBLEMS POSED BY INTEGRATED TRANSPORT 

2.1 Universal Transport Environment Assumed 

It is assumed that a truly integrated network will be supported by cost-effective high capacity access 
and network link transport, such as fiber. Links will experience negligible error rates and therefore 
have no need for link traffic controls. Traffic will be a diverse mix of voice, packet, forms of video, 
and control information, having a range of bandwidths, connection durations, and performance 
requirements. Fast switching will be required to support this range of services, driving processing
intensive intelligence functions from switching nodes to the network access. Users will control 
retransmission for error recovery. Intelligence located at the network access, combined with high 
quality transmission, will therefore imply end-to-end network traffic controls. 

2.2 Incidence of Congestion 

Congestion is manifested as blocking in a circuit switched network or as unacceptable delay or loss 
in a packet switched network. In either case, with switched links of high capacity, a steep 
load/service characteristic results. The sharp transition from no congestion to high congestion 
implies that the network must operate in a very low congestion region to maintain a safety margin 
with respect to load variation. Furthennore, due to the presence of some very short holding time 
'services, the transient time to reach a congested state may be short. Congestion, should it occur, is 
likely to be sudden and high. 
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Traffic which corresponds to services with differing performance requirements will be subject to the 
same source of congestion when integrated. A policy of negligible congestion in normal operation 
removes the problem of meeting diverse performance objectives. The implementation of this policy 
requires proper network dimensioning and traffic routing, and depends on the assumption of high 
capacity for cost-effective attainment of negligible congestion. 

However, traffic controls are still required for occasional overloads and failures, which are likely to 
be large when they do occur due to high capacity elements. Overload can be detected by end-to-end 
controls as lost or delayed messages, since other causes of loss (noise, congestion) are absent in 
normal conditions. Failure conditions can be detected by the same lost or delayed messages at the 
network access. It is therefore feasible and desirable for simplicity to use the same controls to deal 
with both overload and failure. 

2.3 Containing Congestion 

If traffic offered to the network is not controlled, useful throughput can decrease under overload. 
Useful throughput decreases due to congestion on tandem connections [4], and user or network 
controlled retransmission may interact with decreasing throughput to produce a congestion 
instability. This instability is known in multiple access systems with re-attempts [5,6], and has been 
described for a fast circuit switching system [4]. This congestion instability produces hysteresis; 
even if the offered load is dropped below the level causing a sudden jump into congestion, 
congestion is sustained at a high level. 

A simple solution to this problem is to remove traffic from a route when congestion is detected by an 
end-to-end control. This removal could be, in the simplest case, a complete removal requiring only 
end-to-end control, or, as a refinement, could be a partial removal requiring knowledge of the 
network status. This approach uses local, end-to-end, fast-acting controls to provide a protective 
reaction to loss or delay. This action contains congestion within the network by removing some of 
the directly affected traffic from the congested area. 

2.4 Maximizing Network Throughput Under Stress 

Universal transport under end-to-end control can provide a non-hierarchically routed network with 
the freedom to use any effective route. Under emergency conditions such as overload or failure, 
routes should be chosen to maximize throughput. This end-to-end route selection requires network 
state information and can be made by imposing the rule that total network throughput must increase 
for traffic added to that route. It has been shown for circuit switching [7,8] that such a route 
restriction is necessary under overload since a choice of lengthy routes can result in a drop in 
throughput. 

For the application of this rule using simple routing in a fast circuit switching network, a simple 
expression has been given [4] for the derivative of lost link traffic ~i with respect to offered traffic 
8i. This expression can be used to defme the sensitivity of total traffic throughput to traffic added to 
any route. For traffic of a fixed channel bandwidth this sensitivity Si may be defmed for any link i 
in terms of the Erlang B blocking distribution as 

(1) 

where ci = link channel capacity, ai = offered traffic, ~i = lost traffic (Erlang B) and Bi = Erlang B 
blocking with offered traffic ai and link capacity Ci. As was shown in [4], for any route selected 
from node j to k, if the sum Sjk along the route of link sensitivities Si calculated from (1) obeys 
the condition 

Sjk< 1 (2) 

then throughput will be increased for infinitesimal traffic added to' that route. This condition can be 
applied for route selection with reasonable accuracy for large networks where an end-to-end traffic 
stream contributes only a small percentage to each link's total traffic. 
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3. TWO-LEVEL CONTROL ARCHITECTURE 

In order to avoid their conflicting interaction, the following complementary controls are proposed, 
acting on separate time scales: 

• Local control, which acts on an end-to-end route at the millisecond-to-second time 
scale and need not have network state information. It acts in a protective manner to 
avoid the incidence and spread of congestion by disabling or throttling traffic from a 
route on which congestion is observed. 

• Network recovery, which acts at the second-to-minute time scale, requiring network 
utilization information. It acts as a restorative counterpart to local control, with the 
ability to assign 'safe' routes for use by local control. 

In order to give priority to control messages, network control and signalling data should be the last 
to be removed when traffic is disabled, and the first to be restored. In order to incorporate a 
survivability goal of no service degradation with single failures, both a primary and a physically 
disjoint secondary route under a fast local control should be provided. 

4.0 SIMULATOR DESIGN 

This control architecture gives rise to several questions. How long will congestion last until local 
control action clears congestion? Might local control actions alone disable all traffic? How long 
would network recovery take? Would local control and network recovery work together effective
ly? Are computation ally feasible algorithms available for network recovery? These questions moti
vated a set of simulation experiments. The general control principles were translated into specific 
algorithms, with fast circuit switching assumed as the specific universal transport. 

4.1 Description of Fast Circuit Switching Network 

It is assumed that the basic unit of infonnation switched in this fast circuit switching network is the 
message, consisting of a self-threading header specifying the route through transit switches, and an 
indefmite length of user bytes. One level above the message level is the connection level, where 
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Network Type 
channel bandwidth 
# access link channels 
# transit link channels 
circuits: attempts/sec 

holding time (sec) 
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FIGURE 1: Simulated network: topology, size, and total traffic quantitites 
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connections exist on a one-way peripheral-pair basis. The connection level is essential for allowing 
recovery action to be taken in the event of message loss. There are two types of connection 
supported: circuit connections where the bandwidth is fully allocated end-to-end for the duration of 
the connection, essentially making the connection equal to one message, and virtual circuit 
connections where the connection can consist of many messages; the bandwidth in the network 
would be allocated only for the duration of each message. 
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The simulation experiments were run using a symmetric, metropolitan sized topology of four transit 
switches and 24 peripherals, corresponding to 552 peripheral pairs. Each peripheral had dedicated 
access to two transit switches, making it possible to select physically disjoint primary and secondary 
end-to-end routes. The traffic volumes and capacities are given in Figure 1 for two separate 
bandwidth cases, a OS-O (64 Kbps) rate network to support voice traffic with its associated 
signalling, and a OS-1 (1.544 Mbps) network dimensioned to support only data traffic with the 
same overall connection attempt rate as the OS-O network's voice call attempt rate. The networks 
were dimensioned to produce negligible blocking at two-times nominal load in order to ensure 
negligible congestion for any peripheral pair primary/secondary route selection combinations. The 
initial primary and secondary route assignments were made by symmetry considerations. 

4.2 Description of Test Controls 

4.2.1 Local Control 

Each peripheral-to-peripheral pair is assigned two physically independent routes through the 
network. One route, designated primary, is active, and the other, designated secondary, is available 
when required. The local control has the capability of shifting the route between a particular source
destination pair from a normal state (primary route in use, secondary route available) to an 
unprotected state (primary route disabled, secondary route in use), and finally to a disabled state 
(no routes available to user traffic). The trigger for the shifts is message loss, which may result 
from either failure or congestion. Local control acts upon congestion-caused message loss by 
shifting affected routes only for new connections. Local control acts upon failure-caused message 
loss by shifting failed routes for both new and existing connections. Figure 2 illustrates the state 
transitions. 

NORMAL UNPROTECTED 

Shift 
(Local Control) 

Enable Safe Route 
(Network Recovery) 

DISABLED 

FIGURE 2: End-to-end routing state transition under two-level control 

4.3.2 Network Recovery 

The network recovery algorithm, acting periodically (15 sec.), is responsible for reassignment of 
routes to local control, playing a restorative role to complement the protective effects of local 
control. There are three steps in deciding on the route for a disabled source-destination pair: 

1. Forecast link: loss sensitivity S: This is calculated, from forecasted offered traffic a given 
current routing, according to equation (1). 

2. Assess old secondary route: The old secondary route is subjected to the following tests: 
• The sum of the forecasted link sensitivities along the route must be less than one. 
• For all links in the route, the route traffic to be enabled, added to the current link traffic 

x or to the forecasted link traffic a, must yield link blocking probabilities below a safe 
level (10-8). 

If both tests are passed, the secondary route is enabled, if not, on to step 3 ... 

3. Search for a new route: Define link length as forecasted link sensitivity S. Find the shortest 
routes between transit switches on which the peripherals are homed using Oijkstra's method 
[9]. The tests of step 2 are applied to each possible peripheral pair route with the constraint 
that only the shortest route between transit switches may be used. If an acceptable route is 
found, it is selected for use as a new route for the previously disabled peripheral-pair. 
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The above algorithm has the advantages of simplicity and efficiency. By excluding peripheral 
nodes from the shortest route calculation, only an order n2 operations are required to find the 
shortest route from one to all n transit switches. The algorithm was implemented, for simplicity, to 
perfonn the shortest route calculation each time a change in the link loss sensitivities occmred. 

5. SIMULATION RESULTS 

The simulation experiments had a number of goals. The duration of congestion was to be verified 
as short. The time to recover after stress was to be detennined. The effectiveness of local control 
alone needed to be tested for the situation where network recovery was inoperative. Finally, and 
most interesting, the effective meshing of the two levels of control, local control, and network 
recovery was to be tested for effective interaction under the most extreme test conditions. 

The test conditions covered a range of overload and failure scenarios. As a representative sample, 
two scenarios are included here: 

• A sequence of six-times overload, followed by two-times overload, then nominal load, 
applied to the whole network; and 

• A failure sequence of three transit switches, restored in sequence, followed by a two-times 
overload. 

5.1 . Results 

The results of these experiments are illustrated by graphs of traffic load as a function of time. 
Curves are shown for total peripheral-pair traffic offered to the peripherals, traffic offered to the 
network after disabled traffic is subtracted, and carried load (the actual throughput). In addition, 
route shifts by local control (from primary to secondary, or from secondary to disabled) are marked 
by black dots. The enabling of secondary or new routes by network recovery is marked by an open 
circle. 
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FIGURE 4: Overload scenario, DS-O network, 
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The response to an overload of six-times, followed by a reduction to two-times· and fmally to 
nominal load is illustrated in Figure 3 for the case of the DS-O network with local control only, and 
in Figure 4 with local control and network recovery. Figure 5 illustrates a similar response for the 
case of the DS-l network with local control and network recovery. Both networks reacted in a 
similar way because, although the message lengths within the connections are very different, the 
local control route shifts act on the basis of connections, rather than messages within connections. 
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FIGURE 5: Overload scenario, DS-l network, local and network control 

Without network control, the heavy overload resulted in about 80% of the peripheral-pairs being 
disabled, or a total carried load in the network approximately equal to total nominal load. 
Congestion occurred in some spots in the network, as evident by the route shift dots, for 
approximately one connection holding time until it was eliminated by local control. 

With network recovery, the proportion of disabled peripheral pairs was brought down to about 60% 
in approximately one connection holding time. When the overload was lowered to two-times 
nominal load, almost all load was carried by the routes supplied by network recovery. 

The effect of three serial transit switch failures followed by their restoration and a two-times 
overload is illustrated in Figure 6. The results are shown for the DS-O network with local control 
and network recovery. This drastic scenario illustrates the ability of local control, following a single 
transit switch failure, to effectively shift all failed connections to their secondary route. Following 
the restoration of two of the three failed transit switches, the ability of network recovery to restore 
all the traffic is shown. However, the distribution of routes following network recovery was not 
even, since all routes were avoiding the last transit switch to be restored. The two-times overload 
following the final transit switch restoration was to test whether network recovery could function in 
conjunction with local control to assign routes evenly enough to sustain a two-times overload from 
an initially unbalanced position. As shown in Figure 6 the result was that the routing settled in 
about 500 seconds with only a small percentage of traffic remaining disabled. 
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5.2 Summary of Results 

Local control, acting alone, was effective in removing congestion from the network and in 
maintaining nominal throughput, even under drastic network-Wide overload. In addition, due to the 
presence of primary and secondary routes, plus the dimensioned capacity, single failures (including 
a transit switch) or a two-times overload resulted in no service loss. 

Network recovery was an effective selector of routes for traffic disabled by local control, choosing 
routes permitting throughput to approach the maximum capacity of the dimensioned network. 
Absence of route churn, that is, network control enabling routes and local control disabling the 
same routes, demonstrates the effectiveness of the route selection criteria, although it is dependent 
on the correct setting of thresholds. 

6. CONCLUSIONS 

An example of a control strategy for universal transport has been given, developed from simple local 
access control objectives and survivability-oriented principles. From our preliminary explorations, 
it appears that a fast-acting protective local control combined with a predictive, gradient-controlled 
network recovery is a practical option for high-performance universal transport networks. The 
potential of the control for ensuring stability and maintaining throughput under stress conditions of 
failure and overload has been demonstrated. 

Certainly many practical refmements to the controls, such as predictive estimates of traffic and route 
enable thresholds, would be necessary to incorporate them into a working system. However, it is 
our hope that this work will encourage the exploration of alternative controls with the new objectives 
of control simplicity and survivability as key design parameters in the universal transport network. 
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