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When packet networks were first introduced (in the late 60's), line efficiency improve
ment was one of the major objectives. Thus, the design was aimed at minimizing line 
costs; delay perfonnance models were based exclusively on line delays, and; traffic con
trol (i.e., routing, flow control, etc.) was mostly directed to providing even distribution of 
load on trunks and avoidance of trunk buffer congestion. Nodal processor delays were 
assumed negligible, and nodal capacity unlimited. Nodal costs rarely appeared in op
timal design fonnulations. 

In recent years, the advances in transmission technology (optical fibers), the proliferation 
of high speed LAN's and the growth of user requirements have caused the packet net
work bottleneck to shift from the link to the node. That is, the nodal processing capacity 
may be lower than the aggregate link capacity; and, the intranode delay may be larger 
than the trunk delays. This radical change requires a revision of existing packet network 
design and control methods. In this paper we identify the general issues and propose 
solutions for some specific problems. 

1. Introduction 

Conventional routing and flow control schemes have been developed assuming that communications 
channels are the bottlenecks and, therefore, packet queues fonn in front of the channels. In future com
puter networks, because of low cost fiber optics trunking and due to the steadily increasing user traffic re
quirements, the bottleneck is likely to shift from the channel to the switching processor. This will be true, 
for example, for the fast packet switched networks currently proposed for broadband ISDN, where voice, 
data and video will be combined, and will be carried on 50 MBPS fiber trunks. A similar situation occurs 
when high speed local area networks (with speeds ranging from 10 to l00MPS) are interconnected by 
gateways. The internet can be modeled as a packet network where the gateways are the nodes and the 
LANs provide the "links" between such nodes. Clearly, the gateways -- not the LANs -- are the 
bottlenecks in this equivalent network model. 

In this new environment, the conventional traffic control principles must be modified. For example, rout
ing should attempt to distribute the load evenly not only over the lines, but also over the processors. 
How control should be sensitive to processor queues and processor utilization, as well as line utilization. 

Likewise, new challenging problems pose themselves in the design (i.e., capacity assignment, optimal 
static routing, topological design, etc.) of such network~. Most of the conventional design techniques 
(and computerized tools) ignore the fact that switching cost is an important component of total network 
cost, and that it depends on traffic vclume through the switch. 

In this paper we review the conventional concepts used for the design and control of packet networks, and 
identify the impact of limited processor power on such concepts. More specifically, for network design, 
we propose new models incorporating nodal delay contributions; and, we define new fonnulations of the 
design problems, which include nodal parameters (delay, cost, capacity, etc.). For network control, we 
define new requirements for routing and flow control protocols (e.g., monitoring processor utilization and 
processor queu~s). . 

This research was supported by NSF (INT-85-16798 and INT-85-14377), MICRO (State of California and Pacific 
Bell), and DARPA MDA 903-87-C-0063. 
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The main goal of this paper is to raise the issue that conventional protocols, models and design metho
dologies must be modified before being applied to processor limited packet networks. More specifically, 
we will identify the areas where changes are needed (e.g., definition of new problem fonnulations). After 
the changes are identified, and the new problems are fonnulated, the next step would be to provide solu
tions to such, "new" problems. Unfortunately, the task of providing general solutions to modeling, design 
and control problems far exceeds the scope of this paper. Thus, we will limit ourselves to propose solu
tions to fairly specific, representative problems. 

The remainder of the paper is organized in three sections. In Section 2, conventional packet network 
models are extended to include various processor architectures (single processor, multiprocessor, Banyan 
fabric, etc.). In Section 3, various design problems are refonnulated to account for processor capacity, 
delay and cost; some existing solutions are revised so that they can be applied to the modified problems. 
In Section 4, new requirements are defined for routing and flow control algorithms. Possible extensions 
of existing procedures are indicated. A new procedure integrating routing and flow control is proposed. 

2. 'Models 

Before attacking the network design problem, we must define suitable analytic models that allow us to 
derive the relevant perfonnance measures (to be optimized) as a function of network parameters. In a 
processor limited situation, the challenge consists of developing a simple queuing model of the switching 
processor and of integrating the switch model with the conventional network queueing model. The ap
propriate switch model will depend on the specific switch architecture as well as the application in which 
the model will be employed (e.g., the model used for global network optimization will be much simpler 
and less detailed than the model required for intranode delay evaluations). 

Some examples of switch models are shown in Figure 1. The simple processor configuration, typical of 
early PIS net implementation (e.g., ARPANET IMP) and still in use for low throughput requirements, can 
be simply modeled as a single server CPU queue, as shown in Figure l.a. The CPU queue feeds packets 
to the trunk queues. The CPU is responsible for Level 2 and 3 processing. 

t::) 

1RUNKS 

l.a Single Processor 

LEVEL 1 &.2 

LEVEL 1 el2 

l.b Multi-processor 
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I.c Banyan Switching Fabric 

For higher throughput applications, a multiprocessor configuration is usually employed (e.g., Telenet 
[WEIR 80], A TT, MNCOM, etc.), as shown in Figure 1.b. Different modules (interconnected by a LAN) 
perfonn different functions. Modules are replicated for throughput as well as reliability. The model 
reflects the various modules and related queues. Note that the LAN has been approximated with a single 
server queue. A packet enters the Link module (Level I, 2) and then moves to the Network module (Lev
el 3) through the LAN. After Level 3 processing, the packet returns to the Link module (via the LAN), 
and is finally queued to the output trunks. 

For very high speed requirements (in the Gigabit per second range) such as those arising in Broadband 
ISDN, Fast Packet Switch architectures have been proposed [TURN 86]. 1bese architectures are mul
tiprocessor based and comprise several modules which support Levels 1, 2 and 3 (see Figure I.c). They 
differ from conventional mUltiprocessor architectures in the switching mechanism used to interconnect 
the modules. Instead of a bus or a LAN, a "switching fabric" based on a Banyan (buffered or unbuffered) 
interconnection network is used. The Banyan pennits the establishment of simultaneous, multiple paths 
between various modules (while only one packet at a time can be transmitted on a LAN) and, therefore, 
promises higher throughputs. The accurate model of the Banyan is very complex [JENQ 83]. For some 
applications the simplified model shown in Figure I.c could be used. In that model the switching fabric is 
represented by a multi server. The capacity of a single server is equal to the capacity of a path in the fa
bric. The number of servers is equal to the average number of non interfering packets that can be simul
taneously maintained across the fabric. 

Next, the switch model is integrated with the trunk model to obtain the global network model. In conven
tional network mOdels, several approximations are made to pennit "product fonn" type solutions [KLEI 
86]. These approximations can be extended also to the node model. For product fonn, the most critical 
approximations (which must be carefully validated) are (1) exponential processing time (in reality, pro
cessing time is constant for a given class of traffic) and; (2) uniform processing time for a given FCFS 
server across all packet classes (in reality, processing time varies from class to class; tor example, data 
packets require much less processing time than call request packets). 

Using the above approximations, the global model (including trunks and nodes) can be treated as a "pro
duct fonn" network of queues. Thus, conventional techniques can be used to derive various delay perfor
mance measures. For example, overall average delay can be straightforwardly obtained using Little's 
Result [KLEI 86]. We observe that in fast packet switching networks with SO Mbps trunks and Gbps 
switches, the delay is probably not as critical a design criterion as in conventional networks (since propa
gation delay, which is fixed, tends to dominate transmission and queuing delays). Delay is still important, 
however, as an indirect measure of utilization (of trunks and nodes). In fact, a routing policy which 

minimizes delay is very desirable since it guarantees even load distribution across the network. 
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3. Design 

In designing a packet network, the objectives are the delay or the cost (both to be minimized); the vari
ables are the node/link capacities, the routing, the topology and the site selection. Several different prob
lems can be fonnulated, depending on the choice of objective function and variables. In this section, we 
review the impact of nodal parameters (cost, processing speed, etc.) on such problems. 

3.1 Capacity Allocation 

The typical fonnulation of the capacity allocation problem is as follows: 

minimize total cost 
such that average delay S Tmax 

The variables in this problem are the capacities of the trunks, and the capacities of the nodes (or, of the 
various nodal modules if a mUltiprocessor implementation is used). Routing is given, i.e., link flows are 
assumed fixed. 

allocation problem in a processor limited network is fonnally identical to that of a conventional packet 
network. All the existing solution techniques can be directly applied [GERL 77]. One issue of practical 
interest is the ratio between total communications line cost and communications processor cost (in an op
timized configuration), and the dependence of such ratio on various network parameters. Assuming linear 
cost-capacity functions (i.e., component cost D" = d"C", where CA; is the capacity of component k (link, 
node or nodal module), we find that the following ratio must hold at optimality: 

where: f. = flow on component i 
1 

(1) 

DTEis the excess dollar investment on trunk capacities (beyond the "minfit" assignment). DNEis the ex
cess dollar investment on nodal capacities. 

From (1) we observe that the excess investment ratio is proportional to the ratio of the square roots of the 
incremental component costs. For example, if the cost of switching 1 Mbps in a node is four times higher 
than the cost of transporting 1 Mbps on a trunk, the optimal excess investment in node capacities is only 
twice (not four times) the investment in trunk capacities. This implies that the expensive resources are 
more heavily utilized than the inexpensive ones -- a property which is intuitively appealing. It is also in
teresting to note that the ratio in (1) does not depend on Tmax; that is, the square root law is independent 
of channel speeds. 

3.2 Routing 

The routing problem consists of finding the flow assignment which minimizes delay. If the product fonn 
model is used, one can easily verify that the conventional solution methods (e.g., Flow Deviation Tech
niques [GERL 77]) carry through also for processor limited networks. One minor difficulty arises when 
the multiprocessor model in Figure l.b is used. In applying the Flow Deviation method to this case, one 
must compute shortest paths (based on marginal link delays) in a network with class changes. That is, the 
links available for the shortest path depend on the current class of the packet. One can show that a simple 
modification of the Dijkstra algorithm pennits to overcome the problem. 
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In high speed, large traffic volume networu each node may consist of hundreds of m~ules c~g o~t 
specialized tasks and communicating with each other via a multilayered LAN. Opomal rouong In this 
case consists of balancing the load within each node (intranode routing) and finding the least loaded path 
across the network (internode routing). If the network is large (say, hundreds of nodes), the direct appli
cation of routing techniques, such as the FD method, is impractical because one must deal with an 
effective network size of lO,()()() nodal modules! One possible solution consists of iterating between in
ternode routing (while intranode routes are fixed) and intranode routing (where the node is isolated from 
the network). This approach may introduce some amount of error, but it will speed up greatly the compu
tation. 

3.3 Routing and Capacity Assignment 

In this problem, routes and node/link capacities are simultaneously optimized to achieve min cOst within 
a Tmax delay constraint. The network topology is fixed. If the product form model is used, the conven
tional solution methods can be applied, yielding, of course, local minima since the objective function is 
generally non-convex [GERL 77]. 

New problem formulations are also possible, in view of the fact that both trunk and node capacities are 
variables. For instance, if trunk costs are negligible with respect to node costs (and, therefore, trunk 
speeds can be set to 00), the problem becomes exactly the dual of the conventional CF A problem in packet 
networu with unlimited node capacity. 

Another problem, of more practical interest, is that where trunk speeds are fixed and node capacities are 
variable (routing, of course, is also variable). To simplify the problem, node cost is assumed linear with 
capacity (Le., Di=diCi); and node capacity allocation is proportional to node traffic (i.e., Ci=KJi), so that 
node utilization is unifonn throughout the network (note that this is an approximation since the optimal 
assignment follows the square root law as discussed in 3.1). One can show that the problem reduces to 
the minimization of the following Lagrangian expression: 

(2) 

This expression can be easily optimized using multi commodity flow techniques, such as the FD method, 
for example. A global minimum is obtained since the function in (2) is convex. Note that global op
timality would be maintained also under convex node costs -- an important consideration since at high 
speeds node cost tends to increase more rapidly than capacity. 

3.4 Topology Design 

In a complete design, topology as well as capacities and routes are variables. The goal is cost minimiza
tion within delay and reliability constraints. Again, conventional solution techniques such as CBE and 
Cut Saturation can be extended to this case [GERL 77]. While the CBE method can be applied as is, the 
Cut Saturation (C-S) method requires substantial modifications. We recall that the basic, iterative step in 
C-S consists of finding the "saturated cut" in the current topology, and of reinforcing the cut by adding 
new links. In our case, the cut may also include nodes (which are therefore the bottlenecks). The pro
cedure must be modified to allow expansion of bottleneck nodes along with the insertion of new links. A 
general observation on the optimal topology solution for processor limited networu is that as processor 
costs increase, the topology tends to become more connected (in the limit, fully interconnected) in order 
to reduce the path length and, therefore, minimize node processing ovemead. 

A problem related to topology design is the selection of switch sites. Heuristic techniques to solve this 
problem have been proposed, and can be extended to our case [HSIE 76]. Clearly, switch costs will play 
an important role in detennining the optimal number of switch installations. If switching costs become 
higher than trunk costs (as it may be the case in high speed, fiber optics networu), the number of sites 
will decrease. In the limit, we may end up with just one central switch, and a star topology connecting 
the end users to the switch. 
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4. Control 

As nodal processors become the bottlenecks every effort must be devoted to the simplification and 
streamlining of internal network protocols. To this end, Fast PIS proposals call for no error recovery nor 
flow control inside the network, and delegate such functions to edge-to-edge protocols [TURN 86]. The 
concept is that the packet should be pushed through the node as fast as possible, with minimal (if any) 
table checking. 

While miOimal effort should be spent on packet-by-packet control, background type control should be re
tained, and in fact strengthened, in order to compensate for the deficiencies of the fonner. The following 
sections show how this principle can be applied to routing and congestion control. Note that routing in 
this context is defined as dynamic routing, as opposed to static routing introduced in Section 3.2. 

4.1 Dynamic Routing 

The packet routing function consists of two tasks: route computation, and; packet forwarding. Route 
computation is essentially a background task, which is canied out periodically and, in virtual circuit net
works, on a call basis. Conventional algorithms can be used, with the provision that internal node queues 
be accounted for. This implies that if an ARPANET type algorithm is used [McQU 78], each node 
should broadcast to all other nodes in the network the state of its internal module queues as well as the in
terconnection of such modules. For large networks (say, hundreds of nodes) with complex multiproces
sor nodes (say, dozens of modules per node), the amount of infonnation to be exchanged would become 
prohibitively large. Thus, two-level routing schemes are advisable, where each node is responsible for in
tranode routing, and transmits to the neighbors only global intranode delay parameters. 

As for packet forwarding, the datagram technique of carrying a full destination address in the header and 
indexing a precomputed routing table at each node may be too time consuming in Fast PIS nets. Also, 
too complex would be the indexing of virtual channel tables in a virtual circuit network. A promising al
ternative is source routing, where the entire path is stamped in the header at the source, and the next leg 
on the path is read by hardware directly from the header at each intermediate node [SY 85]. If a Banyan 
switching fabric is used (see Figure I.c), the path is a string of O's and I's specifying the routing within 
the Banyan at each intervening node. 

4.2 Congestion Control 

Congestion control in conventional PIS nets is based on the principle of detection (of congestion) and 
recovery. When congestion builds up in the network, causing buffers to overflow, some mechanisms 
(e.g., selective back pressure in VC nets, or "choke" packets in datagram nets) are triggered to relay this 
infonnation to the traffic sources, so that further inputs are slowed down, or stopped [GERL 80]. In pro
cessor limited networks these mechanisms must be augmented by introducing intranode flow control. 
That is, we need additional protocols to protect internal buffers. 

Unfortunately, detection and recovery schemes (even with the intranode extension) are not well suited to 
Fast PIS nets for the following reasons: (l) the protocols must be streamlined, thus discouraging the im
plementation of sophisticated flow control mechanisms (e.g., rotating windows in X.2S, "choke" packets, 
etc.); (2) voice and video traffic (the predominant component in Fast PIS nets) cannot tolerate slowdowns 
or interruptions, and; (3) at hundreds of Mbps trunk speeds, no buffer is large enough to absorb the tem
porary overload while the flow control mechanisms are trying to stop the traffic sources. 

There are three possibilities. One is to drop packets when buffers are full. This alternative, however, is 
unacceptable for real time traffic; and it may cause even more congestion (because of end-to-end re
transmissions) in data traffic. Another possibility is to encode voice and video in such a way that less 
significant bits are canied in separate packets. When congestion builds up, the less significant packets are 
dropped, causing degradation (but no disruption) of service. This alternative, however, works only on 
voice/video and allows only 50% regulation of traffic volume. The last options is to use prevention (in
stead of detection and recovery). This option is discussed next. 
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For prevention, the basic requirement is that traffic rates on user sessions can be predicted. This is gen
erally true for voice and video connections. A background "bandwidth control" procedure computes the 
amount of bandwidth available (on the average) on various paths from a source to all destinations [GERL 
86]. Each node thus maintains a table with values of available bandwidth to each destination. When a 
user connection request, with an estimated average bandwidth requirement, enters the node, it is accepted 
only if a path with adequate bandwidth to satisfy such request is found. Otherwise, the request is reject
ed. 

With the above method, congestion is prevented since the network never accepts more traffic than it can 
carry. Note that the bandwidth control procedure can be implemented in a fairly sophisticated fashion 
without impacting processor performance, since all the algorithms are run in the background, and are 
based on long term averages. Furthennore, acceptance/rejection decisions are made on a call-by-call 
basis, rather than packet-by-packet basis. 

s. Conclusions 

In future years, high speed fiber trunks will cause the network bottleneck to shift from the channel to the 
switching processor. This will require the redesign of network configuration tools as well as network 
control protocols. 

In this paper we have reviewed the network design process and have shown that switch limitations will 
impact all the phases of this process, from modeling, to capacity allocation and topology design. We 
have also identified new problem fonnulations, such as the hybrid routing and capacity assignment with 
fixed trunk speeds and variable switch capacities. For network control in a processor limited environment 
we have emphasized the importance of streamlining protocols and replacing packet-by-packet control 
with background type contro~ . To reduce routing overhead, a source routing protocol was proposed. For 
congestion control in an integrated voice/data/video environment, congestion prevention was shown to be 
more effective than congestion detection and recovery, and a preventive method called "bandwidth con
trol" was proposed. 
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