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This pape'r describes an approach for the performance modelling and queueing anal
ysis of the priority access mechanism contained within the Medium Access Control layer 
of the ANSI/IEEE 802.5 token ring local area network protocol. The performance model 
is a multiqueue polling system with two priority levels and exhaustive service at each sta
tion, and explicitly models the priority stacking mechanism used in the 802.5 standard. 
The analysis is based on multidimensional generating functions of the number of mes
sages in each priority queue at each station, and expressions are d~veloped to calculate 
the delays for data messages requesting transmission over the ring. The analysis involves 
some approximations, so numerical results are compared to detailed simulations of the 
ring access mechanism to validate the modelling approach. 

1. INTRODUCTION 

The ANSI/IEEE 802.5 standard defines a protocol for the Medium Access Control (MAC) in 
token-ring local area networks [1]. A token ring LAN has a large number of stations connected in a 
unidirectional ring topology with data passed continuously in a serial fashion from station to station. 
Access to the ring for the transmission of Packet Data Units (PDUs) is governed by a token-passing 
mechanism, which is the subject of our investigation here. The queueing structure resulting from the 
OSI protocol layering in the 802.5 standard is such that each station may support a large number 
of logical data links, which feed PDUs to the MAC layer, which in turn governs access to the ring 
transmission medium. The ring runs at either 1 or 4 Mb/s rates, and the ring latency is the total 
time for a signal to propagate around the ring, including the delay in traversing each station. 

The MAC layer supports up to eight priority queues, to give preferential access according to 
user-defined priorities. Real-time critical services can be allocated higher priority for faster access to 
the ring at times of high ring traffic and congestion. Non-real-time critical services can be allocated 
lower access priorities depending on their particular response time requirements. Although the ring 
may operate most of the time at relatively low utilization (where access delays are small for all 
priorities), from time to time the traffic will build up and the priority mechanism is essential to 
ensure the integrity of the real-time critical services. 

The objective of this paper is to describe the performance modelling and analysis of the priority 
access mechanism supported by the 802.5 MAC layer, in order to determine ring access delays as a 
function, of the ring load and the ring parameters (e.g. number of stations). In the next section we 
describe the salient aspects of the MAC protocol and its dynamic operation for priority access. In 
Section 3, we develop a multi-priority multi queue performance model based on the MAC operation, 
and in Section 4 we outline the performance analysis which is based on a multidimensional generating 
function approach [2-3]. Numerical results from the queueing analysis are compared with those from 
a detailed simulation of the MAC protocol. This comparison with the detailed simulation allows us 
to check the validity of some small simplifying assumptions made for the tractability of the queueing 
analysis. The analytical approach in Section 4 is for the case of two priority levels, and is primarily 
for systems with symmetrical loading in each priority class. Possible extensions of the modelling to 
more general cases are discussed in Section 5 in light of what is analytically tractable. 
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2. MAC PROTOCOL OPERATION 

The objective in this section is to concentrate on the salient aspects of the MAC priority mech
anism in normal steady-state operation. We. do not consider any error/failure conditions, on the 
assumption that these states occur only rarely, and do not influence the normal operation of the . 

ring . . 

Access to the ring transmission medium is gained by seizing a token contained in the Access 
Control (AC) field of a circulating token header on the ring [1]. Upon seizing the token, a station 
modifies the AC field to make it into a Start-of-Frame Sequence (SFS), and then appends the 
appropriate address and information fields, ending with the Frame Check Sequence (FCS) and End
of-Frame Sequence (EFS). After transmission of one or more PDUs, a new token is generated and 
subsequent stations are given the opportunity to assume control. of the ring access. The time that 
anyone station has control of the ring is limited for sanity reasons by a Token Holding Time (THT) 
recommended to be 10 ms. 

The AC field is one byte, and it contains three priority bits (PPP) followed by a token bit (T), 
a monitor bit (M) and three reservation bits (RRR). Only stations that have PDUs with priority 
greater than or equal to the token (ring) priority can seize the token. The token bit is toggled to 
represent either a token (T=O) or a SFS (T=1). The monitor bit is used by the active ring monitor 
station to ensure that no PDU circulates more than once around the ring (it does not concern us 
here). The reservation bits are used to request changes to the priority of the ring; there are eight 
reservation levels, corresponding one-to-one to the eight priority levels. 

A feature called "stacking" is used to control the distributed raising and lowering of the ring 
priority, based on the priority and reservation bits [1]. A stacking station is one which has raised 
the priority of the ring, and it uses two stacks to remember both the former priority of the ring 
(receive stack) and the new priority (transmit stack). The new priority needs to be remembered 
because another station may raise the priority of the ring even higher. The receive stack is used at 
some later time to restore the ring to its former (lower) priority. More than one station at a time 
may be a stacking station. Understanding the operation of this stacking mechanism is central to our 
performance modelling, and a detailed description of its working can be found in [1]. 

3. PERFORMANCE MODELLING 

In this section we outline the construction of the multi queue model which forms the basis for 
the performance analysis in Section 4. The model resembles a multiqueue polling system [2-5] with 
finite switchover time between stations. The cyclic polling represents the circulating token, and each 
station contains a set of priority queues representing the eight priority levels supported by the MAC 
layer. This multiqueue model represents an extension to commonly used models [4] used for LAN 
performance analysis. The analysis in the next section is for the simplest case of two priority queues 
in each station, and an extension to the general case of an arbitrary number of priorities is briefly 
discussed in Section 5. 

The arrival processes to each of the stations are assumed to be Poisson, which is reasonable when 
the MAC layer is fed from a large number of logical links. The switchover time between stations 
models the ring latency between successive stations, including propagation time on the ring and the 
latency of the station itself. 

The service discipline among the stationsjs assumed to be exhaustive .(non-gated). This means 
that a station is assumed to keep transmitting until it has sent all its PDUs which fulfill the priority 
criterion of the token. In reality, the time a station has control of the token is limited by the token 
holding time (THT). However, this time is very long compared to the time a station needs to transmit 
a PDU, and therefore a THT violation will seldom occur. As an example, a ring running at 4 Mb/s 
and transmitting PDUs with average length of 256 bytes can send up to about twenty PDUs before 
the THT expires. 
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Our multiqueue model implicitly assumes that the station issuing a token knows the level of the 
highest priority .PDU waiting for transmission anywhere in the system. This would only be the case 
if there were some hypothetical central controller which could track all PDU arrivals at each station; 
this is not the case in the real system. The reservation bits do constitute a means for a station to 
inform others of the priority of the PDU it has waiting, but it is not instantaneous. It is possible 
- though unlikely - that a high priority PDU could arrive at a station after the reservation bits 
have gone by, so that the station holding the token could reissue it at a lower priority than it would 
have done had it known about the high priority PDU. This does not represent a serious weakness 
in the model because the time "window" for such an occurence is at worst of the order of the total 
ring latency (not a large number). 

Another approximation in our multiqueue model concerns the mechanism by which the ring 
priority is lowered. In the real system, a station which exhausts its (high priority) PDUs, and notices 
from the reservation bits that there is (almost certainly) no outsta.nding high priority PDU anywhere 
in the ring, still reissues the token at the high priority because it is the job of the stacking station of 
the high priority to reduce the ring priority. In this way, the ring priority is maintained at the higher 
level until the stacking station is reached - high priority arrivals may arrive at intermediate stations 
to delay the token - and the priority can be set to a lower level. This effect is not represented in our 
model and is the source of some error. Again, this error is determined mostly by the ring latency, 
which is not large. 

We do not model the effect of ring transmission errors, which should be very infrequent in any 
case. In the case of an FCS receive error, the recovery of the PD U in error would be under the control 
of the LLC layer, which may order a retransmission. In the simplest approach, such retransmissions 
can be incorporated into the arrival process without significant degradation in the model. 

There is little previous work on token ring access delays with priority classes. In [5] a special case 
is considered where a single high priority queue is polled alternately between cyclic non-exhaustive 
polls to low priority queues. In [6] two MAC layer priorities are considered, but the modelling is 
based on techniques taken from CSMA networks, where single buffering is assumed and the presence 
of messages to send is probabilistic. Also, there is no explicit modelling of the circulating token, nor 
of the stacking mechanism used in the 802.5 standard. 

4. QUEUEING ANALYSIS 

Consider a multiqueue system with N active stations, each of which transmits variable length 
PDUs at two priority levels; each station will then have two queues: a low priority queue (priority 
= 1) and a high priority queue (priority = 2). Stations are polled sequentially and in a cyclic order 
by a single server. Each queue is served on a First-In, First-Out basis, and the service discipline is 
exhaustive. A station can be polled at high or at low priority, but a low priority poll occurs only if 
there are no high priority PDUs present anywhere in the ring at the polling instant. 

The queueing model for the two-priority token ring is as follows: arrivals at station i, priority j 
(i = 1,2, ... , N, j = 1,2) are independent Poisson processes with parameters Aij; PDU transmission 
times (service times) are arbitrarily distributed random variables Hsj, and we denote: 

. . 
i = 1, ... ,N, j = 1,2. 

We also let Pij = Aijhij be the traffic offered by station i at priority j, Pi = Pit + Pi2 be the total 
traffic offered by station i, and P = Ef:t Pi · be the total ring utilization; in order to insure that 
the system is stable, we assume that P < 1. Moreover, the overhead time needed to switch from 
station i to station i + 1 is modelled by a random variable Us; we assume that the random variables 
Ut, ... , UN are independent, and we define: 

U~2) = E(U?) . . , i = 1, ... , N. 

In a token ring system, this delay Ui corresponds to the propagation delay between stations i and 
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i + 1, plus the latency within station i. caused by ~ookkeepin~ operations. The total latency is 
U = Ul + ... + UN, and we denote by U Its 'expectatIon: U = 2:i=1 Ui· 

The mean delay analysis in cyclic queues is related to the study of cycle times, or times between 
successive polls of a given station. In the two-priority model, we must also define a supercycle time, 
or time between successive low priority polls of a given station. Let then ei be the cycle time for 
station i, and let C: be the supercycle time. By standard methods (see for example [7]), it can be 
shown that E( Ci) = u/(l - p). Our analysis of the mean delay for low priority PDUs is based on 
characteristics of the supercycle time, much in the same way that the mean delay analysis in the 
single priority model is based on a study of the cycle time. 

During a high priority poll with exhaustive service discipline, transmission continues at station i 
until the high priority queue is empty. The "work" or amount of service generated by a single high 
priority PDU enqueued at the polling instant in the high priority .queue of station i is a busy period 
Bt. with Laplace transform given by: 

(1) 

During a low priority poll, however, transmission continues until both the high priority and the 
low piiority queues are empty. The service discipline within each queue is First-In, First-Out, but 
high priority PDUs have non-preemptive priority over low priority PDUs. The work generated by 
a single low priority PDU en queued in station i at a low priority polling instant is a modified busy 
period B~, which is initiated by a low priority PDU, but in which all arriving PDUs at either of the 
two priority queues are transmitted until both queues are empty. We have: 

~B~(S) = ~Si(S + Ail - Ail~B~(S», 

where ~Bi(S) is as defined in (1). 

with 

We now define the queue lengths at polling instants as: 

(2) 

Ltl = number of type 1 (low priority) PDUs present in station i at a low priority polling instant 
of station i; 

Lt2 = number of type 2 (high priority) PDUs present in station i at an arbitrary polling instant 
of station i. 

If Fi is the joint moment generating function of all queue lengths at an arbitrary polling instant of 
station i, we can relate Fi to Fi+l by noting that the service time corresponding to a high priority 
poll of station i is the sum of as many busy periods Bi (defined in (1» as there are high priority PDUs 
en queued in station i at the high priority polling instant, whereas the service time corresponding 
to a low priority poll of station i is the sum of as many modified busy periods B: (defined in (2» 
as there are low priority PDUs enqueued in station i at the low priority polling instant. Hence, by 
arguments similar to those presented in [7], w~ have: 

N 

Fi+l(Xt, ... ,XN,Yt, ... ,YN) = ~Ui(L(Aj2(1- Xj) + Aj1(1- Yj»)) X [Fi(xt, ... ,Xi-1, 
j=1 

N 

~Bi(LAj2(I-Xj)+ LAjl(I-Yj»),Xi+b ... ,XN,Yb ... ,YN) - Fi(O, ... ,O,Yb ... ,YN) 
i~i i=1 

+ Fi (0, ... ,0, Yb··· ,Yi-b Cl) B~ (L:( Aj2~1 - Xj) + Aj1(1 - .Yj»)) ,Yi+l,···, YN)]. (3) 
j~i 

Now, let Ji(j) denote the partial derivative of Fi with respect to Xj when Xl = ... = XN = Yl = 
... = YN = 1, and 9i(i) denote the corresponding derivative with respect to Yj. Then h(j) and gi(i) 
represent, respectively, the expected number of high priority PDUs and the expected number of low 
priority PDUs present in station j at the instant when station i is polled; in particular, /i(i) = E(Li2) 
is the expected number of high priority PDUs found -by the server wh~n polling station i. 
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We also let Pi = E([iO), where [iO is the indicator function of the event "all high priority queues 
are empty at the polling instant of station i"; we can then define g!O) (j) to be the partial derivative 
of Fi(O, ... ,0,1/1, .•• ,YN) with respect to 1/j when 1/1 = ... = YN = 1, and the expected number 
of low priority PDUs found by the server at an arbitrary low priority polling instant of station i is 

E(L'l) = g!O)(i)/Pi. 

By differentiating equations (3) with respect to each of the x's and each of the y's, we obtain a 
set of 2N2 equations in fi(j), gi(j) and g~O) (i), (i, j = 1, ... , N), which yields: 

(0) 1- p' 
9 i (i) = Ail a c, 

1- Pi2 
li( i) = ;\i2(1 - Pi)C, 

where C = E(Ci) = u/(l - p) is the expected cycle length. We can also obtain I.(i), 'as well as an 
expression for gi(i) as a function of gi( i), but we are unable to 'calculate 9i( i), (i = 1, ... , N); an 
approximate method for calculating 9i( i) will be given later in this section. 

In order to find expressions for the second moments of all queue lengths at an arbitrary polling 
instant of station i, we define li(j,k) and 9~0)(i,k) to be, respectively, the second partial derivative 
of Fi with respect to Xj and Xk when Xl = ... = XN = Y1 = ... = YN = 1, and the second partial 
derivative of Fi(0, ... ,0,Y1, ... ,YN) with respect to Yj and Vk when VI = ... = VN = 1. Note that 

fi(i,i) = E(Lt2(Lt2 - 1», and that 9~0)(i,i)/Pi = E(Lt1(Lt1 -1», and the second moments of the 
queue lengths at polling instants can be obtained by differentiating (3) twice. We obtain a system 
of linear equations which in the symmetrical case yields: 

(0) ;\~1 (1 - Pi)2 [ ] -1 [ (2) 
9i (i, i) (1- Pi2)(1- p) (1- N Pi2)(1- Pi) + (N - 1)PilPi2 Nu. + (N - l)UiC 

- 2Nui(1 - N Pi2)(1- Pi)C + 2NUi(~ - N Pi2) gi(i) + N ,xi2(1 - pi2?(1- Pi)cE(B~) 
i1 

+ (N - l)Ail[l - Pi2 - Pi(l - N Pi2)] 1 - Pi cE(B~2)], (4) 
1- Pi2 

Ii(i, i) =;\i2 1
1

-;i2 [Nu~2) + (N -l)uic + (N - 1)Ai2(1- Pi2)(I- Pi)cE(Bl) 
- Pi2 

+ (N - 1) (1 :~~i)2 (1 - Pi2)9\O)( i. i)]. (5) 

where E(Bl) and E(Bf) can be obtained from (1) and (2), respectively. 

To find an expression for the mean delays, we proceed as in [9-10], and consider the queueing 
system in station i as an M / G /1 queue with server vacation time. Let us first consider the low 
priority queue: the supercycle C: introduced at the beginning of this section can be separated into 
a service time at low priority Tt, 'and an intervisit time, or server vacation time A~, which lasts until 
the next low priority poll of station i; by standard methods (see [3] for full details), we obtain: 

( 12) (2) (2) 
E(W:- ) _ E Ai Ail hit Ai2Pi1 hi2 

a1 - 2E(AD + 2(1 - Pi)(l - Pi2) + 2(1 - Pi)(l - Pi2)2 ' 

with 
(0)(.) 1 (0)( .. ) 

E(A~) = ....!-. X !li.......!.... = 1 - Pi x..:., E(A~2) _ _ 9i t, t • 
. Ail Pi 1 - Pi2 Pi ' - A~l X Pi ' 

these three expressions can now be combined to find the mean delay for low priority PDUs: 

(6) 

By arguments similar to those used to derive the mean delay at low priority, we now calculate 
the mean delay at high priority; note that we have to deal separately with a high priority PDU that 
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arrives at station i during a low priority poll of s~atio~ i, and with a high priority PDU arriving at 
station i at any other time. The mean delay obtaJned IS: 

1 1(' .) h~2) A' h(2) 
E(Wi2 ) = x ~ + Pil X _11_ + ,2 i2 

1 - Pi2 2Ai2c 1 - Pi2 2hil 2(1 - Pi2) 
(7) 

The mean delays at both priorities can now be calculated, by using (4) and (5) in (6) and (7), 
respectively. To do this, ,however, requires having an expression for 9i( i). We shall then complete 
our analysis by giving an approximate method for calculating 9i( i). Let us remember that 9i( i) is 
equal to the expected number of low priority PDUs that have arrived at station i since the end of 
the last low priority poll of station i; if V. is the time elapsed since the end of the last low priority 
poll of station i, we have 9i(i) = AilE(V.). To calculate the expectation of Vi, we must look ,at a 
regenerative cycle for which the regeneration points are the instants at which all stations are empty 
of both high and low 'priority PDUs. We define Xi to be the number of cycles in a supercycle. 
By standard regenerative arguments, and assuming that Xi is a stopping time with respect to the 
sequence of cycle times, we have (see [3] for details): 

(8) 

and we can use this expression to calculate 9i( i). 

The second part of our approximation deals with estimating E(Xi) and E(Xl). By regenerative 
arguments, it is possible to show that E(Xi) = 1/Pi (see [3]); let us then begin by estimating Pi: to 
do this, we consider an arbitrary polling instant, and we calculate the expected time elapsed since 
the end of the last poll of station j for j = 1, ... ,N. If we denote by t j this expected time, then the 
probability that station j has no high priority PDUs en queued at the instant of polling station i is 
approximated by e-Aj2tj; in order to calculate tj for j = 1, ... , N, we note that the expected time 
spent polling station k in an arbitrary cycle is PkC, while the overhead time associated with station k 

is Uk, so that tj = L:~-==~ Uk + L:~-==~+1 PkC, where the index k cycles from 1 to N, and then back 

to 1. The approximate value of Pi will then be e- L Aj2tj , and E(Xi) = 1/pi = eLAj2tj. 

It would be tempting now to assume that Xi is a geometric random variable with parameter Pi. 
However, it can be observed that the supercycles are either very short (Xi = 1) or very long, and that 
the second moment of Xi is larger than that of a geometric random variable. Consequently, we select 
for Xi a distribution which has a larger second moment than the geometric distribution: let qi be 
the probability of polling station i at low priority if the previous poll was also at low priority; using 
the same sort of approximation as that used to estimate Pi, we can estimate qi = P{Xi = 1} (see [3] 
for details). To estimate the second moment of Xi, we assume that Xi is a linear combination of two 
geometric random variables: Xi = aXia +(l-a)Xib , where X ia is geometric with parameter Pia and 
Xib is geometric with parameter Pib. We have the constraints E(Xi) = 1/pi and P{Xi = 1} = qi, 
and we shall also assume that a/Pia = (1 - a)/Pib = 1/2Pi. We can now maximize E(Xl), subject 
to these constraints, and we obtain: 

2 1 2 1 
E(Xi ) = -2 X 2 / ' Pi - qi Pi Pi 

and we can now use our estimated values for E(Xi) and E(Xl) in (8) to estimate gi(i). 

5. NUMERICAL RESULTS 

The model presented in Section 3 and analyzed in Section 4 has been tested against a detailed 
simulation of the 802.5 protocol. Some sample numerical results are depicted in Figure 1, for a 
4 Mb/s ring with 16 stations and two priorities. The ring latency per station is 1 microsecond, and 
the mean PDU length' is 128 bytes. The PDU length is assumed to be exponentially distributed, 
with traffic load equally split between high and low priority PDUs. 
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SIMULATED DELAYS 
CALCULATED DELAYS 

1 95% CONFIDENCE INTERVALS 

LOW PRIORITY 

HIGH PRIORITY 

0.0 0.1 0.2 0.3 0.4 0.6 0.8 0.7 0.8 0.8 1.0 

Ring Utilization 

FIGURE 1: TWO-PRIORITY MODEL DELAYS 
N = 16, hit = hi2 = 256 (microseconds), Ui = 1, u~2) = 1, Pt = P2, Markovian services 

The methods presented here could be extended to treat more than two priorities; the equations, 
however, would be extremely complex, and would still only yield closed form solutions for symmetric 
systems. Instead, we are currently working on a different approach to the problem, involving an 
approximation similar to that presented by Bux and Truong [10]. This approach should be valid for 
an arbitrary number of priority classes, and for non symmetric systems. 
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