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1. INTRODUCTION 

Recent changes in the nature of telecommunications networks have caused a change in the 
basic nature of network planning. Increasingly, networks will be characterized by multiple 
services sharing transmission and processing/switching resources. Telecommunications pro
viders need a means of distributing the many service-related nodal processing functions among 
candidate locations (nodes) in the network based on the cost trade off between local process
ing and transmission. Additionally, deployment of new technology, such as optical fiber, 
presents a new set of planning requirements. 

There are two broad categories of nodal processing in which processor location can impact 
transmission requirements. In one category is the processor that completes the customer's 
request, such as directory assistance, credit card verification, and cable TV. In a second category, 
the processor acts as a concentrator and reducer of subsequent transmission requirements, 

. such as multiplexing, remote switch units, and speech compression. This paper focuses on 
the second category. 

Our objective was to develop a tool to help long-range planners decide where to place new 
links and processing facilities in the local loop so as to meet the new demands at minimum 
cost. The primary questions addressed are the following: 

1. At which nodes should each type of processing/switching resource be placed? 

2. Upon which links, current or potential, should transmission facilities be expanded? 

The model we have developed uses the following assumptions. A node is a physical location 
that creates a demand for each type of service. In addition, every node is a candidate location 
for the placement of one or more types of service processors. All demand for a given service 
must undergo a sequence of predefined processes, each of which reduces the transmi~sion 
requirements, and all traffic must arrive at a predetermined node called the collection point, 
analogous to a central office. Each type of processor has both a fixed startup cost and an 
incremental, volume-dependent cost. Both types of processor cost are independent of location. 
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A link is a full duplex direct transmission connection between two nodes. Each link has a mown 
initial capacity, which can be exceeded With a cost penalty. Thus, each link has three costs 
associated with it: (1) pre-exhaust incremental cost, (2) fixed cost of incurring exhaust (exhaust 
penalty), and (3) post-exhaust incremental cost. This cost structure is particularly applicable 
to simulating the replacement of copper wire with optical fiber. All link costs are indepen
dent of location but can be dependent upon distance. 

This problem differs from the well-mown concentrator location problem [1,12,13] in several 
important ways. First, the demands are not uniform throughout the nodes, contrary to the 
assumptions of Boorstyn and Frank [1] and of Mirzaian [13]. Second, generalizing the problem 
to include multiple sequential processor types of unknown location makes it unadaptable to 
the methods of Boorstyn and Frank [1], Mendelsohn et al. [12], and Mirzaian [13]; to the minimal 
spanning tree approach of Kershenbaum and Boorstyn [9]; and to a trans-shipment formula
tion (6-8,11]. Network programming literature (e.g., [7]) provides network models allowing 
gain or loss of flow at a node, but these methods require that all traffic pass~ng through a 
processor node undergo that process, regardless of whether the traffic underwent it at some 
previous node. In other words, there is no bookkeeping scheme to keep track of the process
ing functions already performed on a link's traffic. Third, both the processing and transmis
sion possess discrete rather than continuous cost structure. 

Our approach is to imagine, within a single service, a sequence of parallel layered networks, 
each containing the same link-node layout, such that traffic passing from layer m-1 to layer 
m represents undergoing process m. Traffic traveling within layer m has undergone the first 
m processes but not more. Figure 1 depicts the layered representation of a single-service, four
node network example. The top layer, m = 0, represents the network containing transmission 
costs for unprocessed traffic. Nodes in the top layer generate non-negative demands. Dashed 
lines between layers are unidirectional representations of possible processor locations. Thus, 
all traffic must pass through each layer and exit at the collection point in the bottom layer. 
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Figure 1. Layered network representation. 
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The layered network formulation permits inclusion of the characteristic of conservation of flow 
in the presence of traffic-reducing processors. 

Staff at GTE Laboratories have formulated and implemented three methods for this problem: 
_ (1) a dynamic programming (OP) formulation, (2) a mixed integer linear programming (MILP) 
solution, and (3) a greedy hewistic. Sections 2,3, and 4, respectively, describe these methods. 
Section 5 presents the computational experience from num~rical examples and compares the 
performance of the three methods. 

2. THEDYN~CPROG~.uNGFORMULAnON 

The dynamic programming algorithm assumes a predetermined tree possessing unidirectional 
links pointed toward the collection point. This assumption conforms to the structure of many 
outside plants today. The user's predetermined tree makes the processor location problem 
tractable as a dynamic program. Each node i has a known set of immediate predecessors and 
a known unique immediate successor. 

In dynamic programming nomenclature, a node is a stage. In the processor location problem, 
a given node (stage) may have several predecessor nodes (stages). The policy decision at node 
i is whether to place processors there, and what types. In a two-process problem, for exam
ple, there are four choices: both processor types, type 1 only, type 2 only, and none. The possible 
states associated with node i are the possible processor locations of i' s successor nodes in 
the tree. Consider, for example, the subnetwork from Figure 2 consisting of links (1,2), (2,4), 
(3,4), (4,8). Node l's successors are, in order, nodes 2, 4, and 8. There are potentially 12 possi
ble states associated with node 1, representing the four choices at the nodes 2, 4, and 8. 
However, we show later in this section that the number of states is actually fewer. 
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When the network is a unidirectional tree, the demands generated at nodes can . easily be 
transformed into demands for unprocessed traffic on links. One can then identify links that 
will incur exhaust, as well as the amount of exhaust on each link. This simplifies the problem 
into an analogous problem in which all links possess zero initial capacity, and the demands 
of the transformed network are equal to the amount of exhaust (demand minus capacity) in 
the original network. 

The formulation we present here is for a network offering a single service, requiring two proc
esses, and possessing links of zero initial capacity. Thus, there are only two link cost parameters: 
a startup cost and an incremental cost. Since the user predetermines the tree, link startup 
costs can be calculated prior to solving the processor location problem. The incremental pro
cessing cost, contrary to what one might expect, is also a constant. This is because (1) we 
require all traffic to be completely processed prior to leaving the collection point, and (2) 
processor costs are independent of location. 

Definition of Terms 

upstream - Node i is upstream of node i if i lies on the path from i to the CO. 

predecessor - Node i is a predecessor of node i if i is upstream of i. 

depth - Node i is of depth D in the tree if the number of nodes on the path from i to the 
CO, including i but not t~e CO, is D. 

subtree rooted at i - Ti is a subtree rooted at i if it consists of node i and all links and nodes 
upstream of i. 

Known Parameters 

di = demand at node i. 

Pt, P2, Pt.2 = startup processor costs for type 1 processor only, type 2 processor only, and 
. a processor that does both, respectively. 

et, e2 = transmission cost multipliers for processes l 'and 2, respectively, 0 < et < 1. 

cii = per unit transmission cost of unprocessed traffic on link (i,i). 

bii = per unit transmission cost of singly processed traffic on ,link (i,j), 

1ri = per unit transmission cost of completely processed traffic from i to the collec
tion point. 

qt, q2 = incremental processing costs for types 1 and 2 processing, respectively. 

Ri = set of node i's immediate predecessors. 

s(i) = node i's immediate successor. 

s2(i) . = s(s(i». 

sm(i) = i's mth successor. 

Unknown Values 

(ji = per unit transmission cost from node s(i) to the collection point. 

fi - cost of the best policy for the subtree rooted at i = min {ZO, zt, Z2, Z3}, where 
the z's represent, respectively, the costs of the four choices for node i: no proc
essors, type 1 only, type 2 only, and both types. 

FiDdlng {j 

For each node i, there are several possible states (per unit transmission costs from i to the 
collection point), depending upon i's depth in the tree. Thus, each node of depth greater than 
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one has several possible values of {3. In particular, a node of depth D has D(D + 1 )/2 values 
of {3. For 1 ~ t ~ m, as shown in Figure 3, 

(3itm == per unit transmission cost, for traffic entering node i at layer 0, from node s(i) to 

the collection point; provided that 

the first type 1 processor subsequent to i, is at st(i), 

the first type 2 processor, at or subsequent to st(i), is at sm(i), 

1 ~ t ~ m. 

We compute the values of (3 by starting at the collection point and working upstream, using 
the following recursive relations. 

For j == s(i), k == s(j): 

{3ill == 1rj. 

{3ilm == bjk + {3j,l,m-l for m ~ 2. 

{3itm == Cjk + {3j,t-l,m-l for m ~ t ~ 2. 

Note, if N represents the collection point, and i€RN, then 

{3ill == O. 

Finding f, g 

(1) 

(2) 
(3) 

(4) 

The best policy for i depends not solely on the values of (3, Le., on the unit transmission cost 
of traffic arriving at s(i) unprocessed. The formulation must allow for the possibility that some 
traffic entering i may have been processed, partially or completely, at a predecessor (not 
necessarily an immediate predecessor) of L 

Thus, to determine the best policy at i, we must consider two possible scenarios, depicted 
in Figures 3 and 4. In Figure 3, the first type 2 processor, downstream of s(i), occurs at or 
downstream of the first type 1 processor available to L In Figure 4, the opposite occurs, Le., 
the first type 2 processor, downstream of s(i), occurs upstream of the first type 1 processor 
available to L 
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Figure 3. Node i's successors 1 sf s m. Figure 4. Node i's successors 1 ~ m ~ t ~ v. 
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We now define the values of the policy functions more explicitly. 

film == cost of the best policy for all traffic entering i, provided that, as in Figure 3, 

the first type 1 processor, downstream of i, is st'(i), 

the first type 2 processor, at or downstream of st'(i) , is at sm(i), 

1 si s m. 

gilmv == cost of the best policy for all traffic entering i, provided that, as in Figure 4, 

the first type 1 processor, downstream of i, is at st'(i) , 

the first type 2 processor, downstream of i, is at sm(i), 

the first type 2 processor, at or downstream of st'(i), is at sv(i), 

1 srn < Is v. 

We compute the values of the f's and g's by starting at the deepest nodes and working down
stream, using the following recursive relations. 

For j == s(i), I s m: 

film == min {zftm I r == 0,1,2,3}, 
r 

zUm = (cij + i3itm)di + E. fh,t + 1,m + 1, 
1 

ZlDl~ == zltm == Pi + (hi]' + tJi1m)di + E fh 1 m + 1, for all e, 
hfR· " 1 

ziem == P2 + (ci)' + tJiem)di + E gh t + 1 1 m + 1, 
hfR" " . 1 

zi == ziem == Pi.2 + '1rid i + E fh11, for all e,m. 
hfRi 

For j == s(i) and m < e s v: 

gitmv == min {yftmv I r == 0,1,2,3}, 
r 

(5) 

(6) 

(7) 

(8) 

(9) 

(10) 

where the y's are defined similarly to the z's; i.e., they represent, respectively, the costs of 
the four choices for node i: no processors, type 1 only, type 2 only, and both types. 

3. THE MIXED INTEGER PROGRAMMING FORMULATION 

The mixed integer programming model requires neither a predetermined tree nor unidirec
tionallinks. Since the algorithm does not limit the network to a tree, the links incurring exhaust 
are not known in advance. Since the links may have traffic flowing in either direction, a given 
link's direction is not known in advance. This formulation employs all three link cost parameters 
and both processor cost parameters. 

It uses the following notation. 

~O~ Paramneters 

Di == demand at node i. 

Pm = startup cost for type m processor. 

qm = incremental cost for type m processor. 

em == transmission cost multiplier for type m processor, 0 ~ em ~ l. 
Um = cumulative transmission cost multiplier for first type m processes. 

=: ele2""'?z~-1' for m > O. 

Uo 1. 
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~j =: per unit pre-exhaust transmission cost of unprocessed traffic on link (i,j). 

"j - exhaust penalty on link (i,j). 

cij = per unit post-exhaust transmission cost of unprocessed traffic on link (i,j). 

1'ij = initial capacity of link (i,j). 

N =: number of nodes, as well as the index of the collection point. 

M = number of processor types. 

A = set of links. 

Decision Variables 

~jm = flow on link (i,j) of layer m. 

wim = flow from node i of layer m-1 of layer m; i.e., amount of traffic undergoing proc
ess m at node i. 

ZUn = 1 if node i has a type m processor, 

= 0 otherwise. 

cPij = 1 if link (i,j) incurs exhaust, 

= 0 otherwise. 

The cost function consists of the processor cost plus the transmission cost. The processing 
cost function for the network is given by 

M · N M N 

E Pm E zim + E Qmum-1 E wim' 
m=l i=l m=l i=l 

The transmission cost on a single link (i,i) is given by 

M 

~j E Um~jm' if link (i,j) does not exhaust, 
m=O 

and by 

M 

~i1'ii + h ij + Cij ( E UmXijm - 1'ij) otherwise. 
·m=O . 

We want the mathematics to require that exhaust occurs if and only if cPij = 1 . We accomplish 
this by decomposing each ~jm into two variables, at most one of which can be nonzero. That is, 

~. = X? if and only if cP" = 0 --:.)m --:.)m 1J ' 

= xJ. if and only if cP" = 1 --:.)m 1J ' 
and we rewrite the network's transmission cost flL."lction as 

M M 
E ~). E umxi)'m + E gi)' + ciJ' E umxi)'m' 

(i,j)fA m = 0 (i,i) fA m = 0 

where 

gij = (~i - Cij)1'ij + ~j' 
and we will generate constraints, to follow, that force 

xP. - 0 if cP" = 1 --:.)m 1)' 
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and that force 

xJ. = 0 if cJ> .. = 0 -J.)m 1)· 

The mixed integer programming model's objective function is the combined processing/trans
mission cost function to be minimized. Its primary constraints require conservation of flow 
at each node in each layer. The remaining constraints guarantee consistency between the con
tinuous and the binary variables. 

We now state the mixed integer program, as follows. 

Minimize 

M N M N M 

E Pm E zim + E Qmum-l E wim + E aij E umxijm 
m = 1 i = 1 m = 1 i = 1 (i,j) fA rn = 0 

M 

E Cij E Umxijm 
(i,j)fA m = 0 

+ E g .. + 
( .. ) A 1] 
I,) f 

subject to 

E ~jm - E ~im + wi,rn+l - Wim = Eim for i = l,2, ... ,N,; rn = O,l, ... ,M 
j j 

Wim ~ GZim for i = l,2, ... ,N; m = l,2, ... ,M 

M 

E umxijm ~ "Yij (1 - cPij) for (i,j) fA 
m=O 

M 

E Urnxijm ~ GcPij for (ij) fA 
m=O 

M 

E Urnxijm ~ "YijCPij for (ij) fA 
m=O 

xijm ~ 0, xfjm ~ 0, wim ~ 0 for i = l,2, ... ,N; (ij)fA; m = O,l, ... ,M 

zim = 0,1, cP = 0,1 for i = l,2, ... ,N; (ij)fA; m = l,2, ... ,M 

where 

N 
EN = - E D· m ]' 

j = 1 

Eim = 0 for all other values of i and rn, 

G = a large number. 

(11) 

(12) 

(13) 

(14) 

(15) 

(16) 

(17) 

(18) 

The terms in (11) represent, respectively, the processor startup cost, the processor incremen
tal cost, the pre-exhaust link cost, the exhaust penalty, and the post-exhaust link cost. Con
straints (12) are flow conservation constraints. Constraints (13) guarantee that traffic can pass 
through a type m processor at node i (wim > 0) only if ~uch a processor is placed there (zim = 1). 
Constraints (14) guarantee that the pre-exhaust link flow on (i,j), and its associated cost, will 
be in the model (xijm > 0) only if the link does not exhaust (<Pij = 0). Constraints (15) guarantee 
that the post-exhaust link flow, and its cost, will be in the model (xijm > 0) only if the link 

5.28.1.8 



ITC 12 Torino, June 1988 

does exhaust (<<Pij -= 1). Constraints (16) guarantee that if the value of the link flow exceeds 
current capacity, then exhaust has occu.rred and must be paid for. 

4. GREEDY HEURISTIC ALGORITHMS 

Let us assume that links have only incremental costs. As in the previous section, processor 
cost consists of startup and incremental, traffic~sensitive costs. With this additional assump
tion, using a layered representation, very efficient greedy add/drop algorithms for solving the 
integrated services problem have been developed. 

Since links have only incremental costs, scaling of traffic on link ij in the mth layer by Um 
is equivalent to assigning the following incremental cost aijm to link ij in the mth layer: 
8.jjm = 8.jjUm (19). The same can be done with the processor incremental cost q~:q~ = qmum-l 
(20). 

Suppose that the decisions (zim) of where to place processors in each layer; i.e., 0-1 decisions 
have been made. Let us denote by Z the set of locations in which processors are placed. By 
definition, a processor P im of the mth layer placed in node i belongs to Z if and only if zim = 1. 
In the layered representation, it amounts to specifying vertical links between the layers. For 
each configuration Z of processors, the minimum cost solution C(Z) of serving given demand 
can be found very efficiently. Indeed, the processor configuration fixes startup costs and 
uniquely defines a layered network. Once the startup costs are fIXed, the problem of finding 
the minimum cost solution for a given configuration of processors reduces to the linear opti
mization problem of serving the demands from traffic nodes to the collection point for the 
minimum cost. The cost of transmitting a unit of demand over links in the network is deter
mined by equation (19), the cost of horizontal links, and equation (20), the cost of vertical links. 
This problem can be solved by selecting minimum cost paths from the traffic nodes tc? the 
collection point at the bottom layer, which can be done by using efficient existing shortest 
path algorithms [7,11]. Thus the mimimum cost solution C(Z) for a given set of processors can 
be efficiently calculated by the following equation: 

M N N 

C(Z) = E Pm E Zim + E Ci(Z)Di , 
m=l i=l i=l 

where Ci(Z) is cost of the minimum cost route from traffic node i to the collection point fot 
the network with the set of processors Z. 

We showed that for each configuration of processors the mimimum cost solution can be found 
very efficiently. The algorithm for finding the optimal configuration of processors is an iterative 
procedure similar to a greedy drop algorithm. We start by placing each processor type in every 
candidate location and calculate the minimum cost solution for this configuration. Then, at 
each iteration t, the number of potential locations for processors is reduced by one. To select 
which location to exclude, we tentatively exclude each of the processors from the set zt under 
consideration and calculate the minimum cost solution for each one of the resulting configura
tions. These costs are compared, and the configuration resulting in the total minimum cost 
is chosen. The processor whose exclusion resulted in the minimum cost is then permanently 
excluded. The algorithm stops when no further reduction in cost can be achieved by decreas
ing the number of processors. 

To describe the algorithm for finding the minimum cost configuration of processors, let us 
introduce the following notation: 

zt = {Pim:ztn == 1} a set of processors at tth iteration. 

ztn - a new set of processors constructed by eliminating a processor Pim at node i in layer m. 
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Step 0: 

t ==0 

Algorithm 

Zo - all processors in each layer at each node 

Step 1: Tentative exclusion of a processor from the zt: 

FOR each Pim such that ~k = 1 

Calculate Ci(Zk) - costs of minimum cost routes and 

C(Zk) - the total minimum cost of serving demand with the set of processors Zfm' 

Step 2: Processor exclusion: 

Find C(Z~Mt) = minim C(Zk) 

IF C(Z~Mt) > C(zt) 

THEN STOP - no further reduction in cost is possible. 

ELSE - permanently exclude processor P~Mt: 

zt+l = z~ 
ltMt 

C(zt + 1) = C(z~ ) 
ltMt 

t = t + 1 

GO TO Step 1 

Similarly, instead of the described greedy drop algorithm one can use a greedy add algorithm, 
which starts with no processors and adds, at each iteration, one processor that it places in 
the location providing the largest decrease in cost. Again, the algorithm stops when np reduction 
in cost can be achieved by increasing the number of processors. 

Numerical results showed that both algorithms are very efficient and should be used together. 
Depending on the given topology/cost/demand structure, the optimal configuration may have 
a small, medium, or large number of processors. In the first case, the greedy add procedure 
should provide a better solution, while in the third case the processor elimination algorithm 
should perform better. A similar greedy drop technique has been successfully used by Gersht 
and Weibmayer [5] for the solution of the optimal network design problem. 

5. COMPUTATIONAL EXPERIENCE 

In evaluating a solution method to a cost optimization problem, two questions naturally arise: 
(1) How close to the optimum is the solution it finds; and (2) How quickly does it find out? 
In the case of the greedy algorithm, we also ask, (3) Does the combined greedy drop/add per
form significantly better than either greedy by itself. 

The MILP searches among the largest set of alternatives and finds a global optimum. Its solu
tion provides a benchmark against which to compare the solutions of other methods in terms 
of closeness to optimality. Because it makes the widest search, one would expect the MILP 
to have the longest computation'time. 

With respect to closeness to optimum, the expected performance of the other two methods 
is less obvious. The dynamic programming method searches among a more restricted set of 
alternatives. It forbids backfeed, and it requires a predetermined tree. However, within its 
set of alternatives, the dynamic programming algorithm's search is more complete than that 
of the greedy algorithm. 
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With respect to computational speed, one would expect both the dynamic program and the 
greedy heuristic to be very efficient, espeCially if the number of processor types is not large. 

We used an eight-node, two-process example to compare the three methods and to estimate 
their performance in larger problems. Figure 2 depicts the initial conditions of this network. 
The two processor types produce transmission concentrations of 5-to-1 and 2-to-1, respectively. 
Figures 5 through 7 depict the results of the three solution methods. The DP solution's cost 
is 5.5 % worse than the MILP's optimal, while the greedy drop's is 14.5 % worse than the MILP's 
optimal. The greedy add, however, finds the same solution as the MILP. This suggests that 
both the DP and the combined greedy perform reasonably well in closeness to optimality and 
that the gr~dy add performs better than the greedy drop. However, in other examples, not 
shown here, the greedy drop found a lower cost solution than the greedy add. When the optimal 
configuration possesses few processors, the greedy add will tend to find the solution closer 
to optimal. When the optimal configuration possesses many processors, the greedy drop will 
tend to perform better. In real-world computations, there is no way of determining the optimal 
configuration in advance. Thus, the two greedy algorithms should be used together. 

~ c.p. 
~. ~.,........----( Cost 

$732,230 

Figure 5. Dynamic programming solution. 

Cost 
$795,135 

Figure 6. Greedy drop solution. 

Cost 
$694,151 

• Nod. 

KEY 

e Node performing first process 

@ Nod. perfonnlng both proc ..... 

C.P. Collection Point 

Figure 7. Greedy add and MILP solutions. 
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For this example, as well as for some two-process, 30-node networks, the computation time 
of both the DP and the greedy ranged from a few seconds to three minutes. The MILP, for 
two-process examples of up to 10 nodes, always required more than 30 minutes of CPU time 
to complete the branch and bound tree, although it sometimes found a nonoptional solution 
in signficantly less time. At the time of writing, the MILPs computational time has shown 
some improvement with a different branch and bound computer package than the one originally 
used. 

We note that in both methods permitting backfeed (traffic traveling away from the collection 
point to a processor, as in Figures 6 and 7), the solution contains it. This phenomenon occurred 
in additional examples, as well. Thus, the DP's unidirectional requirement is potentially a 'signifi
cant limitation, while the MILP's long computational time indicates that it is impractical for 
networks of more than 10 to 15 nodes. 

The numerical results thus suggest that the combined greedy drop/add is the preferable method 
in terms of providing a cost-effective solution in reasonable computer time. 
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