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ABSTRACT 

We examine a traffic overload control scheme which has been designed to meet the 
demands of a loosely coupled, fully disributed switching architecture. In the architecture 
considered, each module in the system is identical and consists of a processing element 
and associated port boards. Each processing element monitors its own congestion and 
periodically adjusts its own control levels, independently of all other modules. Sim ulation 
experiments and supplementary analysis are used to study the performance of the 
distributed control scheme. 

1. INTRODUCTION 

The design of a traffic overload control strategy in a loosely coupled, fully 
distributed switching system presents anum ber of challenging problems not encountered 
in a traditional centralized switch architecture. In this paper, we examine a distributed 
traffic overload control scheme which evolved to meet the demands of a loosely coup]ed, 
fully distributed switching architecture. In the architecture considered, each module in 
the system is identical and consists of a processing element (PE) and associated port 
boards (PBs). Lines and trunks attach to the various PBs which only carry out 
rudimentary scanning functions. All hardware stimuli are transmitted to the PE for 
interpretation and servicing. The modules are fully interconnected to one another by a 
fabric that is fast enough to be considered transparent. A call, depending on the locations 
of the originating and terminating users, may be processed by a single module (intra
module call), or by two modules (inter-module call). Thus each module is subject to 
originating load (due to all calls that originate at the module), and terminating load (due 
to all calls that terminate at the module). 

We develop ' a distributed, quasi-static traffic overload control scheme. Each 
PE monitors its own congestion, and periodically ~djusts its own control levels, 
independently of all other modules. We use simulation experiments, and some 
supplementary analysis, to study the performance of the control scheme; realistic 
customer behavior and detailed call scenarios are employed when studying critical issues 
such as the propagation of overload to non-overloaded modules. 

Among the few references that can be found in the literature which treat the 
problem of traffic overload control in a fully distributed switching environment are 
[1,2,3]. References [4J and [5] treat an overload problem in a distributed switching 
machine in which congestion of a centralized resource must be monitored and controlled. 

f. TRAFFIC OVERLOAD CONTROL REQUIREMENTS 

Owing to strict priority scheduling, in the absence of a traffic overload 
control, traffic overload to a system module will prevent all tasks lower in priority than 
call processing from running on that module for the duration of the overload. An 
overload condition, sustained for a long period of time, could ultimately endanger system 
sanity, because system management, maintenance and audit functions would effectively 
be entirely throttled. Thus, a primary requirement of the traffic overload control scheme 
is to guarantee that all tasks lower in priority than call processing run adequately on all 
modules, regardless of the traffic offered to the system. 
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A second but equally important requirement is that all system modules 
cc;>ntinue to have good throughput characteristics, regardless of the traffic offered to the 
system. This requirement means that the strategy for shedding load should result in 
reasonable response times for those calls which are accepted for service. 

It is possible to satisfy both these requirements by ensuring that the PE 
occupancy due to call processing (and higher priority work) does not exceed a design 
threshold Pmax' In addition to these primary requirements, the traffic overload control 
strategy should (i) adequately balance system responsiveness and accuracy, (ii) impose 
little overhead in system modules, (iii) prevent overload conditions on overloaded modules 
from propagating to non-overloaded modules, and (iv) respect the loosely coupled system 
architecture. 

9. DESIGN CONSIDERA TIONS 
The overload control strategy has been shaped in large part by three system 

constraints. The first of these is the fact that the PE call processing utilization 
measurement available on a module cannot distinguish between originating and 
terminating loa.ds, i.e., it yields a measure of the utilization due to both. Thus, if the PE 
utilization measurement p exceeds the design threshold Pmax ' the cause (excessive 
originating calls, excessive terminating calls or both) is unknown. The second constraint 
is the fact that originating traffic associated with a module (off hooks on all lines under 
the control of the PE in question) may either be completely throttled or completely 
unthrottled. This is a consequence of the fact that the PBs can only be instructed either 
to accept or to ignore all new originations. The third system constraint is the fact that 
terminating traffic (unlike originating traffic) cannot be throttled until significant real 
time in the originating PE has been expended on the call; (a call which is going off-module 
and is destined for an overloaded module cannot be identified until the off hook and digit 
stimuli have already been processed by the PE in the originating module). Thus, 
throttling the calls that terminate at a module, although necessary in some situations, is 
intrinsically wasteful of system real time resources. 

These system constrairlts led to the following general overload control 
structure: when a module's measured utilization p (due to call processing and higher 
priority tasks) exceeds the c·ritical design level Pma.x' all originating calls are throttled. If 
this control action fails to reduce p below Pma.x in a certain amount of time, terminating 
traffic is rate controlled (that is, the maximum rate at which terminating calls are 
accepted is decreased) until the measured occupancy p falls below another design 
threshold Pterm-mo.z' The design threshold Pterm-mo.z (Pterm-mo.z < Pmax) is the level to 
which terminating load is controlled when both originating and terminating loads must 
be controlled (we define Pori,-mfJ% = Pma:x - Pterm-mu)' At this point the originating 
bang-bang control is modulated to allow originating load to fill the slack 
Pma:x - Pterm-mfJ%' Pmax is chosen such that the fraction of PE real time (1 - PmaJ 
available to all tasks lower in priority than call processing (primarily system 
management, maintenance and audit tasks) is satisfactory. Similarly, Pterm-mu is chosen 
such that the ratio Pterm-mo.z/(Pma.x-Pterm-mo.z) is proportional to the number of 
completing terminations desired per completing .origination when both originations and 
terminations must be controlled (essentially all originating calls will be throttled if 

P'erm-mo.z is set equal to Pmax)' 

As stated earlier, the control is quasi-static, i.e., PE occupancy measurements 
are made over successive time intervals of length T, and the control levels are adjusted 
only at the interval boundaries. The window, or number of measurement intervals, over 
which we base the PE utilization estimate p varies with the control regime. The estimate 
Pm corresponds to the monitoring window W m and is used to monitor PE utilization when 
no controls are in effect. When control action is required, the window is allowed to grow 
to Wc (Wc > W m) to keep track of the overload "history," and the corresponding 
utilization estimate is Pc' If terminations must be rate controlled in addition to 
throttling originations, . the window and the corresponding utilization estimate are 
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denoted by W, and p, respectively. The windows W", and W, m ust be large enough to 
yield sufficiently accurate utilization estimates without unduly penalizing control 
responsiveness. The window We on the other hand must be large enough to "remember" 
the overloaded past, again without unduly penalizing control responsiveness. 

-I. BASIC LOAD CONTROL MECHANISMS 

The two control variables are u, the origination throttle, and r the 
termination rate level. When u=l, all originating calls are acceptt"d and when u=O, all 
originating calls are throttled, i.e., off hooks for these calls are ignored. Thus, when u=O 
the PE only processes stimuli from calls that are already in tbe dialing stage, that are 
established or that are in the tear down stage. 

The rate control variable r is the maximum rate (calls/sec) at which a module 
(PE) can accept termin,ating calls. This variable is continuous and takes on values in the 
range [r min,r max] . Such a rate control can be implemented via a counter: an .accepted 
terminating call (accepted only when this counter is positive), decrements the counter by 
1. The counter is incremented every measurement interval T by rT up to a limit AI. The 
value of r is dynamically adjusted by the control logic. 

The bang-bang nature of the origination control gives rise to anum ber of 
undesirable effects which can be minimized, but not entirely eliminated, by appropriate 
choice of parameters. Two such effects are "quantization error" and "induced burstiness." 
Quantization error refers to the fact that instead of controlling a pure origination load 
Pori, (Pori, > Pmax) to Pmax ' the bang-bang control results in a controlled utilization 
somewhat different from Pmax' This difference is due to the fact that the bang-bang 
control gives rise to an almost periodic control pattern of finite length . Increasing H'm 
increases the control pattern length which in turn reduces the quantization error . 
Induced burstiness refers to the fact that the bang-bang origination control presents the 
PE with a chopped up or bursty stream of calls which typically results in increased 
queueing delays. This effect is minimized by choosing the basic measurement int~r\'al as 
small as possible, consistent with implementation constraints. 

Implementing the rate control via a counter, as described earlier in this 
section, approximates the input-output relationship of an ideal rate controller quite well. 
Such implementations have been used in other applications and have been studied in 
detail in [5]. Note that if the terminating load Pterm exceeds Pmax ' and rate control is 
exercised, the correct value of r is determined by Pterm-mu and is independent of the 
actual offered terminating load. 

5. THE CONTROL ALGORITHM 

Figure 1 shows a flow chart of the control algorithm. The origination control 
u is adjusted after every observation interval, and the rate control r is adjusted at 
multiples of Wt observation intervals. Initially, u=l, r=rmax, and P=Pm . When P 
exceeds Pmax' u is set to O. Since we would like to err in favor of termination traffic, we 
assume that the overload is due to origination traffic and do not reduce r. As discussed in 
Section 3, we now use Pc as an occupancy estimate (i.e., P=Pc)' If the overload is due to 
origination traffic (i.e., Pori, + P'erm > Pmax and Pterm <Pma.x ), then, after several 
intervals, Pc will fall below Pma.x' At this point we can return u to I, and P=Pm, and 
return to the monitoring state. 

If, however, Pterm > Pma.x then the occupancy will not fall below ' Pma.x' This 
indicates the need for termination control which is invoked when u has been zero for 
(N •• it - W m) measurement intervals. At this point we assume that the entire load on the 
PE is due to terminations, since no originations have been accepted for a considerable 
time. Recall, from Section 3, that when P'erm > Pmax we want to allow in terminations 
at a rate such that the termination load is p'erm-",.s' The balance ~ill be taken up by 
origination traffic if there is enough of it. We adjust revery W, intervals as follows: if Pt 
is the estimate of PE occupancy in the previous W, intervals, the new value of r is 
calculated using the following formula (T denotes tighten): 
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. ( ( rt P'erm-maz ] ] 'f A mln max rmiD' Pt ' rmax I Pt > 0 

rmax if Pt = 0 

This method of adjusting r will drive the occupancy due to terminations towards 
P'erm-mu' Meanwhile we continue to monitor Pc' Wh-en the reduction in r takes effect, Pc 
will fall below Pmax and at this point, we return u to I, thus relinquishing origination 
control. If now the occupancy again goes over Pmax' this would be an indication that 
P'erm-mu + Pori, > Pmax' and u is again set to zero. 

If Pori, + Pterm-maz < Pmax' however, then even after u=l, PE occupancy will 
stay below Pma:x.' This indicates the need to increase r in order to use the available call 
processing capacity. The algorithm does this whenever it finds that, at a measurement 
interval that is a multiple of Wt , u=l for the previous Wt measurement intervals and 
Pt < Pma:x.· The form ula used to adjust r is the following (L denotes loosen): 

Note that this formula will either increase r or keep it unchanged . This algorithm will 
drive r towards a value such that the total PE load (including the origination load Pori, ) 
becomes Pmax ' 

Various load scenarios can be traced through and it will be seen that the ideal 
input-output behavior of the algorithm is as shown in Figure 2. In each area bounded by 
solid lines, we show the amount of termination load and origination load, respectively, 
that will be accepted if the point corresponding to the offered load (i.e., (Pterm, Pori,) ) falls 
in that area. 

6. SIMULA TION EXPERIMENTS 

A series of simulation experiments demonstrating the functioning and efficacy 
of the distributed control algorithm has been conducted. The simulation incorporates 
customer behavior such as retries and customer patience, and a realistic call model in 
which elements of the call (stimuli) arrive in a temporally distributed manner. In the 
simulation example described below we use Pmax = 0.80 and Pterm-mu = 0.6. There are 3 
PEs in the system; modules 1 and 2 are only offered inter-module calls destined for 
module 3, and module 3 is also offered intra-module calls. The objective of this example 
is to study the effectiveness of the basic control strategy in module 3. 

The parameters of the control algorithm used in the experiment are as 
rollows: 

basic observation interval, r - 2 sec 
U-' m - 15 
U' c - 60 
N wait = 30 
Wt == 5 
rmin - 0.5 

rmax - 10 
maximum value of rate control counter, M = 30 
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The intramodule and intermodule call models used are as follows: 

Intramodule Call 

Stimulus PE Distribution of 
Processing Time Time Till Next Stimulus 

(msec.) (Time in Seconds) 

off-hook 50 uniform [1, 3] 
1st digit 20 uniform [.25, .75] 
2nd digit 20 uniform [.25, .75J 
3rd digit 20 uniform [.25, .75J 
4th digit 40 uniform [2, 8] 
answer 50 uniform [30, 210] 
hang-up 1 50 uniform [1, 2] 
hang-up 2 50 -

Intermodule Call 

Stimulus Originating PE Terminating PE Distribution of Time 
Processing Time Processing Time Till Next Stimulus 

(msec.) fmsec.) (Time in Seconds) 

off-hook 50 - uniform [I, 3J 
1st digit 20 - uniform [.25, .75] 
2nd digit 20 - uniform [.25, .75} 
3rd digit 20 - uniform [.25, .75] 
4th digit 40 50 uniform [2, 8] 
answer 50 50 uniform [30, 210] 
calling party hang-up 50 - uniform [1, 2] 
called party hang-up - 50 -

It follows from the above call models that an intramodule call requires 300 ms 
of processing time in the PE. An intermodule call requires 250 ms of processing time in 
the originating PE and 150 ms in the terminating PE. If a call is controlled upon 
origination then it obviously requires no PE processing time. If an intermodule call is 
blocked by termination control then it ends up using 150 ms in the originating PE, and 

essentially no time in the terminating PE. Thus a PE can carry at most ~:~~ = 2 ~ 
intramodule calls per second, or the terminating parts of 0.80 = 51.. intermodule calls 

0.15 3 
per second, if there are no originating calls on this PE. If there is sufficient originating 

traffic then a PE should carry no more than 0.60 = 4 terminating calls. 
0.15 

We show the results from a typical simulation experiment. The simulation 
was carried out for an hour of system time with the load kept constant over successive 15 
minute intervals. In Figure 3 we plot the time series of the control levels in module 3. 
Each box represents a 15 minute interval; the upper plot is of r and the lower plot is of u. 
To the right of each box is the time average of u and r, and the PE call processing 
occupancy, over the time interval represented by that box. .. 

In the first 15 minutes, the offered originating and terminating load on module 
3 is 0.3 i.e., a total load oC 0.6. Since 0.6 < PmaxJ there is no need for any control; thus u 
should be equal to 1 and r should b~ equal to r mu' 
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Over the next 15 minutes the terminating load on module 3 is left unchanged 
but the originating load is increased to 0.9. Since the offered terminating load ( 0.3 ) is 
less than Pterm-mos' all of it must be accepted, i.e., there is no need for termination 
control. As desired, r=10 throughout, and u is chopped between 0 and 1 so t-hat the 
average value is 0.56, i.e., on the average, 56 percent of the originations are accepted. 
This yields a PE occupancy of 0.79 which is close to Pmax,( = 0.80). 

In the next 15 minut.es the originating load on module 3 is uncha.nged but the 
terminating load to module 3 is increased to 0.9. The algorithm applies origination 
control and after NtlJ4it - W m (= 30 seconds), the termination control is also activated. 
The rate control level reduces rapidly and then stabilizes at 2.67. At this point the PE 
occupa.ncy, measured over the previous "Te measurement intervals, has fallen below Pma.x _ 

and the origination control is relinquished. From this point until the end of this 15 
minute period r=2.67 and u is chopped between 0 and 1 so that the PE occupancy is 
maintained at 0.80. 

For the last 15-minutes of the simulation, the originating load on module 3 is 
reduced to zero and the terminating load is kept the same. The termination control level 
now oscillates, giving an average rate of 5.22 over these 900 seconds. The origination 
control is not fixed at 1 (as it ideally should be) since once the level of r overshoots the 
correct value, u must be made zero before r can be reduced again. Thus, even though 
there is no originating traffic, origination control is being exercised. This seems to be an 
inevitable consequence of the fact that we cannot separately measure the PE occupancy 
due to origination and termination loads. 

7. CONTROL THEORETIC ISSUES 

A number of control theoretic issues alluded to earlier have been studied, but 
space limitations preclude their inclusion here. These issues include: "quantization error" 
and "induced burstiness" which are consequences of the bang bang origination control; the 
accuracy of the utilization estimate used and its impact on the sizing of the monitoring , 
control and terminating windows. 
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Figure 1. Flow Chart of the Overload Control Algorithm 
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Pterm,Pmu. - Pterm 
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Figure 2. Ideal Input-Output Relationship for the Overload Control Algorithm 
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Figure 3. Time Series Plot of Control Levels of Module 3 in the 3-Module Example (see Sec. 6) 
In each box the lower plot is of u and the upper plot is of r 
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