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Abstract 

Dynamic Alternative Routing (DAR) is a simple but highly efficient 
decentralised routing scheme developed for the UK trunk network. This 
paper examines how to dimension the UK network given known multiple 
traffic patterns together with unpredictable variations in traffic. Previous 
methods are first examined. We then present the results of a cost 
comparison of DAR and AAR using simple sizing techniques. Finally, 
more powerful techniques are examined based on the implied cost method 
of Kelly. 

1. DYNAMIC ALTERNATIVE ROUTING (DAR) 

DAR was developed for application to the UK trunk network [1]. The 
development and motivation for it are described fully by Stacey and Songhurst [2]. 

The UK trunk network comprises a top tier of 55 fully-interconnected Digital Main 
Switching Units (DMSUs), and a lower tier of local exchanges, each of which is 
connected to two DMSUs. Fig 1 illustrates part of the network available to 
connect two local exchanges L1 and · L2. 
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Figure 1 DAR r.outing 

Calls originating at local L1, and bound for distant local L2, are offered first to 
DMSU B, overflowing to DMSU A if that link is busy. From B the call is offered 
in turn to each of the target local's two DMSUs, and there are therefore two 
single-link paths available through the main network. If these are unavailable an 
alternative two-link path is chosen via a currently recommended tandem DMSU (E 
in Fig 1). If the lInk (BE) to the tandem exceeds its trunk reservation threshold 
then the call is blocked and a new tandem is chosen by B from the available set, 
for use by the next call to L2 from B which overflows both links BD and BC. 
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2. MULTI-HOUR SIZING METHODS 

The classical dimensioning problem consists of seeking to minimise network cost 
subject to grade of service constraints for the different traffic patterns. Hill-climbing 
approaches related to some of the work we present are described in [3], and [4J. 
The usual constraint is a single overall grade of service constraint for each hour, 
however this needs to be augmented by additional constraints to prevent the 
performance of individual streams becoming unacceptable. This is usually done by 
adding a penalty function to the objective function to avoid introducing an excessive 
number of constraints. Such approaches are suitable for small networks, and can 
provide a useful check on heuristic methods, however they have the draw-backs of 

being too cpu intensive for large networks. 
solving the integer programming problem by rounding up the associated 
real-valued problem, which can be sub-optimal. 

This latter point becomes more important with the advent of increasing circuit 
modularity. The work of AT&T [5] involves approximating the problem by a large 
linear programme, and solving this. Bell-Northern introduce the idea of bundle 
dimensloning [6, 7], which is a method applicable to large networks and protects the 
grade of service of individual streams. 

All the above methods are essentially point-optimisation methods, that is they 
assume that traffic patterns are precisely known. In practice, of course, this is not 
the case. A range of factors (including traffic growth, forecasting error, day-to-day 
traffic variability, and traffic measurement error) causes the actual traffic in the 
network to differ significantly from the forecast traffic levels, and this in turn causes 
the grade of service seen by customers to be very different from the target 
end-ta-end criteria to which the network is sized [8,9]. We take the view that any 
realistic and efficient dimensioning method must take these factors into account. 

3. SIMPLE MULTI-HOUR SIZING USING DAR 

We next present the results of cost comparisons of single and dual-parented DAR 
and AAR based on simple multi-hour dlmensioning techniques which are novel in 
that they take into account the difference between forecast and actual traffic levels. 

3.1. Single-parenting 

Three routing schemes were considered 

(a) 

(b) 

(c) 

Direct routing DMSU-DMSU but without overflow. 

Two-tier hierarchical AAR with each tier being fully inter-c onnected 
internally. No overflow within each of the two tiers of switching is 
permitted, but overflow up the hierarchy is allowed. 

DAR. Trunk reservation was applied on each link of the typical 
two-link alternative route in order to protect traffic offered first choice 
to those links from overflow traffic. The trunk reservation parameter 
depends mainly on the size of the protected route, and for this study, 
the values used ranged from 4 (small routes) to a limiting value of 9 
(large routes). 

The raw data for the study consisted of two forecast traffic matrices, representing 
morning and evening design date traffics for the main network. In order ~o 
produce realistic performance measures which reflect the day-to-day traffIC 
variability and capacity mismatch encountereq in practice, overall grade of service 
(OGOS) . methodology [9] was used to generate a matrix of distributions of actual 
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traffic from the forecast traffic matrices. These may · be thought of as representing 
the underlying distributions of actual (time-consistent busy hour) traffic for the 
whole provisloning period, taking into account day-to -d ay traffic variability, 
measurement and forecasting error, traffic growth, and the current BT measurement 
and forecasting procedure. The performance of each network was then calculated 
using traffic matrices sampled from the matrix of distributions. 

Finally, the nominal design grades of service used by the sizing method of each 
routing scheme were iteratively adjusted in order to produce comparable out-turn 
performance for all the three schemes, so as to compare their costs. 

The direct routing scheme was sized to the maximum of the morning and evening 
traffic matrices. Both AAR and DAR were dimensioned using heuristic variants of 
the sizing-up approach combined with single-link overload techniques [10]. 

Cost versus gos curves were produced, from which we can cost the three rou.ting 
schemes, given some performance constraints. As an example, we may require that 
at Monday traffic levels the mean stream grade of service (gos) < 0.02, and the 99 
percentile of the stream gos distribution < 0.08. It is stressed that these constraints 
are purely for illustration, and are not those used by BT. The attendant savings 
(tabulated here) are, however, typical. 

Fixed Hierarchical 
DAR routing AAR 

Inter-DMSU 
30-circuit 15050 14848 13870 
Terminations (1.00) (0.99) (0.92) 

Module- 1192000 1116000 1080000 
kilometres (1.00) (0.94) (0.91) 

Relative 
Line-Plant 1.00 0.94 0.91 
Costs 

Table 1 Multi-hour results (single-parented case) 

3.2. Dual-parenting case 

The version of dual-paren ted AAR considered was isomorphic to dual-parented 
DAR (cf Fig 1) but without overflow to two-link alternative routes, and therefore 
without the use of trunk reservation. The inter-DMSU links were sized to forecast 
levels with links dimensioned independently to first choice traffic, neglecting 
overflow, using a 3-criteria method. This fixed the link capacities for dual-parented 
AAR and dual-parented DAR. 

The actual traffic levels were then varied in two stages. First, all streams were 
overloaded by 10%. Then half the links, selected at random, had their traffic levels 
increased by x% and the rest reduced by x%. This mimics unbiased forecasting 
error, unforeseen demand, etc giving a simplified but stringent test of a routing'S 
ability to cope with traffic and capacIty mismatch. The results are shown in Fig 2. 

The power of DAR compared to AAR is striking. Fig 3 re-casts these results into 
a different form, and shows how much additional traffic can be carried by DAR, 
compared to AAR, given the same link capacities. This was calculated by 
increasing the traffic offered to the network with DAR until the out-turn mean and 
99-percentiles matched those for AAR. 
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Fig 2 Effects of traffic 
and capacity mismatch 

Fig 3 Extra traffic capacity 
of DAR 

We turn now to more powerful dimensioning tools based on Kelly's implied cost 
approach. 

4. IMPLIED COSTS, SHADOW PRICES AND DAR 

4.1. Blocking Probabilities for a Network with DAR 

25 

For the sake of simplicity we shall describe the single-paren ting case. Calls 
between the nodes joined by link k arrive at rate vk and are "worth" wk (thus 
allowing differing revenues to be modelled if requirea). Such calls finding link k 
busy can be tandem routed via a two-link path {a,b} using DAR. Each link has 
capacity Clk and a trunk reservation level rk = Clk - C2k. If Lk denotes the 
stream bloCKIng, the rate of return from the network IS 

Let Bik be the probability that a call of priority level i is blocked (i=l for direct 
calls and 2 for overflow calls) and let Pk{ a,b} be the probability that the alternative 
route {a,b} is used given that the direct link k is blocked. DAR can then be 
modelled' [10] using 

} 
1 . 

Pk{ a,b ex l-(l-B 2a)(1-B 2b) 

Let 0lk and 02k denote the 
reservatIon thresfiold, and let 

mean 

if {a,b} a valid alternative. 

arrival rates above and below the trunk 
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give the blocking probabilities when the offered streams are Poisson. Thus we can 
construct a set of fixed-point equations for the B's, which can be solved using 
repeated substitution with appropnate damping. Note that a solution is ~uaranteed 
by the Brouwer fixed point theorem, and that multiple solutions can eXIst at high 
blocking levels if the trunk reservation parameters are too low. 

4.2. Implied Cost Calculation 

Implied cost methodology [11,12] provides a method of obtaining the derivatives of 
W with respect to v, Cl and C2. Let Cjk, i= 1,2 be the implied cost of link k in 
blocking state i which measures the knocK on-effect elsewhere in the network if a 
call is accepted. These costs are defined as 

c'k = - (B'+l k - B'kr1 dW I I, 1 dOik 

and can be easily calculated from the following fixed point equations [ibid] 

{ 
aB1k 

cik = (Bi+ 1,k - Bikr 
1 

[sk + c1klvk BOik + 

2 h Pj{a,k} B1j (1- B2a)(Sj{a,k)+ C2k)] ::i~k} 
j,a 

with B3k= 1, and where sk and sk{ a,b} are given by 

sk and sk{ a,b} are the surplus values associated with link k and the two-link 
alternative {a,b}, for example the latter has the interpretation that if a call is carried 
on the two-link overflow path {a,b}, it generates revenue wk directly but at a cost 
of c2a+c2b' 

The quantities of interest for capacity allocation are "shadow prices" defined by dik 
= dW/dCik, which are a linear transformation of the c's, 

j,a 

We have some freedom to define these derivatives, and shall take the derivatives at 
integer pairs to be 

af af 
-- = f(C1k,C2k) - f(C1k-1,C2k-1), aC2k = - {f(C1k,C2k) - f(C1k,C2k-1)} 
aC1k 

in which case d 1k gives the difference in return if the number of circuits is altered 
by 1 with the trunk reservation held fixed, whilst d2k measures the difference in 
return if the trunk reservation parameter is altered by one. 
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5. MULTI-HOUR SIZING USING SHADOW PRICES 

5.1. The Multi-Hour Sizing Problem 

Suppose we wish to achieve a specified level of return at minimum cost and that it 
costs amount Ak to install a circuit on link k, then the problem is to 

minimise 2 Ak C1k 

k 

(the objective function) 

subject to W ~t. Cl' C2) ~ (1 - bt) 2 t=l .. T 

k 

(5.1) 

where the suffix t denotes the hour. 
service for hour t. 

If wk t = 1, then bt is the design grade of , 

The implied cost methodology can be used to solve the problem (5.1) with the 
optimisation joihtly over Cl and C2. But practically speaking the trunk reservation 
parameters are chosen to ensure tnat the network IS robust in the statistical sense. 
Moreover sensible values of the trunk reservation parameters can be set fairly easily 
rIO], and in what follows we shall assume that the trunk reservation parameters are 
fixed. 

5.2. The Use of Shadow Prices 

If we regard Clk as a continuous parameter, then the Kuhn-Tucker conditions 
necessary for a local optimum are 

If there is just a single hour and if C1k > 0 then at a local optimum for a single 
hour, 

dlk dVV 
Rk = -- = a constant (the multiplier }.) where dlk = ~ 

Ak u~lk 

thus with integral C1k it is natural to augment the links for which Rk is large and 
decrement those for which it is small. 

The introduction of multiple hours complicates matters. For the purpose of 
illustration, and because only two traffic matrices are available for the UK network, 
consider the case of t=2. If one of the constraints is not active at the optimum, 
then we are in the former situation, however if both are active then if elk > 0 
then 

Ak - I}. dW = 0 
t t dClk 
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The Lagrange multipliers ).t measure the chan~e in the objective function with 
respect to the constraints. A practical solution IS to start with these equal for all 
,hours and use the sum of the ratios 

as a guide to capacity allocation. 

This does not guarantee stream k's grade of service and we might decide to bound 
the acceptable grade of service, 

Imax 2 bmax, a constant with bmax .? bt for all t. 

A natural way to proceed is to optimise the network with this constraint absent. If 
the conditions are violated for certain streams, then the worths of these streams can 
be set to 1 and the rest to zero. The network can then be augmented using the 
new shadow prices until these constraints are met. 

5.3. Software Tools/Heuristics 

The shaQow prices are natural quantities to use in hill-c1i,mbing. Simple algorithms 
can be constructed using the above quantities which enable the optimisation to 
proceed semi-automatically, allowing user-interaction, such as 

' 'f ' ' 

\ 

AUGMENT - add to the link (or links) with the highest ratios 
DECREMENT - subtract from links with the lowest ratios 
SWAP - move modules from lowest ratios to the. highest, - which can be 
done keeping the overall number of modules constant, or keeping the cost 
constant. This can also be performed just using the shadow prices rather 
than ratios. 

In addition, other approaches are to 

PROJECT - that is take the projection of the negative gradient of the 
objective function along the tangent to the constraints. 

The latter decreases costs and if the constraints were linear, keeps the achieved 
grade of service constant. If we are in a sensible region the constraint contours 
will tend to be convex, thus application of PROJECT worsens the grade of service. 
Nevertheless this appears to be a useful tool if the circuit sizes are large. One 
approach that seems to work well is to reach a suitable feasible solution inside the 
boundaries, that is with all the gos-ty pe constraints as strict inequalities, and then 
use projection to decrease the network cost whilst moving towards the boundaries. 

A typical way in which one could use these tools is to start from a suitable 
network (eg a feasible orie), and then move to~ards the cqnstraint boundaries using 
DECREMENT appropriately. Next use SWAP or PROJECT to decrease costs, 
whilst AUGMENT can be used to move back inside the constraint boundaries if 
necessary. 

For small networks it is feasible to increment using single modules. For large 
networks, the recalculation of the blocking probabilities is cpu intensive~ thus only a 
limited number of steps can be made. One way to proceed is to use a coarse 
resolution to begin with (altering many links at once in possibly multi-module 
steps), and then gradually reduce the resolution once no further change is possible 
with the previous resolution, so that finally a small number of steps altering in 
single module sizes are taken. 
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5.4. Bundle Dimensioning 

This is a techriique used in a different conte~ by Bell-Northern [61. The essential 
idea is the following: the traffic in and out of node i, Ai needs at least Ci* circuits · 
if its grade of service is less than B, where 

thus this is a lower bound on the number of circuits connected to i. Performing 
this calculation for the morning and evening gives node or "bundle" bounds. In a 
large network with DAR (and 50 nodes is large enough), provided the circuits are 
allocated in a sensible way with the node bounds met, It should be possible to meet 
the design grade of service. 

A typical augmentation algorithm then might be to start from an initial 
configuration, compare each bundle with its bounds and add or subtract circuits 
from the most suitable link in each bundle, using shadow price ratios to 
discriminate between links. The shadow prices are then recalculated, and the 
process continued. When bundle bounds have been met, some further augmentation 
is possibly needed to ensure that the actual grades of service are within prescribed 
limits. Further minimisation is possible using the approaches outlined above. 

Thus this method effectively tends towards equalising grades of service, and updates 
O(N) links at a time, and IS therefore suitable for large networks. 

5.5. Results 

A number of example networks have been examined, and the algorithmic approach 
appears to work well. An example of the danger of automatic dimensioning 
algorithms is that the theoretical optimum can be very unrobust. For example a 
number of symmetric networks were analysed, and for some of these multiple 
optima exist, each being "skew" and a muror image of the other. However in 
practice one would prefer a marginally more expensive solution, which was 
symmetric in nature and clearly more robust. Using the approach outlined above, it 
is possible to detect the way the optimisation is gOIng, and so stay with more stable 
network configurations. 

Example 1 

This is a four node sub-set of the BT trunk network, where the morning traffic on 
one link is 5 to 10 times the other offered traffics. This link is also the shortest. 
The iotal offered traffic is 4814E in the morning and 4622E in the evening; link 
costs are distance related and the objective was to dimension to a 1 % overall grade 
of service in the morning and evening using modularity 30. 

Dimensioning Cost gos worst gos worst 
Method units am am eve eve 

Morning @ 1% 4.371 .0012 .0019 .0807 .3600 
Evening @ 1% 4.598 .0794 .1165 .0015 .0021 
Maximum @ 1% 5.044 .0000 .0000 .0001 .0006 
Maximum @ 5% 4.742 .0004 .0006 .0069 .0255 

Algorithm (11 4.704 .0053 .0102 .0077 .0246 
Algorithm () 4.692 .0076 .0110 .0067 .0190 
Algorithm (3) 4.725 .0071 .0100 .0036 .0100 

Bundle 4.703 .0063 .0089 .. 0082 .0280 
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The first three results provide bounds on the costs and refer to the appropriate 
traffic matrix and dimensioning criteria. Runs 1 to 3 were obtained using the 
techniques described above. Runs 1 and 2 illustrate slightly different final 
configurations, obtained by using different combinations of the software tools, and 
(3) ~ives the increase in cost when the individual stream grades of service are 
requIred to be less than 1%. Bundle dimensioning works well at the expense of 
~ome streams. The cost saving over straight-f orward dimensioning to the maximum 
IS therefore 6 to 7%. .Note that for this example a simple decentralised 
dimensioning scheme - dimensioning to the' maximum traffic at 5 % - gives a good 
performance. 

This is a network with large circuit sizes (at least 300), thus the implied cost 
approximations can be expected to be good. 

Example 2 

This was a 10-node subset of the main network, with total morning and evening 
traffics of 4855 and 4450E (similar to example 1), but with offered traffics ranging 
from lE to 700, and with modularity 30. 

Dimensioning Cost gas worst gas worst 
Method units am am eve eve 

Morning @ 1% 6.5911 .0000 .0000 .0627 .2667 
Evening @ 1% 6.8565 .0707 .2245 .0000 .0001 
Maximum @ 1% 8.1726 .0000 .0000 .0000 .00000 
Maximum @ 5% 7.2817 .0005 .0039 .0000 .0002 
Maximum @ 10% 6.9810 .0054 .0307 .0001 .0013 

Algorithm (1) 6.3311 .0086 .0893 .0087 .0442 
Algorithm (2) 6.5070 .0039 .0366 .0029 .0225 

Bundle 6.3397 .01 .0677 .0063 .0634 

Note that here the networks are cheaper than those using . naive dimensioning " 
methods - 6.5% less than using the maximum dimensioned to 10%. Using the 
maximum traffic matrix does not put circuits in the most cost-effective places. 
Bundle dimensioning performs well, but a lot of re-arrangement was necessary to 
reduce costs, and the bundle bounds had to be exceeded to achieve the desired 
gos. 

Example 3 

Watanabe et al [13] propose a multi-hour sizing method suitable for networks with 
dynamic routing or tIme-var ying AAR routing. Their method essentially optimises 
the overflow routings and link capacities separately for each hourly traffic pattern, 
then takes the maximum link capacity across all hours as an initial, feasible, 
solution, and finally adjusts link capacities down to reach an optimum multi-hour 
design. This network forms a nice test case for implied cost techniques, and the 
completely different approach of implied costs and DAR produces a network design 
with virtually identical cost and performance but different link capacities. The 
details are as follows. 

The 6 hourly traffic patterns were first reduced to the hours (10, 17 and 22) 
between which any significant non-coincidence obtains. This was done using the 
measure of non-coincidence suggested by Huberman et al [6]. The 3 hours were 
then sized pair-wise in descending order of non-c oincidence. Specifically, hours 10 
and 17 were most non-coinciden t, and were therefore sized jointly starting from 
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initial link CapaCItIeS set equal' to the minimum of the corresponding traffics in the 
two hours. Trunk reservation values were set equal to 1 on all links for all hours. 
Capacity was then iteratively added to the link with greatest shadow price in the 
hour with worst mean grade of service, until both hours' mean grades of service 
were roughly 0.01. Then, further capacity was added to bring the mean grade of 
service of hour 22 down to 0.005. The resulting link capacities were as follows. 

Total 
Link (1,2) (1,3) (1,4) (2,3) (2,4) (3,4) Circuits 
Implied cost: 40 57 80 62 90 159 488 
Watanabe: 29 71 95 57 86 150 488 

With these capacities, the stream grades of service were effectively zero for all 
hours other than 22. 

6. EXTENSION TO VARYING TRAFFICS 

We describe one possible way of merging OGOS considerations with the implied 
cost method, so as to size networks using DAR efficiently whilst observing 
performance constraints which are based on actual traffic levels, and not just on 
forecast traffic levels. In essence, this can be done by using the derivatives dW/dvs 
( defined in terms of the implied costs ci) to calculate . how random day-ta-day 
variations in the mean traffic level of eac~ stream affect the traffic carried (and 
hence grade of service) of all streams. The details (for a single forecast traffic 
pattern) are 

Step 1. Pass from each stream's forecast design-date traffic level to the 
corresponding distribution of actual offered traffic near the design date. This step 
incorporates the effects of the measurement and forecasting process, day-to-day 
traffic variability, forecasting error etc. 

Step 2. Dimension the network using implied cost tech niques applied to a 
reference traffic pattern consisting of the mean values (vs) of the design-date 
offered traffic levels (vs), and with a constraint on the mean grade of service. 

Step 3. When the constraint is reached, calculate the marginal grade of service 
distribution for each stream 'r' as follows. The mean grade of service of stream 
'r' varies from day-to-day as a function of the daily mean stream levels vs' and if 
we assume that the random fluctuations of Vs are not too large, then tne daily 
grade of service of stream 'r' is given approximately by 

gr e: gr + I dgr (vs-vs) 
s dus 

_ --1 _ dWr _ _-1 dWr ( :\ 
= gr + vr (1- gr - -d -) ( vr-v r) - L vr -d - vs-v sJ 

ur sfl!r Us 

where W is the carried traffic of stream 'r', and derivatives are taken at the design 
date reference traffic levels (vs), and are calculated by setting the worth of stream 
'r' = 1, and all other worths = O. 

Step 4. Calculate the percentiles of the stream grade of service distributions which 
are of interest. If they are acceptable, then stop, otherwise use implied cost 
techniques to upgrade links further, and go to step 3. 
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7. CONCLUSIONS 

DAR is a simple but effective form of decentralised dynamic routing. It can be 
used in existing networks with current dimensioning schemes to give an improved 
performance, or reduced cost. However, further benefits can be obtained if a 
sympathetic dimensioning scheme is used. 

Implied cost methodology provides an attractive way of dimensioning networks when 
allied to hill-climbing techniques. It can be used with DAR and trunk reservation, 
and used to dimension a network from scratch, or indicate an augmentation strategy. 
In particular, software tools have been developed which allow a network to be 
dimensioned semi-automatically, so that the network designer can see the trade-off 
between grade of service and cost at each stage. 

Having dimensioned a network to spot traffic values, account needs to be taken of 
forecasting error, the timing of upgrades and so on, to relate realised gos to design 
gos. A way of doing this has been outlined. 
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