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Good real-time performance can best be achieved by careful consideration of 
real-time issues early in the design process. A set of guidelines is described 
which assist the designer in factoring real-time issues into the design. We also 
describe a real-time performance evaluation tool used to ensure adequate real
time performance and allow the designer to assess the performance 
implications of high level and detailed design issues. The use of the design 
guidelines is illustrated by examples from case studies. 

1. INTRODUCTION 

In today's software design environment, performance characterization involves iterations 
between real-world design, and its representation for mode ling purposes. For complex, real
time intensive systems, such as telecommunications systems, these iterations can be time 
consuming and error prone, resulting in extended product development intervals in an effort 
to comply with performance objectives. The number of iterations and design interval can be 
reduced by factoring in real-time performance considerations early in the design. This paper 
addresses two tools which permit performance considerations to be coupled earlier and more 
directly into the design of real-time systems. 

The first tool consists of a set of guidelines which provide the deSigner with rules-of-thumb 
to help him assess the real-time performance implications of design decisions. The basis of 
the guidelines is to provide basic cause and effect relationships between design decisions such 
as priority-to-task assignment, and performance measures such as queueing delay. 

The second tool allows the designer to evaluate designs before implementation as well as to 
consider more detailed design issues. The tool is composed of two main components: task 
characterization language (TCl) and a performance evaluator. TCl is an executable language 
used to capture the design of the application software. The performance evaluator Includes a 
model of the base hardware and operating system and executes the TCl description to provide 
performance data. The TCl description will interface to two performance evaluators: one 
analytically-based to provide coarse but very fast output, and one simulation-based which 

. executes more slowly but provides more accurate results. TCl and the simulation-based 
evaluator have been developed and used successfully. They are briefly described in this 
paper. The analytically-based evaluator is currently under development. 

The design guidelines and example applications are the main topic of this paper, and are 
described in section 2. The simulation based performance evaluation tool and TCL are briefly 
summarized in section 3. 
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2. DESIGN GUIDEUNES 

In this section, a set of guidelines will be presented and described. The set is not exhaustive, 
but is considered sufficient as a practical starting point. 

2.1 Scope and Assumptions 

During a typical design process, the hardware, operating system and application software are 
developed separately. The design of the hardware and operating system leads, in general, to 
a multiprocessor configuration interconnected by an interprocessor communication system. 
The design of the software leads to a functional partitioning of the application. Finally, the 
software functions must be mapped onto the hardware and operating system which, in 
general, is a two step process. First, the software functions must be mapped onto one of the 
processors and second, within each processor, the functions must be mapped onto tasks. It is 
at this software-to-hardware mapping stage that the real-time design guidelines fit into the 
design process. Design guidelines should assist the mapping of functions onto processors so 
that interprocessor communication is minimized and inherent concurrences are maxim ally 
exploited. Guidelines which assist the designer in performing this first step are described 
elsewhere [1]. Design guidelines will also guide the mapping of functions onto tasks within 
processors to keep queueing delays and queue lengths short. It is to this second step that the 
following guidelines apply [2]. 

The guidelines apply to multi-priority, task-oriented systems. The processor services a 
number of prioritized tasks according to either a preemptive resume or non preemptive 
scheduling discipline. Each task has an associated queue to receive its messages. Task 
priorities and hence queue priorities are pre-assigned and remain fixed. When the task begins 
execution, it runs to completion, executing the newly-arrived message as well as all 
messages which arrive during its service interval. The task work time to service a message, 
and the message arrival rate to the task are assumed known and therefore the mean message 
service time and required task occupancy are known. Early in the design, when these 
quantities are not known, estimates of the relative work times and message arrival rates' are 
sufficient to apply the guidelines. 

The guidelines depend on the designer being able to assign task priority, select the number of 
priority levels, and aggregate software functions onto a single task. In doing so, the designer 
obtains a m~.asure of control over mean queue lengths and mean delays, which in turn have a 
direct influence on performance. A good design requires a balanced consideration of functional 
correctness and performance. In other words, the guidelines must be applied cautiously, 
ensuring that functional correctness is not compromised. An example of this is given in 
section 2.2. 

I 

Guideline one: The mean queueing delay at any priority queue can be increased or decreased by 
increasing or decreasing the effective occupancy of the task servicing the queue. The 
effective occupancy is the sum of the occupancy of the task under consideration and the 
occupancies of al/ higher priority tasks. 

This guideline assumes independent external message arrivals to each of the tasks. (This 
restriction may be reduced someWhat, by combining tightly-coupled tasks into an equivalent 
single task; however, we defer this concept to further research.) Under this condition and 
for non preemptive service, the result can be deduced directly from Cobham's result for head 
-of-the-line priority queues [3] given by 

p p 

Wp = Wo 1(1 - 1', Pi)(1 - 1', Pi) 
i=p i=p+1 
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where Wp is the mean waiting time at the pth priority queue (p-1,2, ... P: p-P is the highest 

priority), Wo is the mean residual service time averaged over all queues, p=A.X is the task 
occupancy and x is the mean message service (work) time. Rewriting Cobham's result as 

p p 

Wp a [(1 + L Pi)(1 + L Pi)] 
i=p i=p+1 

clearly shows the proportionality. 

This rule suggests a task priority assignment to minimize queueing delays which is explained 
using figure 1 a. As stated in the guideline, the effective occupancy is a relative measure of 
the queueing delay -- the larger the effective occupancy, the larger the queueing delay. If the 
work between pairs of queues are exchanged to minimize the effective occupancy (and hence 
delay) at each queue, the assignment shown in figure 1 b is obtained. This assignment requires 
that the highest priority be assigned to the lowest occupancy task with successively lower 
priority being assigned to successively higher occupancy tasks. 

Task Effective Task Effective 
Occupancy Occupancy 

20 20 
Occupancy Occupancy 

5 5 

15 35 10 15 

10 45 15 30 

5 50 20 50 

Occupancy Occupancy 

a) non-preferred priority assignment b) prefferred priority assignment 
Figure 1. Preferred priority assignment for achieving minimun per queue mean delay 

This can be shown mathematically by considering the mean delays for a non-preemptive two 
priority queueing system given by 

and D2 = Wo I [(1 - PI )(1- PI - P2)] 

and with the work load switched, which gives 

and 

It can easily be shown that 

if P1 < P2 

that is, the task priority assignment does minimize the queueing delays. 

This priority assignment rule also applies to preemptive resume systems with exponential 
work times [4]. The rule does not apply to the case of generally distributed work times 
because a high priority task with a long service time can preempt a task currently in service 
with a short residual service time. In the exponential case, however, the expected residual 
service time is independent of the elapsed service time. 

GUideline two: The sum of the mean queue lengths of all queues (i.e. total number of queued 
message buffers) is minimized by giving tasks with the shortest mean work time the highest 
priority and tasks with successively longer work times, successively lower priority. 
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This rule, described elsewhere [5], assumes independent message arrival streams to each of . 
the tasks. The proof follows from Cobham's and Little's result. The objective is to determine 
the criteria for minimizing the sum of the mean queue lengths. Again considering a two 
priority queue system, the mean queue lengths of the two priority queues are given by 

and with the work load switched we obtain 

By straight forward algebra it can be shown that 

L 1 + L2 < L 1 * + L2 * if 

that is, the task with the lowest mean work time should be assigned the highest priority to 
minimize mean queue lengths. Similarly, it can be shown that the mean queueing delay for the 
system given by 

p p 

o (L Ap Dp) I (L Ap), 
p=1 p=1 

is also minimized by the same ordering of work times. This guideline applies to systems with 
non-preemptive scheduling and general message service times or preemptive resume systems 
and exponential service times as described for guideline one. 

Figures 2a, 2b, and 2c are used to illustrate this rule. Figures 2a, and 2b, show the mean 
work time plotted against priority for two systems. In one system, priorities are assigned to 
tasks according to guideline two and in the other system, priorities are assigned in reverse 
order. In the graph of figure 2c, the work times for the queues are laid end-to-end for both 
cases. The number in each box is the remaining number of messages in the system. If we 
move along the time axis, we see that there are fewer messages, on the average, in the 
~hortest message first assignment case. This is due to the shortest messages being serviced 
most quickly and cleared from the system. This rule would be used, for example, to minimize 
the number of message buffers needed in a system. 

::t:. 
(J) 

~ 

No. in Queu No. in Queue 
3 1 

2 1 
1 1 

1 2 

1 .L 
Work-Time Work-Time 8 

a) Priority assignment b) Priority assignment not 
following guideline two. following guieline two. 

Figure 2. Illustration of guideline two. 

Total Work-Time 

c) Toal messages remaining 
for SMF and LMF. 

Guideline three: Messages should move from low priority tasks to higher priority tasks to 
minimize preemption and hence de/ay. 
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. This guideline, described elsewhere [6], applies to preemptive resume systems only. The 
guideline is illustrated using figure 3, where the effective message work time Is plotted for a 
two task system. A message is sent to task one for processing and In turn a message Is 
generated by task one and is sent to task two. If guideline thr~e is followed, task two 
continues immediately processing the message and runs to completion. If guideline three is 
not followed, task two may begin processing immediately but a new message arriving to task 
one would interrupt task two. The result is that the work time of task t~o would be expanded 
by a portion of a task-one service time. 

I1 

__ 11 ~f--t •• 1 

Figure 3. Illustration of guideline three 

Priority 

Task 1 < 
Task 2 

Task 1 > 
Task 2 

Task 1 I Task 2 I 

Task 1 I Task 2 I Task 1 Interrupt I Task21 

Total Work-Time 

Guideline four: Combine periodic tasks of equal priority to · minimize operating system 
overhead. 

This guideline is based on the operating system consuming a fixed amount ·of real-time to make 
a task ready-to-run and perform a context switch. Periodic tasks are run at fixed intervals 
to perform regular functions. Combining tasks with equal priority and periodicity minimizes 
the number of tasks being context-switched and hence saves real time. 

As an illustration, consider the four task system in figure 4a. Task one and four are run 
.. periodically to poll for incoming messages. Tasks two and three are also run periodically to 
transmit messages. Using guideline three, task one and four are aggregated, and task two and 
four are aggregated into a single task. The resulting task configuration is shown in figure 4b. 

a) Task configuration before applying 
guideline four 

Figure 4. Illustrating the use of guideline four. 

2.2. Application Example One 

b) Task Configuration after applying 
guideline four 

The early design stages of a digital switching component ideally call on two sets of 
considerations: 

a) the sequence of events and related logic in the processing of a single call, and 
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b) the ensemble effects of many calls contending for the resources of the system. 

The considerations in (a) will produce a design that is functionally sound; the additional 
considerations in (b) are essential for good real-time performance. The following example' 
illustrates how a design, which initially followed only the considerations in (a), was improved 
by applying the design guidelines, (b). 

The priority-to-task assignment of a single processor component from a digital switching 
system is shown in figure 5. From considerations of (a), the priorities were assigned as 
shown. Tasks which have strict timing requirements such as the timer task and 
communication task (100 J.1sec range) were given high priority. Dial-pulse messages from DP 
sets have more relaxed timing requirements (100 msec range) and were given low priority. 

Dial Comrruni-
Pulse CP3 CP2 cations Timer CP1 Interrupts 

Decreasing Priority 

Figure 5. Operating system queueing structure for example one. 

However, the service time of the dial pulse messages is very short compared to the service 
time of messages in the higher priority queues and the message arrival rate was very high. 
The result is a very long dial-pulse server queue and a potential for increasing the capacity 
by the better utilization of these buffers. 

Guideline two applies very well to this design. Using this guideline, the priority of the dial
pulse server task was increased to lie between the timer task and communication task. If 
guideline two was followed strictly, the priority of the dial-pulse server task should have 
been above the priority of timer task but this would have affected the accuracy of the timer 
task. In other words, a good design requires a balanced consideration of (a) and (b). With the 
priority changes, the capacity increased by 30 percent. 

2.3. Application Example Two 

These guidelines were used to modify a design under development whose basic task structure 
is shown in figure 6a. This component is a single-processor device whose basic function is 
communication between itself and two other processors conne'cted to the peripheral-side and 
control-side ports. The priority assignment and relative occupancies are as indicated in the 
figure. ' The scheduler is preemptive resume and tasks run to completion. What follows is a 
design walk-through to illustrate how the design guidelines where used to evolve the design. 
The objective was to reduce the delay of the message path shown by the dotted line in figure 
6a. 

The first step was to apply guideline three -- ensure that messages flow from low priority 
tasks to high priority tasks. To achieve this, tasks A and B were decomposed into their 
transmit and receive components shown as A 1 ,A2 and 81,82 in figure 6b. The priorities 
were reassigned to satisfy guideline three. The next step was to apply guideline four -
combine periodiC tasks of equal priority. This requires combining tasks A1 and 81 into AI of 
figure 6c and combining A2 and B2 into task B'. Finally, task ·0 had a high occupancy 
requirement violating guideline one. This was resolved by splitting task 0 into two parts -
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task 01' and 02' shown in figure Sd. Task 01' contained the message processing component 
and was given the higher p'riority but it now had the lower occupancy requirement satisfying . 
guidelines one and three. The balance of the functions were placed in task 02' and' were given 
the lower priority to be consistent with guideline one. Both models were simulated to 
determine the improvement in capacity determined by the objective. The modified design 
showed a 25 percent improvement in capacity. 

CD :g 
(/) 

I 

~ 
CD .c 
Co ·c 
CD 
Co 

a) Initial task structure 

c) Task structure after applying 
guideline four 

Q) 
:g 
(/) 
I e 

E 
8 

b) Task structure after applying guideline three 

d) Final task structure after applying 
guidelines 

Figure S. Task structures for example two. 

3. PERFORMANCE EVALUATOR 

The guidelines which have been outlined in the previous section are useful in aiding deSigners 
early in the product design cycle. However they are no substitute for more formal and 
thorough performance evaluations which must take place as the design progresses. This 
section briefly introduces the approach used for the simulation based performance evaluator. 
The tool is integrated as closely as possible with the design process, and is general enough to 
handle a wide range of development projects. 

The modeling process reflects the decomposition of multiprocessor/multitasking (MPMT) 
systems into: (i) base system, consisting of hardware and operating system, and (ii) 
application software. The modeling advantages of this decomposition exactly parallel the 
design advantage. Specifically, 

Many applications can be deSigned on a single, common base 
system. Similarly, the base system simulation model can be 
re-used across the full range of application models. 

The base system can be evolved and upgraded to take advantage 
of technology improvements (e.g. faster processors). Similarly, 
the base system simulator can be updated to reflect these upgrades 
without changing. each individual application model. 
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The prototype simulation system has been implemented as illustrated in Figure 7. The base 
system model is built on a SLAM 11 simulation host. The application models are written using a 
proprietary "Task Characterization language (TCl)". TCl is similar to pseudocode, and 
reflects the basic functionality of the application software. However, unlike conventional 
pseudocode it also captures the dynamics of task interaction, including task communication, 
processing duration, and operational flow control. The base simulation model executes the 
TCl description to provide performance evaluation output. 

Operating System I Application Software Model 
Processor Model • High Level TCL Description 

+ t 
Simulation Support System .... .. Support Routines 

• TCL Processing 
....... - • SLAM 11 Simulation Host 

, 

~~ 

Performance Evaluation · Output 
·Statistics Output Module 

• Simulation Listinas 

Figure 7. Block diagram of simulation -based performance evaluation tool. 

Currently, the major difficulty in system modeling is the capture of sufficiently detailed and 
up-to-date design information within the model. TCl has the potential to eliminate this 
difficulty by supplementing (or even replacing) conventional pseudocode. The deSigner would 
describe the application using TCl; the resulting code would then be linked with the 
appropriate base system simulator. The combined models would then be run to analyze 
potential real-time bottlenecks, or determine compliance with performance specifications. 

To date, the prototype TCUSLAM 11 system has been successfully tested on four different 
applications that run on common multiprocessing base system technology. A pilot project, in 
which a software development team will produce its own TCl code, is scheduled for late 
1988. 

4. SUMMARY 

The design guidelines help bring "design for performance" to the forefront of the design 
process. A system performance evaluation tool is also required to check compliance with 
real-time performance requirements and to provide the designer with a vehicle for assessing 
detailed de~ign issues. 

Application of these design tools is intended to shorten the design Interval by catching 
potential performance problems early in the design process, when the design is fluid, and 
hence eliminating unnecessary design iterations. 

The integrated modeling and design of MPMT systems based on the prinCiples outlined In this 
paper is feasible, and is being actively pursued in BNR as one aspect of a · broader quality 
thrust. 
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