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In this paper we analyze the performance of an adaptive end-to-end window-based 
flow control subject to bandwidth management. The objective of bandwidth 
management is to prevent any given customer or group of customers from overload
ing the network and degrading the performance for all customers. At varying net
work load conditions, we demonstrate the potential superiority of a dynamic adap
tive window scheme over a static one in terms of improved good put and reduced 
retransmissions. Our results suggest that a good synergy can be derived from a 
bandwidth management mechanism and a dynamic adaptive window scheme. The 
network maintains fair allocation of its resources through bandwidth management; 
and an individual user can optimize its useful throughput by dynamically adapting 
the window. 

1. INTRODUCTION 

In this paper we analyze the performance of an adaptive end-to-end window-based flow control 
subject to bandwidth management (BWM). We start with an analysis of an HDLC type layer 2 
protocol (e.g., LAPD) based on positive acknowledgements for correctly received frames. The 
LAPD protocol is currently under consideration by standards bodies for access use in frame 
transport via end-to-end "frame relay" [1]. In such a service, the network simply switches and 
multiplexes frames without maintaining state machines for window rotation or error recovery . 
These activities will be carried out by the end systems. We explicitly model the effect of frame 
losses on the performance. 

The effect of lost frames takes on a greater significance when some type of BWM is employed 
by the network (e.g., see [2,3]). Bandwidth management is a mechanism for maintaining a fair 
allocation of network resources among customers. The objective of BWM is to keep some end 
users from overloading the network and degrading the performance of other users. A secondary 
goal, however, is to allow users to utilize excess capacity in the network when it is available. 
That is, we only want the BWM mechanism to limit a customer's throughput when the excess 
throughput would otherwise cause congestion in the network. When BWM is used, usually a 
customer will negotiate with the network at the initiation of a call for a certain amount of aver
age or "guaranteed" bandwidth and other critical resources. The network then monitors the 
rate at which such bandwidth and resource demands are being created by the end-users and 
when overload conditions exist, frames associated with demands exceeding those which had 
been negotiated can be discarded. 

It can be shown [4] that when the network is at a given level of co~gestion, a customer can 
choose an appropriate window size to achieve high good put, i.e., the throughput of frames 
excluding retransmissions. In a real system, the congestion in the network is a fluctuating 
phenomenon. It is clear that one fixed window may not be optimal in such an environment. In 
this paper we describe several simple implementations of an adaptive window flow control. 
That is, the customer can dynamically adapt the window size based on the perceived network 
congestion, as indicated for example, by lost frames. 
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Similar adaptive schemes have been proposed and studied in [5,6} via simulation methods. 
There, it has been demonstrated that, in a homogeneous network where all the end users follow 
the same adaptive algorithm, such a dynamic window mechanism is an effective way of reliev
ing congestion. However, it is not at all clear whether fairness can be maintained; for example, 
terminals that do not adapt may get an unfair share of the network capacity due to other users 
adapting down their rate. With BWM, the fundamental "fairness" of allocating network 
resources may be maintained. Section 2 of this paper presents a high level description oC BWM. 
Section 3 summarizes the analysis on window flow control subject to BWM. Building upon the 
results there, we analyze the performance of the dynamic window schemes in Section 4. 

2. BANDWIDTH MANAGEMENT 

As mentioned earlier, the objective of BWM is to maintain a fair allocation of ne~_~ork 
resources among end users and to keep some end users from overloading the network and 
degrading the performance of other users. It is also desirable to allow users to utilize excess 
capacity in the network when it is available. That is, it is preferable to have the BWM 
mechanism limit a customer's throughput only when the excess throughput would otherwise 
cause congestion in the ,network. 

A high level description of a network BWM mechanism is shown in Figure 1. As shown, there 
are always three components to any BWM mechanism. The first component m<?nitors the 
resource demand of the end user. The resource demand could be measured in terms of average 
bandwidth desired or real-time required to process the transmitted frames. The resource 
demand monitor compares the actual demand to the level that the end user had negotiated 
with the network for. The comparisions should allow for normal statistical fluctuations. The 
second component is a monitor of network congestion levels. The results of these two monitor
ing components are fed into the third component which is a load shedding component. The key 
idea is that when (and only when) the network is congested, excess frames, that is frames that 
were sent above the negotiated level, are discarded. In this way, when there is no congestion in 
the network, an end user is permitted to use network resources above what was originally nego
tiated for. 

FIGURE 1: A High Level Description of Bandwidth Management 
\ 

For the remainder of t~is paper we just assume that some type of BWM mechanism is in place 
which has the following properties. If the congestion in the network is low, an end user may 
transmit above the negotiated bandwidth while encountering only negligible frame losses. If, 
however, the network congestion increases, then the frame loss probability associated with the 
excess traffic above the the negotiated bandwidth level will increase. In heavy congestion, the 
excess traffic will be lost with high probability; however, traffic up to the negotiated bandw'idth 
level will still encounter only negligible losses. The end user might view the frames sent above 
the negotiated level as "opportunity" frames since the user transmits these "at risk", i.e., know
ing that they might not get through. 
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3. THROUGHPUT ANALYSIS SUBJECT TO BANDWIDTH MANAGEMENT 

In [4], we have analyzed the throughput of the standardLAPD protocol in "multiple frame" 
operations. We paid special attention to the procedures for recovering lost frames. When a 
frame is lost, there are two main recovery mechanisms. First, if other frames in the same win
dow are not lost, the receiver will notice out of sequence frames and will send a REJECT frame 
to the transmitter. The transmitter will then retransmit all frames beginning from the lost 
frame. Note that only one REJECT message can be outstanding. That means that once the 
receiver sends a REJECT, it will wait until the lost frame has been successfully retransmitted 
and received. If the same frame is again lost or if all frames in the window are lost, one imple
mentation will have the transmitter time out, poll the receiver with an appropriate supervisory 
frame, and then ·retransmit the entire outstanding window of frames. The time-out mechanism 
is also explicitly incorporated into the analysis. 

Since we are mainly interested in deriving the throughput performance of a particular VC (vir
tual circuit), we make the following assumptions to simplify the analysis. First of all, we 
assume that the transmitter always has a full window's worth of frames to be transmitted. 
Furthermore, the window flow control is "active" within the range of window sizes we consider, 
that is, x > W d, where x is the average round trip delay, W is the window size, and d is the 
frame transmission time (on the access line). These conditions articulate the assumption that 
the external arrival rate is larger than that of the end-to-end windowing mechanism can admit 
into the network. Frame loss will have a maximum effect in this situation. 

With a window size of I, only time-out recovery is possible for frame loss and the analysis of 
this case is straightforward. For the non-trivial case of a window size greater than I, a key 
observation is the following. Each time the receiver correctly receives a retransmitted frame, 
that is, a frame that has previously been lost, then the receiver is expecting the next frame in 
sequence that the transmitter is sending and there will always be W -1 frames transmitted 
immediately after the correctly received frame was transmitted. It is then obvious that these 
epochs (of correctly received retransmitted frames) form regeneration points. Therefore, we 
need only compute the expected time between these regeneration points, the expected number 
of successfully transmitted frames between these points and the total number of transmitted 
frames between these points. To this end, let Y(;, W) be the expected time between two succes
sive successful receptions of retransmitted frames given that after the first successful reception, 
the ith frame is lost, i> I, and the window size is W. Fixing the frame loss probability p, 
together with some further assumptions detailed in [4], Y( i, W) can be derived by a straightfor
ward procedure. Given Y(;, W), the expected regeneration cycle, i.e., the time between the 
epochs of successful reception by the receiver of retransmitted frames, is given by 

00 

E(Yw) = Ep(l-p)i-I Y(i, W) (1) 
i-I 

The total transmit rate or throughput of frames transmitted by the transmitter as determined 
by the window size is 

. 1 [ 1 W ] 
E(TRw) = E(Yw) p + I-p (2) 

And the "goodput", i.e., the expected throughput of successfully transmitted frames is given by 

1 
E(GRw) = pE(Y

w
) (3) 

It remains to be seen what the throughput performance of the window-based flow control would 
be, subject to BWM. In [4], we used a simple finite M/M/1 model with a threshold, 88 shown 
in Figure 2, to capture the effect of BWM. Assume the arrival streams of frames are split into 
two streams, a normal stream and an excess stream. The normal stream consists of all frames 
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that were transmitted at or below the negotiated throughput and the excess stream consists of 
all frames that were transmitted in excess of the negotiated throughput. In our results, we 
assume a finite buffer with a capacity to store 75 frames and that e%Ce88 frames will only enter 
the buffer when there are less than 15 frames currently occupying the buffer. 

ACCESS PROPAGATION ACCESS 
DELAY DELAY DELAY 

L~~~ IN +Je T 1 
~----------~O~------------J 

ACK DELAY 

FIGURE 2: Reference Connection for the Targeted VC 

The finite buffer model essentially captures the loss probability characteristics of the BWM 
mechanism and models a component of the delay through the network, but since the analysis of 
the window flow con trol requires an estimate of the total round trip delay we include an addi
tional delay component in the overall network BWM model as shown in Figure 2. Such a com
ponent will include such delays as propagation delays, delays to traverse several nodes, return 
acknowledgement delays, etc. 

We study the performance of a typical VC (the targeted VC). Such a VC will in general be 
sharing the network resources with other virtual circuits. These other virtual circuits will also 
have a fraction of load that was sent above their negotiated bandwidth levels and a fraction 
sent below such levels. Let the total normal load from the other virtual circuits be IN and the 
total excess load from the other virtual circuits be lE. These background loads constitute the 
environment in which this VC operates. As mentioned earlier, we assume that the targeted VC 
always has frames ·to send so that the limiting factor on the transmission rate is the window 
(and the BWM). 

Let us fix the negotiated throughput for the targeted VC at 30 frames per second. (For 
instance, the user may expect to transmit at an average rate of 25 frames per second and may 
negotiate for 30 to allow for some burstiness in the traffic.) Let the transmit rate for the tar
geted VC allowed by the window be A. This traffic will be split into AN and AE, where if A<ao 
then AN=A and AE=O and if A>30 then AN=30 and AE=A-30. In the finite M/M/! model 
discussed above, we model the total arrival stream of frames as a Poisson process with rate 
IN+ IE+ AN+ AE' Service times are assumed to be iid with exponential distribution with param
eter 1'= 1500. With these assumptions the number of frames in the node is a continuous time 
Markov process and it is a simple matter to compute the probability of loss for both normal 
frames and excess frames, say P N and PE, 1 as well as the expected sojourns at the node, WN and 
WE, given that the frames are not dropped. The average probability of frame loss and average 
sojourn time at the node for arbitrary frames of the targeted virtual circuit are obtained as 

P= 

w= 

ANPN + AEPE 

AN+ AE 

~~1- PN)WN + ~E;(1- PE) wE 

(AN + AE)(l- p) 

. 1. Note that normal frames can also be lost due the finite buffer. . 
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The additional delay component of Figure 2 is then used to compute the delay due to the access 
line speeds, propagation delays, etc., and this is added to iD to finally compute an expected 
round trip delay, s. Given p, iD, and s, the realizable transmit rate for each window size, 
E(TRw), can be computed using (1)-(2). However, this may not match the original transmit 
rate).. Hence, an iterative procedure is used to find the consistent rate, i.e., ).=E( TRw}. 

Two representative examples are shown in Figures 3 and 4. There, we assume that one time
out recovery will take 260 ms which includes a time-out interval of 200 ms and 60 ms for the 
round trip delay of the polling message. In Figure 3, the node is mildly congested. The back
ground parameters are IN= 1175 and IE=O, so that the line occupancy due to the background 
load is 0.78 and there are no excess frames. We see that by increasing the window size, the user 
can steadily increase the goodput rate. 

A more congested case is shown in Figure 4. Here we have IN= 1410 and IE=900, so the line 
occupancy due to background normal frames is 0.94 and the total offered load is 1.54; there will 
be much dropping of excess frames. In this case, we see that the targeted VC will experience 
degraded performance at the larger window sizes. The difference between the transmit rate 
and the goodput in the figures is due to the retransmission of lost frames . 

0 • TRANSMIT RATE .J. N =1175 z 
0 l:1 GOODPUT .J.E=O 
() 
w 60 • en • 
a:: . 6 6 
w 40 

6 
a.. _______ -A ___ ~ ~_E_~Q!~I!=~ __ 
~ w 20 A THROUGHPUT 
~ 

~ a: 
1 2 3 4 5 6 7 

WINDOW SIZE 

FIGURE 3 
Throughput at Mild Network Congestion 
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FIGURE 4 
Throughput at Heavy Network Congestion 

4. PERFORMANCE OF DYNAMIC WINDOW FLOW CONTROL WITH BWM 

Based on the results in the previous section, it is obvious that a fixed window cannot achieve 
uniformly good throughput performance at varying network load conditions. This leads to a 
dynamic window scheme. The basic idea is to allow the end-t~end window of a VC to stay at a 
maximum size when there is no congestion. In this way, the slack capacity of the network may 
be utilized more efficiently. When congestion develops, and is sensed by an end system by lost 
frames, the end system should reduce its window in order to achieve better goodput. 

Note that in the numerical examples of Section 3, even at heavy congestion, the targeted VC 
can still achieve a reasonable goodput with minimum retransmissions at a window size of 3. 
This is simply because the transmit rate is limited to a rate just below the negotiated 
bandwid th at W = 3. Therefore, there is no need to decrease the window further. Two alterna
tives of decreasing are studied. The first one calls for reducing the window all the way to 3 
upon detection of a frame loss. The second one reduces the window size by one at each 
detected frame loss. Apparently, the first alternative reacts to congestion more quickly, yet it 
loses some granularity in reducing the rate. Mter N successive successful frame transmissions, 
the window size will be increased by one up to the maximum. The parameter N determines 
how fast the throughput can be built up once the congestion recedes. In extreme situations, 
e.g., too mamy VC's set up, congestion may still develop even all the VC's have reduced the 
window to 1. Additional controls, like adaptive time-out recovery, may be needed in this case. 
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In order to capture the fluctuating network congestion we model the congestion level as a ran
dom environment. That is, we choose a finite state, continuous time Markov process where the 
different states correspond to different levels of congestion. For each fixed level, we use the 
model in [4] to compute an average throughput, average goodput and a frame loss rate. We 
then perform a quasi-stationary analysis of the dynamic window scheme. That is, we define the 
state (i,j,k) where i is the current window size, j is the number of successful frame transmis
sions since the last frame loss (up to N), and k is the congestion level in the network. We then 
assume that when in a fixed state (i,j, k), frames are successfully transmitted or lost with the 
rates computed for that level. The state representing the window size is appropriately adjusted 
according to the particular dynamic window scheme being studied. If all transitions are 
assumed to be exponentially distributed, then the states (i,j,k) form a Markov process. We 
compute the stationary probability distribution for this process and then compute expected 
throughput and good put by weighting the averages for each state by the stationary probability 
of that state. The preceeding procedure, due to its quasi-stationary nature, can not catch all 
the dynamics of the system. Yet we believe it is valid for throughput comparisions. 

Some results are shown in Figures 5-7. The goodputs are plotted against the level of conges
tion, where the level of congestion is the proportion of time the system spends in a heavily 
congested state. Figure 5 shows the performance of a dynamic window scheme where the 
transmitter will reduce the size of the window to a minimum (say 3), upon detecting frame loss. 
The goodput at three different values of N in the dynamic window scheme are compared to the 
goodput of the static window at W=3 and W=7. Even though no value of N will make the 
dynamic window scheme perform uniformly better than the static window over all ranges of 
congestion, the dynamic scheme does achieve better robustness for non-constant network 
congestion. Figure 6 presents results on the second window reduction scheme, and shows that 
substantial improvement on the goodput can be achieved. 
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Goodput Performance of Dynamic Window 
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FIGURE 6 
Goodput Perfornance of Dynamic Window 

(Reduce Window by 1) 

It is often desirable that a balance be maintained between maximizing goodput and minimizing 
retransmissions. A dynamic window scheme that performs less favorably on good put may 
present the advantage of causing less retransmissions. Figure 7 compares the retransmission 
rate of the first dynamic window scheme at N=10 with that of a static window at W=7. The 
area shaded by vertical lines represents retransmissions for the static window where the upper 
and lower edges of that area are the transmit rate and good put respectively. The unshaded 
region in the center is the retransmission rate due to dynamic window. At lower levels of 
congestion, the static window achieves better goodput by tolerating much higher retransmis
sions. On the other hand, the rate of retransmission is quite flat over all congestion levels with 
this dynamic window scheme. 
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FIGURE 7: A Comparision of Retransmissions 

5. CONCLUSIONS AND REMARKS 

We have derived throughput performance of a family of adaptive end-to-end window flow con
trol subject to bandwidth management. The same methodology can be used to investigate 
other variations of the dynamic window scheme. For example, it may be desirable to tie the 
parameter N to the current window size, or to decrease window size based on multiple detec
tions of frame losses. Even though the results so derived are only approximations, they demon
strate the potential superiority of a dynamic window scheme over a static one in terms of 
improved good put and reduced retransmissions. 

Notwithstanding, we have to look at these results in perspective. The schemes we have 
analyzed are the "within-call" controls, namely, they exist within the holding time of a VC. 
They also react in real time to relieve short term congestion. In practice, on a longer time 
scale, there are other network management activities, like call acceptance/denial and alternate 
routing etc. On a still longer time scale, we have to consider the provisioning of network 
resources to meet traffic demand . It is an unique challenge and opportunity to coordinate these 
longer term activities with BWM so that the "normal" load is within the capacity of the net
work. In this way, a good synergy exists between the BWM imposed by the network and the 
adaptive window employed by the end system. A VC with offered load below the negotiated 
bandwidth will be protected even at network overload. On the other hand, a VC with an 
offered load over the negotiated bandwidth can utilize the slack capacity of the network, and 
fall back to the original negotiated throughput (by window reduction) at congestion. 
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