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Abstract 

Digital telecommunication networks represent a fusion of concepts, techniques, and technologies 
from the fields of both communication and computing. The evaluation of such systems can likewise 
draw on methodologies which have evolved in both disciplines, bringing them together in a fashion 
that is suited to the needs of integrated services digital networks. With this aim, we discuss how 
quality of service (QOS) and its associated service performances are viewed by the telecommunica
tions industry (per recent CCITI recommendations), and compare them with concepts of performance, 
dependability, and performability that have emerged within the computing community. We find that 
QOS and performability are compatible notions, where each reflects the combined influence of factors 
associated with both performance (in the strict sense) and dependability. Unlike the CCnT view of 
QOS, however, performability is conceptually a measure, thus providing an effective means of defining 
actual QOS measures. Model-based performability evaluation is then reviewed, with an emphasis on 
techniques which appear most applicable to to complex telecommunication networks. 

1 INTRODUCTION 

As a computer scientist, my familiarity with telecommunications and, more specifically, teletraffic sci
ence/engineering is recently acquired and shallow. What little I know has been obtained from selected 
readings and some stimulating discussions with experts in the teletraffic field. On the other hand, as 
telecommunications and computing become more closely entwined, particularly with the advent of ISDNs, 
past achievements in each discipline are becoming increasingly relevant to one another. Moreover, many 
of the problems we currently face are of common interest to both disciplines. 

It is in this spirit that we consider the basic problem of evaluating digital tele~ommunication networks 
and, more specifically, ISDNs. In tenns of the OSI reference model, the integrated nature of ISDNs is 
perhaps most evident at the layers which support bearer seIVices Oayers 1-3), e.g., the integration of voice 
and data over a common transmission path and the integration of circuit and packet switching. However, 
telecommunications and computing seIVices can also be integrated at the highest layers, e.g., the type of 
functional integration discussed in [1] which involves command links between the telecommunications and 
computing environments. With such integration, questions as to how network quality is defined, measured, 
and evaluated are challenging issues which deseIVe a great deal more attention. 

The discussion that follows addresses these questions in relatively general tenns, where we first examine 
how concepts and measures of system quality have evolved within the separate contexts of telecommu
nications and computing. Our conclusion here is that "quality of service", as defined in recent CCIIT 
recommendations [2], can be effectively measured when viewed as a concept of overall system "perfomla
bility" [3,4]. We then review the basic framework for model-based perform ability evaluation and, via its 
application to some specific ISDN services, point to certain model construction and solution techniques 
which we feel are especially well suited to telecommunication networks. 
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2 CONCEPTS AND MEASURES OF QUALITY 

2.1 Telecommunication Systems 
." 

Quality o/service (QOS), per Recommendation 0.106 of the 1985 CCITI Red Book [2], is "the collective 
effect of service performances which determine the degree of satisfaction of a user of the service." As 
depicted in Fig. 1 (similar to Fig. 1/0.106 in [2]), the "service performances" referred to here are service 
support performance, service operability performance, serveability performance, and service integrity. The 
first of these relates to the user-administration interface; the latter three relate to the user-network interface. 
Serveability performance consists of service accessibility performance and service retainability performLlnce 
which are determined by lower level "item performances" of three general types: trafficability perfonnance 
(of which grade o/service is the major component),propagationperformance, and availability performance. 
The latter, in turn, depends on combined aspects reliability performLlnce, maintainability performance, and 
maintenance support performance. Availability performance, together with its supporting components, is 
collectively referred to as dependability. (See [5] for a more detailed discussion of these concepts and 

their evolution.) 
Although this CCITI QOS framework grew from a background based mainly on telephone service, it 

appears general enough to apply to ISDNs if the term "service" is more liberally interpreted as "integrated 
service". However, those close to CCITI standardization efforts (see [6], for example) note that a second 
framework is evolving from more specific work on standards, i.e., "attribute-oriented" descriptions of 
service quality exemplified by 1985 Red Book recommendations of attributes for services supported by 
ISDNs [7] and public data networks [8]. In this second framework, there is again a hierarchical relationship 
among performance concepts and, accordingly, among. specific performance measures that quantify these 
concepts. In particular, there is a distinction between "primary" measures (or parameters, as they are 
often referred to in CCITI recommendations), whose values can be directly determined by observation of 
reference events at exactly defined boundaries of services, and "secondary" measures, which are formulated 
in terms of the primary measures. Higher level secondary measures can, in turn, be defined in terms of 
a combination of lower level secondary measures. At the top, such measures could quantify QOS in the 
sense of the framework spelled out by Recommendation 0.106 (Fig. 1). However, in the specific context 
of ISDNs, just how this should done for bearer services (at the srr interface) and teleservices (at the user 
interface) remain subjects of further CCITI study [7]. 

2.2 Computing Systems 

Turning now to the computing community, concern with problems of system performance and depend
ability date back to the first electronic computer (ENIAC, 1946). However, unlike the telecommunications 
industry, there has yet to evolve a concerted, international effort to standardize concepts and measures 
of computing system quality. (It is possible to argue as to why this is so, but such discussion would be 
peripheral to our purposes here.) Nevertheless, in keeping with the rapid growth of the computing industry, 
there has been corresponding growth in the development of concepts, methods, and tools for the evaluation 
of computers and, more generally, computer networks. 

For the most part, this development has treated performance and dependability as separate issues. More 
precisely, in the context of computing systems and with respect to a designated user-oriented or system
oriented service, performance typically refers to "quality of service, provided the system is correct" (see 
textbooks and handbooks on computer performance evaluation, e.g., [9,10,11,12,13]). Thus the usual 
notion of computer performance is similar, for example, to "grade of service" in a teletraffic context; both 
presume that the system is correct, i.e., in an "up" state while it delivers the service in question. 

Dependability, as this term is now used in computing (see [14,15], for example), is that property of 

a system which allows "reliance to be justifiably placed on the the service it delivers." Such service is 
proper if it is delivered as specified; otherwise it is improper. System failure is identified with a transition 

from proper service to improper service. As is the case with CCllT usage ([2]; Recommendation 0.106), 
dependability is a collective term for more specific measures of reliability and availability. However, 

unlike the CCITI definitions (where reliability is viewed as a component of availability; see above), the 
two have equal stature. More precisely [15], a reliability measure quantifies the "continuous delivery 
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of proper service"; an availability measure quantifies the "alternation between deliveries of proper and 
i~proper service." 

This basic distinction between performance and dependability has been particularly useful in developing 
measureS and evaluation techniques suited to each concept. As a consequence, both perfonnance evaluation 
and dependability evaluation have evolved as important technical disciplines within computer science and 
engineering. However, if separate evaluations of system performance and system dependability are to 
suffice in determining quality of service, one must assume a binary view of the system's operational state 
(either up or down) and equate proper service (see aoove) with that delivered when the system is up. In 
this case, performance measures quantify the quality of proper service and dependability measures quantify 
the system's ability to deliver service of that quality. Accordingly, results of each type of evaluation, when 
taken together, can provide a rather complete assessment of overall system quality. 

Complex distributed systems, on the other hand, are typically degradable in the sense that variations 
(due to faults) in system structure, internal state, and environment can alter the quality of delivered 
service, even though that service, according to failure criteria, remains proper. For such systems, a binary 
correct-incorrect (up-down) classification of operational status is too coarse. Instead, a degradable system's 
operational state should be viewed as a multivalued variable representing the extent to which the system 
is faulty ,e.g., which resources are faulty and, among them, which ones have failed, which ones are in the 
process of fault recovery, which ones contain latent faults, etc. With such variations, the usual concept of 
computer performance (see aoove) is' too restrictive and, although dependability measures are compatible 
with this view (indeed, the special nature of degradable computing systems was first investigated in a 
reliability context [16]), they account for service degradation only at the borderline between proper and 
improper service. These limitations were recognized in the mid-1970s, motivating our definition of a unified 
performance-dependability concept, called performability [3,4]. Similar notions with differing terminology 
began to evolve during this period (see [17] for a survey of early work in this area), leading to development 
and application of various new methods/tools (see Section 3.3) for combined performance-dependability 
evaluation. 

2.3 Performability and Quality of Service 

In general terms, a perfonnability measure quantifies a system's "ability to perfonn" in the presence of 
faults where, formally (as discussed in the section that follows), such ability is expressed by probabilities. A 
specific perfonnability measure is obtained by defining just what "performance" means for the evaluation in 
question. Choices here are virtually limitless, ranging from the type of binary-valued performance (success 
or failure) considered in reliability evaluation to continuous-valued performances such as transmission 
rates (e.g., user information transfer rate), processing delays (e.g., total call connection delay), etc. More 
importantly, performance, as interpreted in a performability context, can also mean "quality of service", 
i.e., for a specified system service, its values can reflect different degrees of satisfaction that might be 
experienced by the user of that service. In this case, the corresponding performability measure quantifies 
the ability of the system to satisfy its user. 

Accordingly, we submit that the concept of performability is well suited to the CCIIT view of quality 
of service and its associated lower level performances. In both their general recommendations [2] and 
more specific recommendations (e.g., those for ISDNs [7] and public data networks [8], CCITI has 
recognized the important fact that QOS must reflect the combined influence of factors associated with both 
performance (in the strict sense) and dependability. In the general definition (Recommendation G.I06) 
and 'at the highest level, this combination is expressed as the "collective effect" of service performances 
(see Fig. 1). However, when determining an actual QOS measure, there remains the difficult question of 
just how this collective effect is to be formulated. Moreover, similar questions need to be answered at 
lower levels, e.g., how should trafficability, availability, and propagation perfonnances be combined when 
formulating a measure of service retainability performance. 

A natural temptation here is to first define measures for the lower level performances and then literally 
combine them, i.e., the value of the higher level measure is simply a vector of the values supplied by the 
lower level measures. However, as was emphasized in our earlier discussion of degradable perfonnance, 
such an approach will generally not suffice. The 'pitfall is the fact that dependencies may exist among 
lower level measures. To illustrate this in a simpler context, suppose that system reliability is the measure 
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of interest and we choose to express it as a vector of subsystem reliabilities. Then such a measure will 
suffice only if we know more about how subsystem failu;es are correlated (probabilistically) and how they 
they relate to system failure. For example, if subsystems fail independently and, moreover, the system fails 
whenever any subsystem fails, then system reliability is the product of the values in the vector. Typically, 
however, \ there are interactions among subsystems which violate such conditions (e.g., the subsystems · 
cooperate' in tolerating faults), thereby precluding this simple combinational approach. 

Generally, the problem of expressing the combined effects of lower level performances is just what the 
concept of performability aims to solve. Given a particular notion of performance, whether it be quality of 
service at the top . level, some service performance, or some lower level item performance, its corresponding 
performability measure is indeed a measure (in the probability-theoretic sense) and thus is an expression 
of how lower level effects combine. This is not to say that the "collective effect" question is avoided 
through the use of performability evaluation. Instead, it now becomes an inherent part of the evaluation 
problem and, in the case of model-based evaluation, an inherent part of performability model construction. 
Here, however, it can be addressed systematically and is resolved by the construction of a "base model" 
which can "support" a solution of the designated perform ability measure. In the section that follows, we 
first review the basic framework for this methodology. We then illustrate these concepts for some specific 
ISDN services and, via further pursuit of a particular example, touch on certain model construction and 
solution techniques which appear to ~ suited to ISDN evaluation. 

3 MODEL-BASED PERFORMABILITY EVALUATION 

3.1 Modeling Framework 

A general framework for model-based perfonnability evaluation was first published in 1978 [3], with 
a somewhat more refined description appearing in 1980 [4]. To review the basic concepts, let S denote 
the system in question where, generally, S is interpreted as including not only a system, per se, but also 
relevant aspects of its environment (e.g., workload, external sources of faults, etc.). Then the performance 
of S over a specified utilization period T is a random variable Y taking values in a set A. Elements of 
A are the accomplishment levels (performance outcomes) to be distinguished in the evaluation process. In 
other words, "performance", in the broad CCITT sense, is formally viewed as a random variable Y which, 
in the context of a particular perfonnability model (see below), is referred to as the the performance 
variable of the model. The performability of S is the probability measure Perf (denoted Ps in [3,4]) 
induced by Y where, for any measurable set B of accomplishment levels, 

Perf(B) = the probability that S performs at a level in B. 

Solution of performability is based on an underlying stochastic process X, called a base model of S, 
which represents the dynamics of the system's structure, internal state, and environment during utilization. 
By its definition, the base model must also "support" the solution of Perf in the sense that, for any any 
accomplishment set B of interest, Perf(B) is indeed determined by the probabilistic nature of X. This is 
insured via the concept of a capability function which maps trajectories of X into values of Y. A base 
model X together with a performance variable Y is a performability model of S. When a performability 
model is solved analytically, the base model must be characterized explicitly in some suitable form, e.g., a 
state-transition-rate matrix in the case of a continuous-time, time-homogeneous, finite-state Markov process. 
If perform ability is estimated by simulation techniques, then X refers to the behavior of a some simulation 
model of S. 

The concept of perform ability is thus quite general and, with experience gained from its use over over the 
past 10 years, we've found that most any combined performance-dependability measure can be expressed 
(via an appropriate reformulation, when necessary) as a perfonnability measure. This includes, of course, 
special cases which address only one of the two aspects, i.e., depending on the choice of base model 
X and performance variable Y, performability models can also serve either as strict performance models 
or as dependability models. The following examples should help to illustrate this flexibility, beginning 
with such specializations and moving to an example wherein performance and dependability aspects are 
properly combined. 
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3.2 ISDN Examples 

Suppose that S is an ISDN, as it's seen between two srr reference points, and the service in question 
is an ISDN bearer service, namely point-to-point B channel packet transmission over a virtual circuit. 
Suppose' further that the performance of interest is the throughput rate attained (during a call) when all 
resources, are in an up state. Then, in a perform ability model of this system, the base model X represents 
how resources in the lower layers (1-3) of the network, when operating correctly, transfer packets under 
prescribed loading conditions. If further, we let t denote the duration of the call (between time of access 
and time of disengagement), then the performance variable Y is the random variable 

Y = number of packets transferred during [0, t] 
t 

In this case, the performability model (X, Y) is a strict performance model (in computer terms), i.e., it 
presumes the system is correct in the sense that all i~volved resources are operational throughout the 
duration of a call. 

At the other extreme, for the same ISDN and the same bearer service, suppose that reliability (continuous 
delivery of proper service) is the measure in question, where proper service is identified with the system's 
ability to transfer packets at some specified minimum rate. We assume further that resources of the system 
may be either up or down, where certain combinations of available resources can sustain this minimum 
rate; others cannot. Accordingly, we can take the base model X to be a stochastic process whose states 
represent which resources are up and which are down. A state is classified as "operational" if the system 
provides proper service when in that state; otherwise it is "nonoperational". If the duration of (continuous) 
utilization is t, then the performance variable for this model can be expressed as 

Y = { 1 if X is an operational state throughout [O,t], 
o else 

In this case, (X, Y) is obviously a dependability model and, more specifically, the performability measure 
is reliability, i.e., when evaluated relative to accomplishment level 1, P erf( {I}) is the probability that the 
system is operational throughout the utilization period. 

Let us now consider an example of a truly unified performance-dependability model, where the ISDN 
service·-in question is the following teleservice (denoted T S for ease of subsequent reference). 

T S: Alternate transfer, in circuit mode, of either voice or unrestricted digital information at 64 kbit/s, 
within the same call. 

Per CCITI recommendations for ISDN bearer services ([7]; Recommendation 1.211), T S can be sup
ported by a single bearer service and, hence, one could choose to define a QOS measure for the latter. 
We contend, however, that when a service involves different types of information (voice and data in this 
case), its quality depends more closely on just how such information is used. Accordingly, QOS definitions 
for such services are somewhat easier to deal with at the user-network interface although, even here, the 
problems encountered are far from trivial (see [18], for example, which provides an excellent discussion 
of user-oriented performance requirements for combined voice-data services). 

To determine an appropriate QOS measure for T S, let us focus on the service retainability aspect of 
serveability (see Fig. 1), since it is here where the combined voice-data nature of the service deserves 
special attention. In this regard, one is tempted to adopt a divide and conquer strategy, i.e., define individual 
QOS measures, one for voice and another for data, and then combine the two in some appropriate fashion. 
However, unless these two "subservices" are truly independent, both as they're provided by the network and 
consumed by the user, this approach will not suffice. (Recall our earlier remarks in Section 2.3 concerning 
the "collective effect" problem and the difficulties encountered with simple combinational solutions). Let 
us examine, therefore, the nature of dependencies that might exist between voice QOS and data QOS. 
From the user's viewpoint, measures of each, taken separately, do not reveal the manner in which voice 
and data are alternatively provided by the service. This seems to be an important user-related aspect of this 
service's quality; indeed, in CCITI recommendations for the underlying bearer service, a short changeover 
time for this alternation (with a high probability of not being exceeded) has becn tcntatively identified as 
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a QOS requirement. This is but one instance of user-oriented dependence and, alone, it defeats the divide 
and conquer strategy. 

From the standpoint of how the network provides the service, there are additional dependencies that 
need to 'be accounted for. To see this more clearly, suppose, for the moment, that quality is identified 
with dependability; if there are difficulties here, then certainly they persist for more inclusive notions of 
quality. Specifically, suppose that the dependability measure is availability and we regard service as being 
"proper" (in the sense discussed in Section 2.2) if both the voice part and the data part can be provided 
by the network. Then, when decomposed into a voice component and a data component, QOS is a pair 
of probabilities, one being voice-service availability and the other data-service availability. From these 
two values, determination of combined voice-data availability is possible only under ideal asswnptions 
regarding fault effects. (Note the similarity here with the the reliability example considered in Section 

2.3). 
One extreme is the assumption that every fault has an equal effect on both voice and data. In this case, 

their respective availabilities are equal, each expressing combined voice-data availability. At the other 
extreme, one must asswne that faults affect voice and data independently, i.e., the binary random variables 
which represent availability states (proper vs. improper) for each are statistically independent. Here, 
combined availability is simply the product of the individual availabilities, Obviously, neither of these 
assumptions is realistic since certain faults will cause the loss of both voice and data; others will impair 
only one of the two. What is called for instead is a single measure of service quality, along with a model 
(for its evaluation) which can properly account for such dependencies. Accordingly, let us pursue this 
example further and, in the process of doing so, point to some model construction and solution techniques 
which appear to be promising for ISDN evaluation. 

3.3 Modeling Techniques 

The types of user-related and provider-related dependencies just observed are not at all unusual, even for 
systems of a much less complex nature. To deal with them effectively in the evaluation process, beginning 
with an appropriate definition of service quality, we have found that a certain class of perform ability 
models is indeed very useful. Specifically, for services such as T S, one can define quality explicitly as 
the extent to which the service "rewards" its user, e.g., the Y is the total reward, expressed say in dollars, 
derived from using the service over a designated period of time. Alternatively, Y can be the rate at which 
reward is derived over a given period, including long-run use for which the period is effectively infinite. 
In constructing a model to support such variables, the base model X is augmented by a reward structure 
(see [19], for example) which associates reward rates with state occupancies and reward impulses with 
state transitions. (Generally, such rates and impulses are are expressed by real numbers; when negative, 
they have the interpretation of a "penalty" or a "cost".) The stochastic process X, together with the reward 
structure, is a reward model for the (reward) variable Y. 

This class of perform ability models is actually quite general since most performance variables, including 
the type of binary variables used in dependability evaluation, can be given a reward interpretation. For 
instance, if the performance variable Y is "throughput rate", as defined in the first of the ISDN examples 
considered above, then, by associating a reward value of 1 with each transferred packet, Y is also the 
rate (averaged over the duration of a caU) at which the service rewards its user. Indeed, our initial 
work on closed-form solutions of performability [20] involved an example similar to this and became 
the seed for a growing body of literature on solution methods for reward-based performability models 
[21,22,23,24,25,26,27,28]. 

Regarding model construction, once the reward variable is designated, the problem reduces to that of 
constructing an appropriate base model and reward structure. The former can sometimes be done directly 
at the state space level but, for systems of even moderate complexity, it is more practical to derive the base 
model from a lower level, more structure-oriented representation of the system. Queueing networks, for 
example, play this role in more traditional types of performance evaluation (for both telecommunication and 
computing systems) and have done so with considerable success. In the case of degradable performance, 
however, other types of models, particularly various probabilistic extensions of Petri nets, are better suited 
to this purpose. Included here are stochastic activity networks (SANs; [29]), which were conceived 
specifically for model-based performability evaluation, as well as several variants of stochastic Petri nets 
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[30,31,32,33,34]. In determining the reward structure, reward rates and impulses are typically associated 
directly with states and state-pairs of the base model X. However, when X is derived from a from a 
lower level model, it is more feasible, especially with large state spaces, to inherit the reward structure 
from low~r level reward assignments. Some experience is being gained here in the context of SANs [28], 
with results that appear quite promising. 

Returning now to the example in question, construction of a performability model for teleservice T S 
might be approached as follows. Via criteria of the type discussed in [18], one first identifies a set of 
high level variables representing various aspects of voice, data, and combined voice-data quality. These 
variables must have the property that overall QOS, as captured by the reward variable y, is expressible 
in terms of their behavior. Note that such an expression involves subjective judgements, on the part of 
the user, as to the relative benefit .of one aspect versus another. The purpose of these variables is to guide 
construction of a lower level model (see below) that can support an evaluation of perform ability . It should 
also be noted that we are not attempting to define a measure for each high level variable (the divide and 
conquer approach); the only measure of concern is Per! (see Section 3.1), as it is defined with respect to 
the reward variable Y. 

To evaluate this measure, an underlying system model, say a SAN, must then represent low level 
conditions and events associated with the network and its environment (including permanent faults, noise, 
etc.) which affect the values of of one or more high level variables. Construction of such a model is a 
considerable undertaking since it must account for the union of factors relating to trafficability, availability, 
and propagation performance (see Fig. 1). Nevertheless, this is the approach to take; if, alternatively, one 
attempts to assess these performances via individual models then the "collective effect" problem remains 
unresolved. Although the details of SAN modeling go beyond the intent of this paper, some insight here 
can be gained from examining other instances of its use [27,28,35,36,37,38]. Once the SAN is determined, 
its state behavior (with. some flexibility in defining the state space; see [28]) constitutes the base model 
part (the process X) of the perform ability model. 

The final construction step is the determination of a reward structure for X. This involves knowledge 
of how state occupancies and state transitions affect variations in the high level variables and, in turn, the 
reward variable Y. Conceptually, this translation is referred to as the "capability function" (see Section 
2.3) and it is here that the question of "collective effect" is dealt with explicitly. Moreover, it is the reward 
structure that facilitates this translation. In particular, if we choose to inherit this structure from the SAN 
model (again see [28]), then rewards are assigned at the SAN level, i.e., reward rates are associated with 
certain "local markings" and reward impulses with certain "activity completions". According to the specific 
nature of Y (total reward, reward rate, etc.), its value is then uniquely determined by a state trajectory of 
X. 

For models such as this, both their construction and their subsequent solution (determination of per
formability values) require machine assistance in the form of computer programs. As is the case with 
more traditional types of performance and dependability evaluation, both the size of typical models and 
the complexity of the construction/solution procedures make this a necessity. To meet this need, a com
prehensive perform ability evaluation tool, called METASAN* [39], has been developed by the Industrial 
Technology Institute in Ann Arbor, Michigan. It supports model solution via either analysis or simulation, 
and has been applied to a variety of systems ranging from computer memories to large computer networks. 

4 Summary 

Within the context of telecommunication network evaluation, our discussion has emphasized two major 
points. First, a designated performance concept, whether it be QOS at the top of the CCITT hierarchy 
(Fig. 1) or some item performance at the bottom, does not necessarily prescribe just how this performance 
is to be measured. The notion of performability, on the other hand, can refer to any performance concept 
(the performance variable Y) and is, itself, a measure (the probability measure Perf). In particular, when 
a given type of performance is informally defined as the "collective effect" of lower level performances, 
performability provides a measure of what this phrase really means. 

Secondly, model-based performability evaluation is an evolving methodology, encompassing certain 

·METASAN is a Trademark of the Industrial Technology Institute. 
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construction and solution techniques which show promise for IS DN QOS assessment. This is not to say 
that this is the only approach or, if taken, that existing techniques will suffice. We do suggest, however, 
that these possibilities deserve further exploration. 

Serveability 

Dependability 

Figure 1: CCITI performance concepts 
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