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We study the throughput vs. window-size behavior of the sliding-window proto
colon a trunked byte-stream virtual circuit where the node service discipline is 
processor sharing, background traffic is Poisson with exponentially distributed 
message lengths, propagation times are a significant fraction of the total delay, 
and the channel error rate is negligible. For small windows, the throughput is 
controlled by the ratio of window size to round-trip propagation time. For large 
windows, the throughput is controlled by the background traffic level, the 
number of hops, and the ratio of window size to background message length. 

1. INTRODUCTION 

In the sliding-window protocol for data transmission (Tanenbaum [1]), a number of frames 
bearing successive sequence numbers are transmitted, and then the sender waits to transmit 
eac~ following frame until the appropriate sequential acknowledgment has been returned. 
One wants to use a large enough window to take full advantage of the network's capacity, 
but no larger, because enough buffer space to accommodate the entire window must be pro
vided at every queueing point. Sliding-window flow control has been extensively studied, 
both to understand how it recovers from error conditions, and also to determine its 
throughput as a function of window size and timeout setting under various assumptions 
about the network. 

This paper investigates window flow control on a long-distance byte-stream virtual circuit 
involving tandem trunks (Fig. 1). In a byte-stream network (Fraser [2]), messages are 
transmitted as sequences of short, typically 16-byte, packets. To expedite the transmission 
of single-packet messages, a priority queueing discipline (Fraser and Morgan [3]) is used at 
trunk access points. 
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In the trunk interface module, each virtual circuit has its own buffer. When a message 
begins to flow into the buffer, its channel number is placed in a first-in-first-out list of chan
nel numbers. When the channel number reaches the head of the list, one packet is taken 
from the buffer and transmitted over the trunk. If this does not empty the channel buffer, 
the channel number is placed in a second, round-robin list, and another packet is transmit
ted from the channel each time its turn arrives. The trunk server attends to the round
robin list only when the FIFO list is empty. Single-packet messages are thus served quickly 
from a high-priority FIFO, while long messages are served round-robin by a processor 
whose average capacity is somewhat reduced by the short-message traffic. 

Consider an error-free byte-stream virtual circuit. Suppose that the sender is transmitting a 
long file (the "foreground" job) in equal-size frames, each of which is placed on the first 
trunk via a processor-sharing access queue. Each frame passes through a succession of 
access queues onto a succession of trunks, until it reaches the receiver. An acknowledg
ment is returned to the transmitter over the same number of trunks. We model the rest of 
the network by assuming that the capacity of each access node is processor-shared between 
foreground and background traffic. We shall neglect acknowledgment queueing delays; 
this simplification seems reasonable because acknowledgments are single-packet messages 
that pass quickly through the high-priority FIFO at each trunk access point. 

The mean throughput of an error-free windowed channel on a byte-stream network 
depends on the window size, the round-trip propagation time, the number of hops, and the 
characteristics of the background traffic. Although it is customary to define "window size" 
as the maximum number K of frames plus acknowledgments that can be simultaneously 
outstanding, in the present problem a more important quantity is the maximum number of 
bits W that the sender is permitted to put on the trunk before receiving an acknowledg
ment. In this paper we shall call W the window size. The length of each frame is W IK . 
A critical parameter is 

(1) 

where S is the trunk speed in bits/second and To is the round-trip propagation time. Wo 
is the number of bits that can be put on an idle trunk in one round-trip time. 

We represent the background traffic at the ith access node as a Poisson stream of exponentially 
distributed messages with mean length T; and intensity Pb

i
• For computational purposes we 

assume that all the T'S and Pb'S are equal. The final parameter is the number H of tandem trunks 
through whIch the foreground traffic must pass. 

Modeling this system as a product-form queueing network gives only a rough approximation to its 
behavior. A product-form network does not adequately represent a byte-stream network, in which 
the same frame may be passing through several nodes simultaneously. It is difficult to handle this 
flow-through analytically. We have therefore combined analytic solutions of limiting cases with 
the results of a considerable number of simulations. 

Section 2 of the paper deals with window flow control of a single channel on an otherwise idle net
work. Section 3 discusses a product-form model of a byte-stream virtual circuit. Section 4 
describes fluid-flow models that, it is conjectured, provide lower bounds to the throughput of more 
exact models, and Section 5 presents the results of simulations. The final section summarizes the 
conclusions. 

2. BARE-SYSTEM TIlROUGHPUT 

The time required to put the first frame on an otherwise idle network is W IKS , where S is 
the speed of the trunk or of the access line, whichever is less. Let To be the round-trip 
propagation tiIIle, including not only electroIIlagnetic propagation but also the necessary 
processing at the sender and receiver. For sufficiently small windows the sender has to 
pause, after transmitting W bits, before receiving the first acknowledgment. The per
window cycle time is WIKS + To, and the average. utilization of the system is 
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FIGURE 2 
Bare-system throughput 
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FIGURE 3 
Throughput of product-form model 

for WIWo ~ I/O-IIK), 

for WIWo > I/O-IIK). 
(2) 

where W -= STo, as in Eq. (1). Continuous transmission is first achieved at the window 
size Wc given by 

Wo 
Wc ----

I-IlK· 
(3) 

Wc corresponds to a window large enough that K -1 frames can just be put onto the trunk 
during one round-trip propagation time. 

To obtain reliable error correction when frames are being pipelined over an unreliable 
channel, the sender must always keep one sequence number in hand [1]. If K frames plus 
acknowledgments can be outstanding at once, the total number of sequence numbers must 
be K + 1 ; in practice K + 1 is a power of 2. As K increases, Wc approaches Wo. Arthurs, 
Chesson, and Stuck [4] have shown that the limit of (2) as K - 00 is an upper bound on the 
throughput of any sliding-window protocol, that is, 

{

WIWO for WIWo ~ 1, 

Pa ~ 1 for W IW 0 > 1. (4) 

Figure 2 compares the upper bound to the bare-system throughput for K -= 3 and K -7 . 

3. A PRODUCT-FORM MODEL 

As an initial model of the virtual circuit in the presence of interfering traffic, one might 
consider a product-form network (Baskett, Chandy, Muntz, and Palacios [5]). In Fig. 1, if 
there are H tandem trunks, a product-form model contains 4H nodes. There are H 
processor-sharing nodes for forward-traveling frames, H first-come-first-served nodes for 
acknowledgments, and 2H infinite-server nodes representing trunk propagation delays. 
There is one closed cycle with K jobs in it, and background traffic is modeled by an open 
chain of jobs that come and go at each access node. 

In the product-form model, external arrivals are Poisson. Each job is completely served at 
one node and then passed immediately to the next node; a job is never simultaneously in 
·service at more than one node. At PS and IS nodes the distribution of job lengths is 
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arbitrary. At FCFS nodes, if we should choose to consider them, the job length distribution 
is exponential, and all the jobs at the same node have the same exponential distribution. 

Figure 3 shows throughputs calculated from the product-form model (Morgan [6]). In Fig. 3 
the forward path has been broken into H equal hops and we have ignored acknowledg
ment queueing. The figure shows foreground throughput Pa as a function of normalized 
window size WIW 0 for one and two hops, assuming K -7 and background utilizations 
Pb - 0, 0.1, 0.5, and 0.9 respectively. 

The predictions of the product-form model are unrealistic in two ways. In the first place, 
the product-form model does not predict 100% throughput on an otherwise idle network, 
for any finite value of window size. In the second place, if the number of hops is greater 
than 1, the asymptotic throughput Pa given by the product-form model is not equal to 
1 - Pb but only to a fraction of 1 - Pb as the window size tends to infinity. According to 
Reference [6], the asymptotic throughput of the product-form model is 

KO - Pb) 
Pa -+ H + K _ 1 . (5) 

The reason for these differences is that the product-form model does not correspond to 
one-at-a-time transmission of frames through successive nodes. The throughput of a 
sliding-window system under light background loads is higher than predicted by the 
product-form model, because in a sliding-window system successive frames of the same 
message do not get in each other's way by attempting to share the same access node. Also, 
the product-form model does not permit a frame to be flowing through more than one node 
simultaneously. The asymptotic (large-window) throughput of a multihop byte-stream cir
cuit is higher than the asymptotic throughput of a multi hop product-form model, because 
on a byte-stream circuit a frame does not have to wait until it has finished passing through 
one node before it can start through the next node. 

4. RFSERVOIR AND BOTILENECK MODELS 

To understand how the throughput of a multihop virtual circuit approaches 1 - Pb as the 
window size increases indefinitely, consider a 2-hop circuit. Suppose the window is large, 
so that the queues at the two trunk access nodes are rarely empty. If the queue of fore
ground jobs at a node were never empty, the average throughput of the node would be 1-Pb. 
However, for any finite window size there will be occasions when there are n background jobs at 
the node, the foreground queue is empty, and the arrival rate of foreground jobs is less than 
1 /(n+ 1) , which is the rate of foreground processing that the node can instantaneously handle. At 
such times the node is partially starved, and its throughput is reduced below what would be 
achieved if the node were never starved. These considerations suggest that we look at the fluid
flow model shown in Fig. 4. 

Figure 4 represents a reservoir of size n fed by an inlet whose rate fluctuates, and drained by an 
outlet whose rate fluctuates independently. The instantaneous inlet and outlet rates are taken to be 
1 /(m+ 1) and 1 /(n+ 1), where m and n correspond to the numbers of background jobs at 
processor-sharing nodes where there is always one foreground job. The background traffic is 
assumed to be Poisson with exponentially distributed message lengths. If the reservoir is full and 
the inlet rate exceeds the outlet rate, the reservoir overflows. If the reservoir is empty and the 
outlet capacity exceeds the inlet rate, the reservoir underflows. The reservoir throughput Pa may 
be expected to depend on the reservoir size, the background traffic intensity Pb, and the mean 
background message length T, since the latter quantity determines the time scale on which the inlet 
and outlet states fluctuate. 

We do not have a closed-form solution of this problem. However, a Markov model (Reference 
[6]) leads to an infinite system of linear differential equations, which can be truncated and solved 
numerically for values of Pb up to about 0.7. Simulations are feasible up to about Pb - 0.9, and 
the two methods agree where they overlap. The result is a numerical value of the mean 
throughput Pa' which depends on the two parameters n h· and Pb. 
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FIGURE 5 
Throughput of reservoir model 

Figure 5 shows the behavior of Pa (0 IT, Ph) 1(1 - Ph), that is, the ratio of mean throughput to 
maximum obtainable throughput, as a function of O/T for Ph - 0.1, 0.5, and 0.9. The cases 
Ph - 0.1 and Ph - 0.5 were obtained from the differential equations, and Ph - 0.9 from 
simulation. The reliability of the simulations was estimated by making multiple runs with 
different streams of random numbers, estimating the mean and standard deviation, and 
then putting "95% confidence limits" (twice the standard deviation) on the sample mean. 

Because of the very different rates at which Pa(O/T, Ph) varies with O/T for different values 
of Ph, the horizontal coordinate of Fig. 5 is taken as (1 -Ph) nIT, which gives an appropri
ately scaled plot. For Ph - 0, the range of 0 IT is (0, 15), and for Ph - 0.9 , the range of 0 IT 
is (0, 150). Numerical evidence and an analytic argument both suggest that for any fixed 
value of Ph, the difference between Pa and I-Ph is O(T/O) for sufficiently large o IT. How
ever, the distance one has to go before the asymptotic behavior is apparent is a rapidly 
increasing function of Ph. 

Solution of the reservoir model for more than two constrictions in tandem is not practical. 
However, one can calculate the mean throughput of a ''bottleneck'' model in which the 
reservoirs are of zero size and the instantaneous flow rate is set by the narrowest constric
tion. If the background traffic levels are all equal to Ph, it can be shown (Reference [6]) that 
the throughput of the bottleneck model with H hops is a rational function of Ph. The 
values of Pa 1(1 -Ph) are plotted in Fig. 6 for H - 1, 2, 3, 4. 

We have not proved anything about the relationship of the reservoir and bottleneck models to the 
trunked virtual circuit described in the Introduction. However if W exceeds the window size Wc 
that is just sufficient for continuous transmission on an otherwise idle network, then at any given 
instant at least one of the foreground-job queues in Fig. 1 will be nonempty. The following conjec
ture is consistent with all the numerical evidence available to date. 

Conjecture. If W ~ Wc, then the reservoir model with 0 - W - Wc provides a lower bound for 
the throughput of a 2-hop circuit, and the bottleneck model provides a (constant) lower bound for 
the t~roughput of an H-hop circuit. 

5. SIMULATION RFSUL1S 

We have simulated the mean throughput of virtual circuits with window flow control and 
processor-sharing trunk nodes when K - 7 and the background traffic intensity Pb is equal 
to 0.1, 0.5, or 0.9. The plots show mean throughput Po as a function of normalized window 
size WIWo. Each curve actually includes the mean together with 1195% confidence 
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2-hop circuit: simulation 
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I-hop circuit: simulation 
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FIGURE 9 
3-hop circuit: simulation 

intervals", although all that is apparent is a slight thickening of the curve. 

Figures 7 - 9 show the throughputs of 1-, 2-, and 3-hop circuits when the mean background 
job length T is Wo 12. In Fig. 8 we also show the reservoir model results, and in Fig. 9 the 
bottleneck model results, as suggested by the conjecture at the end of the preceding section. 
Clearly with multiple hops we are not getting "all we're entitled to" by the time W - Wc, 
unless the background traffic is zero. 

The two final plots display various comparisons. Figure 10 shows the effect of number of 
hops for a fixed background traffic level (Ph - 0.5). For one hop, the asymptotic value of Pa 
is obtained at W - Wc. For two hops, the value of Pa at W - Wc falls short of the asymp
totic value, and for three hops it falls still farther shot;!". 

Figure 11 shows the effect of background job length on a 2-hop ~ircuit. The approach to 
the asymptote is substantially faster if the background jobs are . short (T -= Wo /20) than if 
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they are long (T = Wo /2) in terms of Wo. The faster the trunk, the less the reduction in 
throughput on a multihop circuit for background traffic of a fixed mean message length. 

6. CONCLUSIONS 

On single-hop circuits the maximum throughput Pa is controlled by the background traffic 
level Ph and the ratio of window size to round-trip propagation time. For any given Ph one 
gets all the throughput that can be had, namely I-Ph, by making the window just large 
enough [Eq. (3)] to maintain continuous transmission on an otherwise idle circuit. 

For multi hop circuits, except at light loads, the dominant effect is the interference between 
nodes. For small window sizes, the throughput is still controlled by the ratio of window 
size to propagation time; but the curve of throughput vs. window size quickly reaches a 
knee that, for moderate to heavy background and two or more hops, may represent only a 
moderate fraction of the maximum throughput that is compatible with the given back
ground level. Beyond the knee 'the approach to maximum throughput is slow (O(1/W», 
especially if the background level is high, if there are several hops, or if the mean length of 
background messages, in terms of round-trip propagation time, is large. Curves are given 
for estimating the height of the knee and the rate of approach to the asymptote. 
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