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For network control functions such as flow control or automatic routing, it is 
necessary to have some estimate of the demand on the network. We consider 
the problem of modelling a circuit switched network, and show how to turn it 
into a parameter estimation problem. This allows known estimation techniques 
to be used to give on-line estimates of parameters like call arrival rates, mean 
holding times, and blocking rates. The end result is a predictor which gives 
short-term predictions of the traffic offered to the system. 

1. INTRODUCTION 

The work reported in this paper is part of a study [4] on algorithms for teletraffic routing 
and network management. Our aim is to control network congestion, by (a) having a 
sound basis for deciding when call requests should be accepted or rejected, and 
(b) choosing "good" routes through the network for the accepted calls. Some decisions can 
be made off -line, using historical data to predict trends in demand; but there remains an 
unpredictable component in the traffic behaviour. Thus, on-line decisions are needed. 

The first requirement for any control algorithm is to have good estimates of the traffic 
levels and mean holding times. These can be expected to be slowly time-varying, with 
occasional abrupt changes. This is the sort of behaviour in time that one encounters in the 
system parameters in adaptive control problems, therefore we choose to set up the traffic 
estimation problem using ideas from adaptive control. 

In our model, the measurements turn out to be cumulative counts of call requests, call 
departures, and blocked calls, which are fortunately the sort of things which can be 
measured fairly readily in practice. The unknown parameters are nonlinear functions of 
arrival rates, mean holding times, and blocking probabilities, and these are in fact the 
information which a control algorithm is likely to need. It seems likely, then, that our 
parameter estimation model is a useful formulation of the desired information processing 
problem. 

The approach of this paper has some philosophical similarities with the traffic 
predictor in the advanced routing scheme of [7], as modified in [3] to include estimates of 
the mean holding time. The main similarity lies in filtering the observed traffic 
measurements to give a short-term prediction of demand. The main differences are: 

(a) We use one integrated parameter estimator, instead of separating the traffic level 
and holding time estimators. This should give better estimates, by takin~ 
interaction effects into account. 

(b) We focus on the offered traffic instead of the traffic carried by a trunk group. 
This makes it easier to develop a model which takes call blocking into account. 

(c) We use a relatively long prediction horizon, for reasons which will be explained in 
Section 4. As a side-effect, we allow for the possibility of relatively long 
sampling periods, and this tends to reduce the computational effort needed to 
produce the traffic predictions. 

This work was supported in part by Telecom Australia. 
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2. A MODEL FOR THE OFFERED TRAFFIC 

It is important to make a distinction between the offered traffic and the carried traffic. 
The offered traffic can be characterised, to within a reasonable approximation, by 
exponential distributions for the interarrival times and holding times. The carried traffic 
has a much more complicated behaviour, because some calls are blocked, and because 
alternate routing methods cause interactions among the various sources of traffic. Our 
model is for the offered traffic. We use the concept of a traffic stream, which is a set of 
calls which are directed between a given origin and destination without regard to the route 
taken by individual calls within the stream. One can think of these calls as occupying a 
"virtual trunk group", which is not a physical group but rather the union of all the 
alternate routes used by that stream. 

Consider first the very simple case of a network with only one tr'affic stream and one 
trunk group. Suppose that the trunk group has capacity M - that is, M calls may be 
simultaneously carried. We assume an M/M/co model for the offered traffic: Poisson 
arrivals, with an arrival rate )., and independent departures, with a mean holding time 1/ p.. 
The analysis of this section is based on [5]. 

Let Qk(t) = pr{ Z(t) = k }, where Z(t) is the number of calls actually in progress at 
time t. A standard derivation shows that 
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Let z(t) be the expected number of trunks occupied at time t. That is, 

z(t) = E [Z(t)] 

Then it is possible to show [4] that 

(1) 

In, principle, QM is part of the state of the network. To keep the model simple, 
however, we choose to regard QM as an unknown time-varying parameter. Defining 
>-e = >-( l-qM), equation (I) becomes 

dz 
dt = ).e - p.z (2) 

where ).e and p. are unknown time-varying parameters, whose values are to be estimated 
from on-line measurements. The parameter ).e can be thought of as an "effective arrival 
rate", which takes blocking into account. 

Equation (2) describes the time evolution of z(t), a quantity which cannot be measured. 
The observable variables are Z(t), and the quantities: 

A(t) the cumulative count of arrivals (including blocked calls) 
B(t) the cumulative count of blocked calls 
C(t) the cumulative count of call completions 
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Let Q(t), t1(t), and ')(t) represent the expected values of A(t), B(t), and C(t) 
respectively. Then it is possible to derive the set of differential equations 

da ). 
(If = 

dfj 
= ). - ).e (If 

~ = pz 

dz 
).e (If = - pz 

These four equations have only three degrees of freedom, because 

Z(t) = A(t) - B(t) - C(t) + Z 0 

where Z 0 is the value of Z(t) at the time when the cumulative counts started. For the 
sake of clarity, it is easiest to keep the four variables and ignore the redund~ncy. 

So far, we have a system model in the form of differential equations. In practice, 
measurements will be taken at discrete times k~ and it simplifies matters to let the counts 
be reset at each sampling time. That is, A(t) is the number of arrivals in the time 
interval (t-L\,t], and similarly for B(t) and C(t). Now, let ak mean n(k~), (3k mean (3(k~), 
and so on. The discrete-time equivalents of the equations have the form 

ak+1 = ).~ 

(3k+1 = ().- ).e)~ 

i'k+1 = (I -e- JU1)Zk + ).e~ - (I -e- JU1».el It 

Ek+1 -(I-e-JU1)zk + (l-e-JU1».ellt 

.zk+1 = zk + Ek+1 

Each of the measured quantities Ak, Bk, and so on can be written as the sum of its 
expectation and a zero-mean noise term. This leads to an ARMA model 

Yk+1 = 1fkT 8 + wk+1 

where wk is zero-mean noise, and 
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(3) 

The variable Xk is, by definition, Zk-Zk-I. It can of course be positive or negative, 
while all other quantities defined here are positive. 

Although this model was developed for a single trunk group, the group size M does 
not appear explicitly in the equations. The group size could, in fact, be time varying, and 
this would not change the equations. The model is therefore also applicable to a traffic 
stream traversing multiple parallel paths through a real network, and subject to interference 

2.2A.4.3 



ITC 12 Torino, June 1988 

from other streams occupying trunks in the network. Of course, the model must be 
replicated for all the streams in the network. 

The equations can be simplified a little by making .1 small enough so that 1lA(1. We 
would argue against making this approximation, however, for three reasons. First, it could 
place a heavy load on the processor which performs the estimation calculations. Second, 
fast sampling could in itself cause network congestion because of the mass of information 
being forwarded to a control centre. Finally, we shall argue in Section 4 that traffic 
predictions should be made over a time horizon which is a significant fraction of the mean 
holding time; therefore a fast-sampling approximation cannot be made for the traffic 
predictions, even if it is used for the parameter estimator. 

3. PARAMETER ESTIMATION 

The point of developing a model in the form (3) is that parameter estimation algorithms 
may be applied to this model. The parameters )., #L, and ).e are in practice unknown, so 
that 0 is unknown. To obtain an estimate of 0, we can apply the estimation algorithm 
described by 

(4) 

and 

(5) 

Here, the forgetting factor K is a constant in the range (0,1), chosen to ensure that 
recent measurements are given a greater weighting than old measurements. Equations (4) 
and (5) implement the well-known least squares estimation algorithm, see [2]. The vector 
Ok is the latest estimate of 0, and the matrix Pk controls the way in which estimates are 
updated. 

We have tested this estimator by simulation, and it appears that Ok tracks the true 0 
quite well. Once 0 is known, estima~s '" for )., ).e' and #L can be derived. In steadx state, 
an estimate for the offered traffic is )./ #L, and an estimate for the carried traffic is ).e/~. 

Recall that the model of Section 2 was based on an M/M/oo assumption for the 
offered traffic. (But not, of course, for the carried traffic). We conjecture, although our 
tests are incomplete on this point, that the estimator is robust against deviations from this 
assumption. If we estimate the traffic parameters on-line, then they are allowed to be 
time-varying. This means in effect that we are using an M(t)/M(t)/oo model for the 
offered traffic. 

4. SHORT-TERM TRAFFIC PREDlcrION 

The ultimate motivation for having an on-line parameter estimator is to use the estimates 
for routing calculations, or for deciding whether calls should be blocked. One way to do 
this is to use >:/~ as an estimate of the offered traffic level. Another way is to use the 
actual measurement Z(t) of calls in progress, and multiply it by a correction factor ~/~e to 
take blocking into account. Both of these are crude approximations. 

For a better estimate, let Y(t) be the number of calls that would have been in 
progress if there had been no blocking. ·From the theory at the beginning of Section 2, 
we can derive 

E{Y(t+T) I Y(t)} (6) 

where p = )./ p.. Of course Y(t) cannot be measured in practice, but a reasonable 
approximation is given by 
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E{Y(t+T) I Y(t» (7) 

This gives a prediction for the offered traffic l' seconds into the future. The cases 1'-0 
and T-co give the two possibilities mentioned at the beginning of this section. 

Now, how large should the prediction horizon l' be? In other approaches to traffic 
prediction known to us - see for example [1,3] - the best results are obtained with l' of 
the same order of magnitude as the sampling time A However, those results are based on 
theories which assume that both 4 and l' are small. (The assumption is that p/l and 1'1' are 
both much less than 1). The predictions are -" based on linear extrapolation of current 
trends, and are therefore very sensitive to noise. Equation (6) does not have this 
disadvantage; it is, in fact, an interpolation between the present value yet) and its expected 
steady-state value, which makes (6) and (7) useful even when l' is large. 

We believe that l' should be of roughly the same order of magnitude as the mean 
holding time 1/ p.. The reasoning is as follows. When a new call is allocated to a route, 
that call will occupy system resources for a time equal to its holding time. Thus, decisions 
like whether to accept the call request should be based not on the present state of the 
system, but on its state over the entire duration of the call. 

Assume, for simplicity, that all streams in the network have the same mean holding 
time 1/ p.. (The more general case is considered in (6)}. We define the expected mean 
demand 0/ stream j to be 

where E{ } denotes the expected value, and T is the duration of a call which arrives at 
time t. The notation E{ .. I t} means that the expectation is conditioned on all information 
available up to and including the present time t. As always in on-line estimation 
problems, we want a causal estimator. 

The expected mean demand, evaluated for all traffic streams in the network, gives an 
estimate of the average demand on the network over the lifetime of the next call to be 
connected. As such, it provides a basis for deciding whether call requests should be 
accepted, and if so how to route them. A deep theoretical analysis might come up with a 
better estimator, but the EMD has the virtue of being easy to calculate. 

After taking into account the probability distributions of Yj(t) and of T, it turns out 
[6] that 

EMDj(t) - Yj(t) in 2 + (1- Rn 2)pj 

As in equation (7), we have to recognise that Yj<t) cannot be measured in practice. A 
practical approximation is given by 

EMDjCt) (8) 

where Zj(t) is. the traffic. currently present in st~eam j, and the ~ther parameters are 
current best estImates, as gIven by the parameter estImator, for stream J. 

By comparing (7) and (8), it can be seen that the EMD is simply a prediction of the 
stream j traffic, with a prediction horizon approximately equal to 37% of the mean holding 
time. 
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5. CONCLUSIONS 

There are two key results in this paper. The first is a parameter estimation method, which 
allows on -line estimates of traffic levels, mean holding times, and blocking rates. The 
second is the concept of expected mean demand, which gives a guideline for how far into 
the future the traffic predictions should be made. The raw data for the calculations are 
simply counts of call arrivals, call completions, and rejected calls, and these are relatively 
easy to obtain. The data are processed by calculations which are sufficiently simple to be 
performed in real time at low cost. 

The end product of the calculations is a set of estimates which can be used for 
routing control or for flow control. 

The next step is to test the efficacy of the algorithms by simulation. We already have 
some preliminary results along these lines, and they suggest that the EMD approach to 
traffic prediction gives good results when used in a dynamic routing algorithm. They also 
suggest that relatively long sampling times are acceptable. It would appear, although our 
tests are so far incomplete, that reasonable routing decisions can be made with a sampling 
time of about 3 minutes and a prediction horizon of about I minute. This is very 
different from other results reported in the literature; it would appear that most other 
approaches require a sampling time of the order of a few seconds in order to work 
satisfactorily. Our algorithm can be simplified by making a fast-sampling approximation, 
but it is doubtful whether the savings are sufficient to justify the approximation. 
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