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Abstract 

With the increasing interest in integrated transport structures for telecommunica
tion networks, the routing of services with different traffic characteristics and 
performance requirements over a common bearer network becomes an issue of 
considerable importance. In this paper, we investigate routing strategies for 
voice and data services in burst-switched networks. Using a two-level strategy, 
a quasi-static global · algorithm in conjunction with local control, we compare 
fixed-path, bifurcated and adaptive routing strategies from the performance view
point. We show that adaptive routing can provide significant performance gains, 
especially under heavy loads, and that the data performance in networks where 
voice is the predominant service carried is determined more by the voice rout
i ng strategy than that for data. 

1. INTRODUCTION 

In recent years a growing consensus has emerged that only an integrated transport struc
ture will provide the flexibility for the diversity of future services and will minimize the cost 
of network operations, administration and maintenance (OA&M). Integrated structures have 
been proposed for both narrowband ISDN (e.g., fast packet switching [1], burst switching 
[2]), and for broadband ISDN (e.g., ATD [3]). However, integrated networks, particularly 
those that employ statistical multiplexing, e.g, [1-3], provide considerable interaction be
tween the different services being carried; the interaction between services that are delay
sensitive (e.g., voice, full-motion video), and those that are not (e.g., data, facsimile) is of 
particular concern. 

The primary purpose of the study presented here is to investigate routing strategies for mul
tiservice integrated networks. To achieve this, the burst switching technology was used as 
a baseline to investigate the effect of true integration of different traffic types within the net
work -- as opposed to the prevailing view of the ISDN backbone. Earlier (single link) per
formance studies for burst switching [4,5] have shown that data performance is very sensi
tive to the characteristics of the voice traffic. I ntegrated networks based on fast packet 
switching have indicated similar results [6,7]. Thus, there exists a critical need for routing 
studies of integrated networks - particularly since voice and data have significantly different 
traffic characteristics and performance requirements. We note that congestion in a burst
switched network is resolved by clipping talkspurts and buffering data; thus, voice perform
ance in a burst switched network is primarily determined by end-to-~nd freezeout, whereas 
end-to-end delay is a common figure-of-merit for data performance. 

Due to the need for integrated networks to be relatively robust with respect to service de
mand, among the issues we investigated were: (i) the performance advantages .of bifurcated 
(multipath) routing over single-path routing; (ii) the performance advantages of adaptive rout
ing at the burst level over non-adaptive techniques within the framework of a two-level pro
cedure. Since adaptive routing implies datagram-type connections, w~ note that the per
formance advantages of such techniques must be weighed against the drawbacks, e.g., 
potential sequencing problems, and time stamping of voice bursts. 

* The current address of Dr. Zhou is Dong-Dan Telephone, Software Center of MTP, Beijing, 
Peoples Republic of China. 
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1.1 Burst Switching 

Burst switching [2] is a technology based on well known TOM (Time Division Multiplexing) 
transmission and switching techniques which can carry both voice and data traffic. Digital 
speech interpolation is used on voice calls to statistically multiplex many voice calls onto a 
smaller number of TOM channels. In this study we consider only 64 kb/s voice multiplexed 
onto T1 carriers, which provide 24 channels per link. 

At the interface to the network, speech or silence detectors delimit talkspurts and silence in
tervals. Typically, an off-hook caller in a conversation is in talkspurt 30-40% of the time, and 
talkspurts have a duration, on the average, between 250 and 350 ms. The interface creates 
bursts out of each talkspurt adding a header and a terminating flag. After call control has 
established an end-to-end connection through the network from source to destination, the 
address information in each burst is used to switch it through a network of multiplexed T1 
links. Whenever there are more than 24 voice bursts present at a switch, the excess bursts 
are frozen-out (clipped) until a channel becomes available. Only PCM encoded voice is 
clipped from the burst and all clipping occurs at the front-end of the burst. Data connections 
are provided at the same channel rate as the voice connections. Voice bursts have non
preemptive priority over data bursts, and both are switched using cut-through switching, i.e., 
only the burst headers need to be read before switching can take place. If all channels in a 
carrier are full, a data burst is stored in the node until a channel is released. 

A burst-switched network is envisaged in [3] to consist of a two-level hierarchy. The local 
access subnet may connect subscribers with link switches and T1 lines in a bus or ring to
pology. The focal point of a local access area is a hub switch. The backbone interhub sub
net interconnects several such local access areas. The routing studies presented here are 
concerned with the non-hierarchical backbone subnet and a general mesh topology. Earlier 
network-level performance studies [8] have dealt with local access. 

1.2 Routing for Voice and Data 

Traditionally, delay-sensitive services such as voice have been transported over circuit
switched connections. Whereas routing techniques in the past have been hierarchical, the 
trend in recent years has been towards non-hierarchical ne"tworks, where strategies have 
emerged involving alternate routing: a set of primary, secondary, etc. paths are pre-deter
mined and alternative paths are tried when the first-choice path is not available. 

On the other hand, data traffic has been traditionally transported over packet-switched net
works either on a connection-oriented or connectionless basis. As these networks usually 
have a non-hierarchical backbone, routing schemes, that have been proposed and used, in
clude both single-path (using shortest path algorithms), alternate path, and bifurcated rout
ing, in each case with centralized and distributed implementations. (By bifurcated routing, 
we mean here that multiple paths are assigned on a proportional or probabilistic basis.) 
Adaptivity for most distributed algorithms implies that each node has its own topology data
base, which has global information, updated at frequent intervals. Each node then carries 
out the same optimization algorithm and implements the resulting routing strategy until the 
next update arrives. Thus, these algorithms are quasi-static rather than truly adaptive and 
require a significant amount of internode "communication. True adaptive control is achieved 
by reacting to the current state of the network and is based on local information only, e.g., 
the "hot potato" routing of Baran [9]. As adaptive techniques are by nature myopic, looping 
is a major problem; however, this can be significantly alleviated through the use of two-level 
procedures. (for example, [10-12]), where some kind of consonant global routing strategy is 
provided by a centralized controller, and where individual nodes, within this global policy, 
are allowed to react to instantaneous local conditions. In practice, at least two public data 
networks, Telenet and TRANSPAC, use local information in making the routing decision, and 
thus provide some degree of adaptivity: Telenet routes a new virtual circuit (VC) onto that 
output link that has the greatest excess VC capacity, whereas TRANSPAC allows the current 
output link utilizations to affect the routing decision. 

As burst switching employs statistical multiplexing on each link, it is evident that routing 
schemes developed for packet networks have potential applicability to burst switching, pro-
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viding they take into account the need to minimize the voice loss and the multichannel na
ture of the transport structure. Thus, in this paper we discuss the application of two-level 
routing procedures to burst switched networks carrying· both voice and data traffic; the pro
cedures discussed here are based on global algorithms that provide bifurcated routing (e.g., 
the Flow Deviation algorithm [13] or the MINRHO algorithm [14]). Whereas a centralized 
controller is probably most appropriate for implementation of the global algorithm, distrib
uted implementations are also possible. 

In the next section, we introduce the two-level routing strategy for burst switched networks 
and present the local policies used in this study. Section 3 includes results for a voice-only 
study followed by performance results of different routing policies when both voice and data 
are carried by the network. A brief summary concludes the paper. 

2. ROUTING FOR BURST SWITCHED NETWORKS 

As discussed above, we consider in this paper a two-level procedure for adaptive, and non
adaptive, routing of voice and data: at the global level, a central controller determines suit
able average flow patterns using a quasi-static procedure; at the local level a nu mber of pol
icies are proposed working within the constraints imposed by the global policy. 

The following overall approach is used for voice and data routing: 

• The routing for the voice traffic is carried out first. 

• The residual channel capacities for the data traffic are then calculated. 

• Finally, routing for data is carried out. 

The motivation for this approach is based solely on the contrasting nature of the traffic being 
carried: voice is delay-sensitive and is lost if instantaneous capacity is unavailable, whereas 
data is not delay-sensitive and may be queued. 

For each traffic type a two-level routing procedure is then developed. It is not necessary 
that the same policy be used for both voice and data, although for the implementation of the 
local control, it may be desirable to use the same local policy for all service types. The 
global policy provides average flows on every link, based on some optimization criterion, 
and decides the bifurcation requirements at each node in the network. This bifurcation may 
be for each source-destination commodity or may be merely destination dependent (depend
ing on the global algorithm used). . 

At the global level, two policies are used in these studies; the first is a modified version, of 
MINRHO [14], a global routing algorithm developed originally for packet-switched data net
works; the second is an algorithm, LLLP [15], developed specifically for routing of voice and 
data in burst switching. Both these algorithms implicitly assume global knowledge of net
work steady-state statistics and do not account for any adaptive rules. 

The basic objective of MINRHO is to minimize the maximum link utilization in packet
switched networks. Using an M/M/1 queueing model for local routing, the algorithm results 
in a slightly larger time delay and path length than the Flow Deviation algorithm [13] but with 
a much improved bifurcation - which is especially desirable for adaptive routing. Even 
though it was developed for packet data networks, the MtNRHO procedure was used here in 
the belief that a balanced flow patt3rn should provide "good" global performance even for 
non-data traffic. Other advantages are that no cost metric is needed, and that flows are 
equalized along the most heavily utilized links. As used in this application, MINRHO does 
not take into account any voice losses. 

The Linearized Loss LP model (LLLP) [15] is a multicommodity flow model with link losses; 
commodities correspond to end-to-end voice requ irements and average network voice loss 
is the minimization objective. The model assumes routing to be source independent and 
uses random bifurcation. The link losses are convex functions of the offered and tandem 
traffic; however, using a piecewise Iinearized approximation, the routing problem can be for-
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mulated as a linear program. The model allows non-uniform freezing of voice requirements, 
so that traffic tends to be frozen out in the early part of its path, rather than allowing it to un
necessarily load links and then to be frozen out close ·to its destination. As discussed in 
[15], the LLLP algorithm can be extended to include data and thus provide the bifurcated 
voice and data flows simultaneously. However, in this study, the voice-only" version of LLLP 
was used to generate the voice bifurcations. 

At this point, we wish to repeat that the focus in this paper is not on the development of 
global routing strategies, but on the local policies, adaptive and non-adaptive, and their ef
fect on overall network performance. Adaptive routin.g is difficult to model analytically, and 
thus the performance studies were carried out through simulation. An analytic model, 
based on the bifurcations g~nerated by a particular global policy, was used to verify the re
sults for non-adaptive local routing. 

With the two-level approach for packet networks, the process for obtaining the local control 
parameters to implement the global policy is rather complicated and necessitates the use of 
thresholds for the queue size and priority rules [12]. While queue size is an ideal control 
variable for nodes. in a packet network, a channel exhaustion principle is more suitable for 
nodes in a burst-switched network due to its multichannel structure; it is also easy to imple
ment. Note that these local policies are the only mechanisms that actually control traffic 
flows. 

The local strategies considered are: 

• Single-Path Routing 

The path that has the largest portion of traffic, as determined by the global policy, is 
always chosen. This is essentially fixed routing for a given set of quasi-static traffic 
conditions. 

• Random (or Probabilistic) Splitting 

Paths are randomly chosen, using the globally determined splitting ratios as weights. 
Usually, this strategy is referred to as non-adaptive local routing; basically, it imple
ments the global policy. In general, in order to obtain the required splitting ratio, rout- . 
ing can be done at two levels: (i) at the burst level -- for datagram-type connections; 
(ii) at the call level -- where talkspurts within a call follow the same path for the dura
tion of the call or virtual circuit. 

• Randomized Channel Exhaustion (RCE) adaptive routing. 

The output links are polled to see if there is an available channel; the first polled link 
with an available channel is chosen. In this scheme, the polling order is randomly de
cided according to the splitting ratios. If there is no available channel, the message is 
blocked/queued (for voice/data bursts, respectively) on that link which has the largest 
splitting ratio. The nature of the scheme is to exhaust all possible links before a mes
sage is blocked/queued. This policy implies datagram routing only. Whereas data
gram routing schemes have traditionally exhibited instability problems (e.g., looping 
during updates and oscillations between paths) and excessive overhead, these poten
tial problems are significantly alleviated with a two-level routing procedure. 

3. RESULTS OF THE ROUTING STUDIES 

As discussed above, the routing studies were carried using discrete-event simulation. As in 
an actual network, the event-driven simulator relays messages from node to node. A global 
routing plan is realized through a local (nodal) control mechanism. After being generated 
off-line, the global routing plan becomes essentially a constraint on the local control mecha
nism: local control should satisfy the globally-determined splitting ratios as closely as pos
sible. This principle is implemented in the simulator . by having the local control decide 
which outgoing link for a message to take. The decision-making function takes as input pa
rameters the global routing plan. 
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3.1 Routing of Voice Only 

We first carried out routing studies for voice traffic only over a nu mber of test networks: two 
of these, N1 and N2, appear in Figure 1. These are 10-node networks with different degrees 
of symmetry. Some features of this series of tests were: The capacity on each link was 24 
channels; Same commodity requirements, i.e., each source-destination pair provided the 
same voice load; Exponentially distributed talkspurt lengths and silence intervals; Voice ac
tivity factor of 0.4; and MINRHO only was used as the global algorithm. 

Results are presented in Figure 2 for the two networks. For each network, the performance 
measure for comparison is the average network freezeout for the same global routing table 
(derived from MINRHO). The parameter RHOMAX is the average link utilization on the criti
cal cut of the network. (The critical cut of a network is the set of links which divides the net
work into two exclusive parts and whose average utilization is the maximum of all cuts.) 
The critical cuts are indicated in Figure 1. The results clearly show that whereas random 
routing provides better performance than single path routing, the adaptive RCE scheme pro
vides even superior performance. 
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To investigate the sensitivity of the above results to the global algorithm used, both algor
ithms were used for the 5-node network N3; the commodity requi.rements and N3 are speci
fied on Figure 3, where Sij represents the end-to-end requirement between nodes i and j. In 
implementing local routing it is common practice to set a threshold below which splitting 
ratios are not used so as to avoid possible looping caused by such bifurcations. Table 1 
compares performance for thresholds of 140/0 and 50/0. Results indicate tllat in some cases 
the local adaptive scheme is sensitive to small splitting ratios. As long as there are no 
looping problems it appears that the threshold should be set as low as possible. A possible 
explanation of this phenomenon is that, even for small splitting ratios, it is easier for the 
channel-exhaustion scheme to realize link-sharing for multichannel links than for single
channel links. 

Number ot Voice Sources 

SIJ 1 2 3 4 5 

1 37 25 25 37 
2 37 25 25 37 
3 25 25 37 25 
4 25 25 37 25 
5 37 37 25 25 

Figure 3. Network N3 and 
Voice Commodity Requirements 

Table 1 
Comparison of Results for 
Different Global Algorithms 

Average freezeout in percent 

(a) 14% threshold for adaptive routing 

RANDOM SPLIT 
RCE 

MINRHO LLLP 

6.361 
5.326 

5.893 
5.296 

(b) 5% threshold for adaptive routing 

RANDOM SPLIT 
RCE 

MINRHO LLLP 

6.350 
5.229 

5.904 
5.066 

These studies indicate (a) that the random split, and RCE control schemes have the same 
performance relationship for both global algorithms, and (b) that LLLP outperforms MINRHO 
for random splitting; however, when adaptive routing is implemented at the local level, the 
differences between the algorithms are less significant. In some cases it is observed that 
the best performance, i.e., minimum average freezeout, is obtained with relatively little bifur
cation. However, from the viewpoint of potential adaptivity to a transient surge of non-sta
tionary traffic, multiple paths are required and it is probably worth suffering a little higher 
freezeout under stationary conditions in order to have some inherent robustness. 

3.2 Routing of Voice and Data 

For our routing studies of voice and data, we considered just two of the local control 
schemes described earlier in determining outgoing links: random splitting as a non-adap
tive scheme, and RCE as an adaptive scheme. Two global strategies are used: MINRHO 
and LLLP. As discussed above, the two-level routing strategy for the data is based on the 
residual Ii"nk capacities. 
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The test network used here, is again N3; the voice requirements have the same relationship 
as in Figure 1 except that the loads of 37 are now 34, and those of 25 are now 23. The aver
age talkspurt length is 284 ms and the voice activity factor is 0.3717. All end-to-end data re
quirements are identical. The combination of varying both the message length (30, 10 or 5 
ms) and the arrival rate gives three data load levels "measured" by the average data load on 
the critical cut: 5% ("light" load), 7.50/0 ("medium"), and 10% ("heavy"), respectively." In all 
of these studies the voice throughput dominates that of data, by far the most likely scenario 
in future integrated networks. 

We first present some comparisons between adaptive and non-adaptive routing at the local 
level. In this study, the voice load is fixed" whereas the data load is varied both in burst 
length and in arrival rate. The purpose is to see how the voice routing and data routing in
teract and how much improvement we can obtain in performance using local adaptive con
trol. From the results presented in Table 2, we observe that: (i) Comparative performance 

Table 2 
Routing Results for Integrated Voice and Data 

Voice freezeout in %; Data de/ay in ms 

Global Routing Strategies 

VOICE LLLP LLLP LLLP MINRHO 
DATA MINRHO MINRHO MINRHO MINRHO 

Local Routing Strategies 

DATA VOICE Random Adaptive Adaptive Random Adaptive 
LENGTH DATA Random Random Adaptive Random Adaptive 

No Data Frz. 1.72 1.17 1.17 1:99 1.09 

Light (5%) 
5ms Frz. 1.98 1.26 1.24 2.15 1.42 

Delay 0.071 0.042 0.039 0.081 0.040 
10ms Frz. 1.96 1.35 1.33 2.23 1.46 

Delay 0.070 0.048 0.044 0.085 0.043 
30ms Frz. 2.20 1.57 1.59 2.58 1.68 

Delay 0.080 0.064 0.060 0.094 0.058 

Medium (7.5%) 
5ms Frz. 1.96 1.40 1.37 2.22 1.48 

Delay 0.094 ' 0.061 0.054 0.105 0.056 
10ms Frz. 2.06 1.46 1.44 2.42 1.77 

Delay 0.105 0.073 0.063 0.136 0.077 
30ms Frz. 2.55 1.88 1.77 2.81 2.03 

Delay 0.116 0.085 0.078 0.135 0.081 

Heavy (10%) 
15ms Frz. 2.30 1.92 1.79 2.59 1.96 

Delay 0.164 0.123 0.107 0.205 0.114 
30ms Frz. 2.68 2.26 2.08 3.19 2.34 

Delay 0.160 0.123 0.120 0.214 0.123 
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between the different routing strategies is robust (Le., insensitive) to the data load and to 
data length; (ii) The performance of data is more sensitive to how the voice is routed than to 
how the data is routed; (iii) Use of local adaptive routing for data provides a minor improve
ment over random routing; (iv) In comparing two strategies where the local schemes are 
identical -- adaptive for voice and either adaptive or random for data -- then it appea·rs that 
voice performance (averag~ freezeout) is more sensitive than data to the voice global strat
egy; (v) For the same routing strategy (orie column in Table 2) and for the same data load 
level, both voice and data performance disimprove with increasing data message length. 
This concurs with results presented in [4]. In summary, voice routing dominates both voice 
and data performance, which reflects the fact that voice traffic has priority over data and that 
voice traffic is heavier than data traffic in these studies. 

Finally, in order to investigate different modes of implementing the random splitting policy, 
routing was carried out for both. voice and data at the two levels discussed above: at the 
talkspurt level; and at the call level. For this study, the number of talkspurts per call was as
sumed to be exponentially distributed with means of 10, 100 and 600 talkspurts. (Note that a 
3-minute call is equivalent to about 240 talkspurts of length 280 m~ and activity factor 0.37.) 
In all cases the data traffic was routed using MINRHO globally and random splitting 10ca'lIy. 
The performance results of routing over N3 using routing at different levels are shown in Ta
ble 3 for the same voice requirements, . and for a "Iight" data load (with data messages 10 ms 
long). As indicated, the performance of both voice and data appears to be robust with re
spect to the number of bursts routed for each random splitting decision. 

Table 3 
Performance Comparison of Different 

Implementations of Random Splitting for Voice 

Freezeout 
Delay 

4. CONCLUSIONS 

At Burst Level 

1.96 
0.070 

At Call Level 
10· 100 

1.90 
0.075 

1.91 
0.075 

• Number of talkspurts per ca" 

600 

1.94 
0.078 

To summarize, we have shown that bifurcated routing gives significantly improved perform
ance for both voice and data traffic over single-path routing when a fixed load is applied to 
the network. Adaptive routing at the burst level provides further improved performance, par
ticularly under heavy loads; it also shows a certain insensitivity to the global policy used 
and is thus fairly robust with respect to small changes in the global parameters. However, 
further investigation is required before it can be concluded that these advantages outweigh 
the disadvantages of -using a connectionless routing strategy, especially for delay-sensitive 
services. If virtual-circuit routing is to be used, then our results indicate that it is highly de
sirable to employ a global algorithm appropriate to the services being carried and to the 
transport architecture. 

We have shown that data performance is much more dependent on how the voice is routed 
than on the routing strategy used for the data. This is due not only to the priority that delay
sensitive traffic has but on the volu me of voice traffic carried in our studies. We expect that 
this conclusion can be extended to broadband networks carrying real-time video traffic. 
Thus, if a connection-oriented routing strategy is used for the "major" service being carried 
(in terms of sheer throughput at least), then there is little to be gained by using an adaptive 
datagram· routing strategy for the "lesser" services being carried. 
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