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Abstract 

Packet voice systems consisting of many independent speakers multiplexed on a single chan
nel are examined. Information incurring queueing delays beyond a maximum acceptable limit 
is discarded. The relation between the acceptable delay limit and the fidelity of communication 
in these systems is analyzed. Each voice stream is processed using speech activity detection 
and embedded coding. The encoded information is identified as more significant or less signif
icant, with the former placed in high priority packets and the latter in low priority packets. 
Two control procedures are proposed to reduce queueing delays in the system: priority trans
mission, and selective packet discarding. Using a bivariate Markov chain model, the resultant 
queueing delays and packet loss probabilities are derived, and the performance of controlled 
and uncontrolled systems are compared. 

1 Introduction 

Advances in transmission and processing technology have made it possible to build broadband 
integrated digital networks to carry diverse traffic mixes including voice, data, video and graphics, 
with throughputs of the order of terabits/sec. In networks of this type packet-switching is being 
viewed more and more as the preferred way of sharing network capacity among a heterogeneous 
user population with widely differing quality-of-service requirements. While packet-switching has 
been tried for real time applications, including voice and video, it has not been generally accepted 
as a suitable means of transmission of realtime information. One of the primary reasons for this is 
that in packet-switched networks, information reaches its destination with random queueing delays, 
attributable to the statistical characteristics of the network traffic. For successful dialogs to take 
place, there is generally a time constraint imposed on the communication process: information 
delivered to its destination with delays longer than a maximum acceptable time delay must be 
discarded. In such time-constrained applications, excessive transmission delays translate directly 
into information loss, which must be accounted for in any reasonable measure of the fidelity of 
the communication. Thus, a critical feature of any time-constrained communication process is the 
relation between fidelity of communication and maximum acceptable time delay. It is this relation 
that is analyzed in this paper. The analysis is described in the context of a packet voice system 
using embedded coding, but with certain modifications, it is applicable to other time constrained 
applications such as packet video. 

We consider packet voice systems using speech activity detection (SAD), so that pa.ckets are 
generated by the voice encoder only while a speaker is active. Since typical speakers are active 
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less than half the time, SAD offers the potential for roughly doubling the voice-carrying capacity 
of a transmission link. On the other hand, during periods of 'overload' when more speakers are 
active than the link can handle, packets must be queued for transmission. In 'traditional' packet 
voice systems, when the queueing delays exceed an acceptable level, the packets arriving too 
late to be included in the reconstructed speech must be dropped, leaving gaps in the resultant 
output stream. To alleviate this problem, we propose an embedded coding scheme wherein the 
analog voice waveform is encoded into two streams of digitized voice information, each of which 
is separately packetized, with one stream labelled Class 1, and the other, Class 2. The coding 
is done in such a way that the voice waveform can be reconstructed using Class 1 packets only, 
but the inclusion of Class 2 packets results in a reconstructed waveform with higher fidelity (less 
distortion) than that using Class 1 only. For example, the Class 1 (2) packets might contain the 
more (less) significant bits of a PCM word. (In other coding schemes, Class 1 (2) packets might 
contain even (odd) samples, or low (high) frequency information.) The traffic is managed in such a 
way that during periods of congestion, when queueing delays become excessive, it is only the Class 
2 packets that are lost. While this missing information impairs the fidelity of the reconstructed 
speech, this type of 'graceful degradation' is less disruptive than that occuring in systems without 
embedded coding. The combination of SAD and embedded coding can be considered as an ad 
hoc sub-optimal solution to the general information theoretic problem of optimal source coding 
subject to a fidelity criterion. (The time constraint, which is the key issue considered here, is 
generally ignored in the information theory setting.) 

We analyze the performance of a multiplexer that combines several independent voice calls on 
a single link, each call encoded as described above. Two different methods of traffic management 
are examined: (a) priority transmission, and (b) selective discarding. In priority transmission, the 
Class 1 packets are given priority over the Class 2 packets. Because of queueing delays incurred 
during overload periods, some of the packets arrive at the receiver too late to be included in 
the reconstructed waveform, and hence are lost. In selective discarding, all packets are queued 
first-come-first-served, and some or all of the arriving Class 2 packets are blocked when the queue 
length exceeds a given limit. Note that in the first control scheme packets are discarded at the 
receiver, while in the second, they are discarded at the transmitter. As will be shown below, it 
is possible to select the system parameters in such a way that losses are incurred by the Class 2 
information only. This is the case that is treated in this work. 

The objective of the analysis is to examine how the values of the various system parameters 
affect the loss of Class 2 information, and hence the fidelity of the reconstructed waveform. Since we 
are interested in packet loss figures of the order of a few percent, it is necessary to obtain complete 
queue length distributions, and to convert these to waiting times and packet loss. To this end, we 
model the behavior of these systems using a bivariate Markov process with state (Q, I), where Q 
represents the queue content, and I is the number of active speakers. By approximating the queue 
content as a continuous variable it is possible to determine complete queue length distributions for 
the two types of systems described above in an elegant and computationally tractable form, even 
for relatively large systems. From the joint distributions of queue length and speaker activity, we 
deduce either exact values or bounds on packet loss. 

Mathematical models representing the two control schemes are presented in Section 2, and 
analyzed in Section 3. Expjessions for delay-fidelity relations are given in Section 4, and an 
illustrative example of the application of these relations is given in Section 5. We conclude in 
Section 6 with some comments on further avenues of investigation. 

2 The System Model 

A system is considered in which a single link is shared among N statistically identical and indepen
dent callers, alternating between talkspurt and silence periods, which are exponentially distributed 
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with mean values p-l and ~ -1 respectively. This results in a speaker activity factor, 

(1) 

The number of callers I(t) in talkspurt at time t, is a Markov (birth-death) process, which we refer 
to as the speaker process. Each caller generates information at a uniform rate U data units/sec 
during talkspurt, and at rate zero during silence. (The units of U can be taken as packets/sec, 
bits/sec or any convenient measure.) Hi callers are in talkspurt, the arrival rate to the multiplexer 
is Ui. Data units that cannot be immediately transmitted are queued in a buffer. Since information 
is generated at a fixed rate during talkspurt, it is convenient to treat the arriving, departing and 
queued information as continuous variables. This continuum or fluid approximation is equivalent 
to the limiting case of a system with infinitesimally small packet lengths. The multiplexer is served 
by a single channel of capacity UG data units/sec, where G is the normalized capacity. -The ratio 
N /G will be called the 'TASI-advantage', following the terminology for similar analog systems 
which exploit the silent periods of speech. 

The digitized voice information is packetized into two classes. All packets are assumed to be 
of the same length, with a fraction et of the packets being in Class 1, and (I - et) in Class 2. As 
described above, Classes 1 and 2 can be loosely considered to contain respectively the most and 
least significant information. . 

The system under study will be modeled as a bivariate Markov process with state (Q, I), where 
the first variable is a continuous random variable representing the queue content, Q E [0, Qmax]. 
(We allow for a queue size limitation Qmax which may be infinite). The second variable, lE n = 
{O, 1" ", N}, represents the number of callers.in talkspurt. When the speaker process is in state 
I = i, information arrives to the queue in a continuous flow with arrival rate ai, and departs in a 
continuous flow with service rate Si. The evolution of Q(t) is therefore governed by 

dQ 
ri = - = ai - Si 

dt 
(2) 

We note that the sign of ri determines whether the queue grows or decays. The set no of states 
in the speaker process for which ri is positive will be referred to as the overload set, and the 
remaining states, the set nu , as the underload set. That is 

no = {i: ri > O}, nu = {i: ri:5 O} (3) 

The precise form of the functions appearing in (2) depends on the particular control scheme in 
use. We consider three possibilities below: Uncontrolled Transmission, Priority Transmission and 
Selective Discarding. 

• Uncontrolled Transmission. 

In this case we have Si = UG, and ai = Ui. It can be considered as the limiting case of 
embedded coding with et = 1. Because this system is in overload when i > G, the queue 
length can build up, eventually resulting in excessive delays and information loss. The 
underload and overload sets are given by 

• Priority Transmission. 

nu = {i: i:5 G} 

no = {i: i> C} 

(4) 

(5) 

This case, which was treated in more detail in our previous work [Yin 87], is most conveniently 
viewed as two separate queues, each containing one of the priority classes. The queue 
containing Class 1 has priority over that containing Class 2. Throughout this work we limit 
consideration to the case 

et< G/N (6) 
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that is, the fraction of traffic given high priority is less than the reciprocal of the TASI
advantage. In this case the arrival rate to the high priority queue is always less than its 
service rate, no matter how many speakers are in talkspurt. The fact that the queue content 
is treated as a continuous variable, together with condition (6), implies that the high priority 
queue will remain empty for all t. On the other hand, the low priority queue will in general 
be non-empty. Thus, for this case, the high priority traffic is transmitted without delay, 
Le., synchronously, while the low priority traffic experiences delays, which eventually may 
result in discarded information at the receiver. Our analysis therefore focusses on the queue 
containing Class 2 information, with Q in (2) representing its content. Since the high priority 
traffic preempts a fraction of the capacity of the channel in this case, the Class 2 queue sees 
the following arrival and service rates: 

ai = U(l - n)i, Si = U(C - ni) (7) 

Note that ri for this queue is independent of n, and is in fact the same as the ri for the 
uncontrolled queue. Thus the underload and overload sets are again given by (4) and (5) . 

• Selective Discarding. 

In this control scheme Class 2 packets are blocked from entering the multiplexer when the 
queue length reaches Qmax. The service rate in this case is constant, Si = UC. Provided 
that Q < Qmax, the arrival rate is given by ai = U i. The behavior of ai for larger values 
of Q is determined by the choice of n. Using the continuum model for Q and invoking 
condition (6) it is easily seen that the queue length can never exceed Qmax. Furthermore, 
it remains at Qmax only during (portions of) overload periods. Class 2 information arriving 
to a queue of length Qmax will be blocked at a rate U( i-C). Condition (6) ensures that 
this quantity never exceeds t,he total Class 2 arrival rate (1 - n)Ui. Thus, the net result 
of selective discarding is that the queue length evolves exactly like that of an uncontrolled 
system with a finite buffer Qmax. Given a time constraint Tmax on the permissible queueing 
delay, we will choose Qmax = UCT max, to eliminate information loss due to excessive delays 
in this system. Our analysis therefore focusses on losses which are incurred due to blocking 
of traffic at the input of the multiplexer. 

3 Queueing Analysis 

In this section we derive expressions for the key quantities required for performance evaluation. 
These are all based on the equilibrium probabilities of the bivariate Markov processes defined 
above. Let 

Fi(q) = Pr{Q $. q, 1= i} 0 $. q < Qmax 

If we define the traffic intensity p as 

p = pN/C 

(8) 

(9) 

then the condition for stability of the queue, and hence existence of the equilibrium probabilities 
is, p < 1. This will be assumed in the sequel, and corresponds to the speaker activity factor being 
less than the TASI-advantage. 

The equilibrium probabilities for the speaker process are given by 

(10) 

Following [Ani 82], the equations defining the functions Fi can be expressed in the following 
vector-matrix form: 

RF'(q) = MF(q) (11) 
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or 
F'(q) = AF(q) (12) 

where 

and 
R = diag{ro,rl,···,rN} 

(To avoid degenerate cases we assume that none of the ri are zero.) The matrix M is the transpose 
of the infinitesimal generator of the Markov process governing I(t), and is given by 

[ -A
o III 0 0 

M= ~~. 
-(AI + J-L1) J-L2 0 

0 0 AN-I 

(13) 

where 
Ai = (N - i)A, J-Li = iJ-L. 

Equation (12) has the solution 
N 

F(q) = L Cj~jeeiq (14) 
j=O 

where ~j and ~j are respectively the eigenvalues and eigenvectors of A. It can be shown [Ani 82] 
that all eigenvalues of A are real and distinct, with m negative, N - m positive, and one zero, 
where m is the cardinality of the overload set. They can be obtained explicitly as the roots of 
quadratic equations. 

The coefficients Cj are determined by the boundary conditions on Fi(q). To determine these 
conditions, we note first that the queue can never be empty when the speaker process is in an 
overload state; i.e., 

(15) 

For boundedness in the infinite queue case it is also required that the coefficients Cj associated 
with the positive eigenvalues be zero. Condition (15) is then sufficient to evaluate the nonzero 
Cj's. 

A quantity that will be needed in the subsequent development is the probability H(q) that an 
arriving packet sees a queue whose length exceeds q. It is given by 

(16) 

where 
(17) 

Now consider the case of the finite queue. We note that it cannot remain full when the speaker 
process is in an underload state, which implies that 

(18) 

where 

Conditions (15) and (18) give N + 1 constraints necessary to determine the cj's in Eq. (14). 
The probability PJi of a full buffer while the speaker process is in state i is given by 

(19) 
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and PJi is zero for the underload states. In terms of PJi, the blocking probability PB(Qmar), or 
equivalently the fraction of blocked traffic is given by . 

P _ Ei TiPJi 
B- pUN 

4 Delay-Fidelity Relations 

(20) 

Consider now a situation where the there is a limit T mar on the permissible delay in packet 
delivery, from source to receiver. We assume that the only significant delay in the end-to-end 
path is the queueing delay in the packet multiplexer analyzed above. (Other fixed delays, such 
as packetization time, propagation delay, etc. can be subsumed in the time constraint, to give 
a smaller value of Tmar .) As indicated in Section 2, quality degradation due to packet loss can 
occur in two ways in these systems. In the uncontrolled multiplexer, information is lost at the 
receiver when the multiplexer queueing delay exceeds T mar' In the priority transmission system 
loss (of Class 2 information only) occurs at the receiver when that class is delayed beyond T mar' 
In selective discarding, no loss occurs at the receiver, but some loss (of Class 2 information) occurs 
due to blocking of packets at the multiplexer. 

Let <Pu(Tmar) be the fractional loss of information in an uncontrolled system with time con
straint Tmar. Then, noting that a packet arriving to a queue of length q is delayed a time q/UC, 
we have 

(21) 

In the case of the priority transmission system, the exact calculation of fractional loss is 
considerably more difficult. Because Class 1 preempts Class2, a Class 2 packet arriving to a queue 
of length q is served after a random time which depends on the Class 1 information arriving at later 
times; that is, it sees a server whose normalized capacity is a random function varying between 
Cmar = C and Cmin = (C - aN), with expected value C = (C - apN). Noting that the fraction 
of traffic in Class 2 is (1 - a), a good approximation of the fractional loss in this case is 

(22) 

and <pp is bounded by 

For selective discarding, the blocking probability expression (20) can be used to determine 
fractional loss <P •• We have 

5 An Illustrative Example 

Consider a multiplexer with the following parameters: N = 60, C = 35.1, U = 100 packets/sec, 
A-I = 1'-1 = 1.25 sec. These parameters give a traffic intensity of p = 0.85. Embedded coding is 
used with a = 0.5. Using the methods described above we obtain values of fractional loss under a 
time constraint T mar, for both Priority Transmission and Selective Discarding. In the table shown 
below, these are compared to the fractional loss in an uncontrolled system for a representative set 
of values of the time constraint. (T mar is in milliseconds, and the approximate value ~p is used 
for <pp.) 
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Tmaz <Pu 4>1' 4>. 
20 7.1 X 10-2 4.7 X 10-2 2.7 X 10-3 

40 4.1 X 10-2 3.2 X 10-2 1.6 X 10-3 

60 2.5 X 10-2 2.3 X 10-2 1.0 X 10-3 

80 1.6 X 10-2 1.6 X 10-2 0.7 X 10-3 

100 1.0 X 10-2 1.2 X 10-2 0.4 X 10-3 

Note how loss decreases with increasing T maz . It can be shown that fractional loss is actually a 
(decreasing) function of the dimensionless quantity, p,T maz, and thus fractional loss is an increasing 
function of the mean talkspurt period. Clearly, selective discarding gives the best performance, 
over an order of magnitude better than the uncontrolled system. Furthermore, the fidelity loss in 
the controlled systems is mitigated by the fact that it is always 'less significant' information that is 
lost. For all systems these figure~ improve as the size of the system (N and C) increases, keeping 
p and all other parameters constant. This is an expected result of the laws of large numbers. 

6 Conclusions 

Two control procedures have been introduced to improve the fidelity of a packet voice system. 
Both ar~ based on grouping voice information into two packet classes, Class 1 and 2, containing 
more and less significant information respectively. One control procedure gives Class 1 priority over 
Class 2, and the second selectively discards Class 2 information during periods of congestion. The 
queueing analysis presented here provides a means of determining the performance of these systems 
in the presence of a time constraint. An illustrative example shows that selective discarding results 
in significantly less information loss than uncontrolled transmission. While priority transmission 
systems have losses of the same order as uncontrolled systems in this example, their advantage is 
that the more significant information is transmitted without delay, and it is only the less significant 
information that incurs losses. While the analysis applies to a single link, the control procedures 
can be applied throughout a network: giving priority to Class 1 traffic, and/or discarding Class 2 
traffic at congested nodes as the need arises. 

Work is currently in progress on enlarging the class of Markovian models that can be used 
to represent the information sources, and applying these results to packet video. Further work is 
needed to develop appropriate variable rate coding schemes for realtime applications such as voice 
and video, which are robust in the packet-switched environment, and provide good delay-fidelity 
performance. 
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