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This paper is concerned with the performance of a congestion control 
scheme that is based on explicit congestion notification. According to this 
technique, the traffic sources will always have information about the 
congestion status of the network and adjust their traffic generation rates in 
accordance. A simulation model has been built and used to study the 
performance of this control scheme as applied to high speed networks 
where the propagation delay is several orders of magnitudes larger than 
the packet transmission time. 

1 . INTRODUCTION 

Due to its inherent resource sharing and statistical 
multiplexing, packet switching has been recognized 
as the preferred way to carry bursty traffic. However 
as several connections compete for a finite number of 
network resources, packet switched networks are 
prone to congestion. A packet switched network is 
designed such that it will tolerate some fluctuations in 
the service demand. As the offered load exceeds the 
network capacity, network congestion will develop 
which may cause long transmission delays, increased 
data loss or connection break down at the extreme 
case. Therefore for conventional packet switched 
networks, the need for a congestion control strategies 
to avoid information loss and the consequent 
throughput degradation has long been recognized [1]. 

With the advances in digital technology and the 
development of fiber optic transmission standards 
such as Synchronous Optical NETwork (SONET), it is 
possible to introduce network architectures that 
support throughputs that are several orders of 
magnitude larger than that offered by conventional 
packet networks such as X.25 networks (56 Kbps). 
Frame Relay (FR) and Asynchronous Transfer Mode 
(ATM) are two examples of these architectures that 
are based on packet technology. While the scope of 
FR networks is to strictly support data applications 
such as LAN interconnection, ATM has been 
proposed as the transport vehicle for the Broadband 
Integrated Services Digital Network (B-ISDN) and can 
be regarded as an integrated transport for several 
classes of traffic such as voice, data and video. With 
respect to these high speed networks, the congestion 

control problem is magnified by the high transport 
speed involved. For one reason the time available to 
process each packet at intermediate nodes will be 
shortened dramatically. Therefore any congestion 
control policy must be simple enough to operate 
within a very short time limit. Moreover the ratio of the 
propagation delay to the packet transmission time will 
be increased. Therefore a large window is required in 
order to allow different connections to fully utilize the 
network resources. A large window size will have the 
effect of increasing the volume of the outstanding 
traffic awaiting acknowledgments and possibly 
retransmissions. In addition, high speed networks are 
coming with the promise of not restricting the traffic 
flows as long as there is enough capacity to carry the 
excess traffic. Therefore a good congestion control 
policy must allow the connection to gracefully 
increase its traffic as long as the network is lightly 
loaded. 

The question of whether conventional congestion 
control techniques such as window flow control are 
applicable to high speed networks is the subject of 
some debate. This paper does not attempt to answer 
this question. Instead, the paper is concerned with the 
performance of the explicit congestion notification as 
applied to high speed networks. According to this 
technique, network nodes keep the traffic sources 
informed about their congestion status. This 
information is transferred to the sources in the form of 
explicit messages. 

This paper is organized as follows: In section(2) we 
present some of the congestion control procedures 
that have been proposed for high speed networks. In 
section(3) a queueing model of a network node is 
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presented which allows the performance of the 
explicit notification scheme to be studied for different 
network speeds. Numerical results are presented in 
section(4), and finally, section(5) contains our 
conclusions. 

2. CONGESTION CONTROL SCHEMES 

Congestion control strategies can be classified into 
open loop and closed loop schemes. The difference 
between the two approaches is that with closed loop 
schemes, information about the network congestion 
status is available to the end users. This is in contrast 
to the open loop schemes where the control action is 
taken locally irrespective of the state of the network. 

A prominent example of an open loop scheme is the 
control framework proposed for ATM networks. The 
elements of this framework are: admission control and 
traffic enforcement [2]. Traffic enforcement will be 
done by the network at its access points in order to 
ensure that each traffic source is compliant with the 
traffic descriptors supplied at the call establishment 
time. Since traffic enforcement will be done in real 
time on a per connection basis, the enforcement 
algorithm must be simple enough to be implemented 
in hardware yet the enforcer should not penalize 
those connections behaving according to their traffic 
descriptors. Current work is concentrating on finding 
an enforcement mechanism that satisfies these 
requirements [3]. To allow the use of the network 
spare capacity, violation tagging has been proposed. 
Violation tagging is a mechanism by which traffic that 
exceeds the specified limit will be tagged and 
admitted to the network on the promise that it will be 
carried only if the network is not congested. Upon 
congestion, this excess traffic will be dropped. For 
networks supporting data applications, lost 
information will be retransmitted by the traffic sources 
which may have the effect of reducing the network 
throughput. 

To reduce the amount of retransmitted traffic, it is 
desirable not to allow new packets into the network 
unless the network is able to carry them to their 
destination with some certainty. This will require the 
traffic sources to have knowledge about the current 
state of the network and adjust their traffic rates for 
better resource utilization. Therefore closed loop 
control schemes have been currently proposed [4]. 
There are two techniques by which traffic sources are 
informed about the network congestion status. Those 
are implicit and explicit notification. 

With implicit notification, packet losses or long round
trip delays are used by the source to detect 
congestion along its virtual path. Implicit feedback 
provides the simplest method to notify the traffic 
sources about network congestion since the network 
is not involved in this process. 

With explicit notification, a network node determines 
its congestion state by monitoring its utilization or the 
length of its associated queue over some observation 
interval. If the observed measure exceeds a certain 
threshold, the node declares itself congested and 
sends this information to the traffic sources that have 
traffic passing through it. In order not to introduce 
significant overhead associated to congestion 
messages, the congestion information will be carried 
to the source using the destination 
acknowledgements. 

For both explicit and implicit notification, the user's 
equipment may increase or decrease its volume of 
traffic admitted to the network. This adaption in the 
input rate to the network can be enforced by changing 
the source traffic generation rate or changing the 
window size assigned to each source. 

A problem associated with the feedback schemes is 
the non-zero time required for the congestion to be 
recognized by the sources. Therefore congestion 
information carried to the sources may not reflect the 
current network state. In high speed networks this 
delay is expected to be mainly due to the propagation 
delay. 

For high speed data networks supporting data 
applications, explicit congestion notification seems 
more appropriate because it allows for earlier 
congestion detection. By setting the congestion 
threshold low enough, explicit congestion notification 
provides a way for the traffic sources to recognize 
congestion early and react to it. This will help reduce 
or even eliminate information loss due to buffer 
overflow and in turn reduce the amount of 
retransmissions required. On the other hand implicit 
congestion notification must wait until congestion 
actually occurs before it can react. 

3. THE QUEUEING MODEL 

As mentioned in the first section, the objective of this 
paper is to study the performance of explicit 
congestion notification as applied to high speed 
networks. To achieve this goal, the queueing model 
shown in Figure 1 has been considered and 
computer simulation has been used in order to 
quantify the necessary performance measures. 

3.1. Modellng Assumptions 

In Figure 1, a network node has been mode led as a 
single server queue that is fed by a group of N 
identical sources through access lines of speed equal 
to the trunk speed (node server). 
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Figure 1 

Each of the N sources is assumed to be engaged in a 
file transfer to a single destination. To model the file 
transfer operation, the arrivals from each source are 
mode led by a batch arrival process with geometrically 
distributed batch size of mean p -1 frames. The batch 
arrivals are assumed to follow a Poisson process with 
rate A batches/sec. Frames are all assumed to be of 
fixed size which equals L bits. The time taken by the 
network node to transmit a single frame depends on 
the transmission capacity which equals C bits/sec. 

The performance of the queue attached to the 
network node is our prime concern in this study. 

3.2. The Congestion Control Procedure 

To examine the performance of a congestion control 
scheme based on explicit feedback notification it is 
assumed that an end-to-end window flow control is in 
effect. The window flow control is characterized by 
two parameters W max and Weff(t). W max is defined to 
be the maximum window size (maximum number of 
credits) assigned to each connection and Weff(t) is 
the effective window size at time t. Packets generated 
by each source are admitted to the network queue as 
long as the number of packets awaiting 
acknowledgement is less than Weff(t).Packets that are 
not instantaneously admitted to the network upon 
their generation will remain in the access queue. The 
value of Weff(t) is changed according to the network 
congestion status. 

Each packet is assumed to contain a field (two bits in 
FR protocol [5) ) in its header to convey congestion 
information. This field is denoted as the Explicit 
Congestion Notification (ECN) field. Upon arrival of a 
frame to the queue associated to the network node, 
the node will find its congestion status based on 
certain observations. Queue length or link utilization 
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may be used by the network node as congestion 
indication measurements. Instantaneous measures or 
the average of the measurements collected over 
certain time interval may also be used. While 
instantaneous measures are easy to implement and 
may give more responsive performance, they may 
also trigger many false alarms which will decrease 
the throughput. 

In this paper we consider the approach reported in [6) 
for congestion detection. The average queue length is 
used as a congestion indication. The duration over 
which the average queue length is observed is of 
variable length and is related to the queue 
regenerative cycle as shown in Figure 2. 

At the arrival instant of each packet the estimated 
average queue length, E*(Q) is evaluated as 

E*(Q) = 

Queue 

Packet Arrival 
Instant 

Figure 2 

(1 ) 

If E*(Q) is greater than certain threshold T, called the 
ECN threshold, a bit in the ECN field will be set to 
one, otherwise the bit will be left with its current 
value.This information will be forwarded in the frame 
header to its destination. At the destination the value 
of this bit will be transmitted back to the source after 
suffering a total delay equal to t sec. This task will be 
achieved without adding extra overhead by using the 
second ECN bit in the acknowleqgement of each 
packet. At the source an averaging process will take 
place to determine whether to increase or decrease 
Weff. The averaging process is a majority decision 
over the number of frames received during a single 
window turn. If 50% or more of the acknowledgments 
received by the source during a single window turn of 
length Weff(t) indicate congestion then the effective 
window size will be reduced by a window reduction 
factor, r. Otherwise the effective window size will be 
incremented by 1. The change in the window size is 
governed by 
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In order to allow enough time for the effect of the 
current window size to appear on network 
performance, the window update frequency is chosen 
to be every other window turn of size Weff(t) [6]. 

The performance measures considered are the 
probability of overflow and the mean queue length of 
the network queue and the mean file delay defined as 
the average time required to transfer a whole file from 
the source to the destination. 

4. NUMERICAL RESULTS 

Numerical results will be presented for two network 
scenarios. The first scenario assumes a frame relay 
network architecture that is based on 08-1 
(C=1.5Mbps) trunking supporting a frame 
transmission format. The second scenario assumes 
that frame relay services are carried over 08-3 (C=45 
Mbps) trunking supporting a cell transmission format. 
Implementation of 08.,3 trunking is assumed to be 
based on ATM technology. In that case frame relay 
will be implemented at the interface while network 
~raffic will be transmitted using ATM transmission 
format (cells). 

In both 08-1 and 08-3 trunking, the performance of 
the node queue (network queue) has been 
considered for different values of the system 
parameters such as ECN threshold, window size and 
window reduction factor. Numerical results are 
presented for the case where the frame length 
L=1500 bytes, 't = 40 msec, N=100 connections and 
mean file size=100 frames (p-1=100). The batch 
arrival rate A is chosen to achieve different values for 
the network utilization p. 

4.1. OS-1 Trunklng 

Figure 3 shows the variations in the overflow 
probability as the value of T (ECN threshold) 
changes. It is clear that by setting the ECN threshold 
value arbitrary small, an excellent network queue 
performance can be achieved. As an example for 
T =1, the overflow probability approaches 10-5 at a 
buffer level equal to 30 frames. 

Figure 4 shows the probability of overflow for two 
different values of the window reduction value r. 
Clearly a small r achieves better performance 
especially at large values for the buffer occupancy, x. 
It should be mentioned that for 't=40 msec and 
L=1500 bytes, Wmax =5 is sufficient to allow each 
user to fully utilize the capacity of the network. 
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Figure 5 shows the mean length of the network queue 
and the mean file delay as function of T. This figure 
shows that the improvement in the queue length 
behavior has been done at the expense of the end-to
end file delay. This behavior is the result of the fact 
that with small threshold values, packets have to be 
queued more often at the access queue. However if 
the increase in the end-to-end delay performance can 
be tolerated, a small T will achieve a much lower 
overflow probability. 
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In conventional packet switched networks a fixed 
window flow control is commonly used in which each 
source is assigned a fixed number of c~edits. T~at 
number is usually selected based on information 
about the receiver buffer space and is not allowed to 
change to cope with the network conditions. 
Therefore it is interesting to compare the performance 
of a fixed window flow control to the approach 
considered in this paper. Note that a fixed window 
control will be equivalent to having Weff(t) = W max for 
all t. 
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Figure 6 

Figure 6 provides a comparison be~ween these two 
approaches. Figure 6 shows that With the approach 
proposed here a great improvement in the network 
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queue can be achieved. This improvement will be 
achieved at the expense of the end-to-end delay. 

4.2. OS-3 Trunking 

Results in this section are for the case where 05-3 
trunking is used to provide frame relay service. Frame 
segmentation is assumed to be done at the network 
queue and hence cells belonging to the same frame 
are assumed to arrive to the network queue 
instantaneously. Therefore it is convenient to express 
the contents of the buffer in terms of frames . 

All the parameters values remain the same as before 
except for the trunk speed, C that is now equal to 45 
Mbps. At this speed and for t=40 msec., a maximum 
window of size 150 packets is required in orde~ to 
allow full use of the network capacity when possiBle. 
Therefore all the results presented below were 
obtained assuming that each connection has W max = 
150. 

Figure 7 shows the effect of the ECN threshold on the 
performance of the overflow probability. The figure 
shows that there is not much improvement in the 
overflow probability as the threshold value dr~pped 
from 10 to 5. However as T drops to 1, a significant 
improvement has been observed. These results show 
the importance of choosing the correct threshold 
value when high speed trunks are employed. 

Figure 8 shows the effect of the window reduction 
factor on the probability of overflow. Clearly the plot 
for r=0.5 represents a dramatic improvement over that 
for r=0.875. It is worth noting that this dramatic 
improvement in performance was not observed for 
05-1 trunking results shown in Figure 4. 
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5. CONCLUSION 

The performance of a congestion control scheme 
based on explicit congestion notification has been 
presented in this paper. Results have been presented 
for two practical trunk speeds. It has been shown that 
at OS-1 rate, the ECN scheme provides good network 
protection without affecting the network throughput. It 
has also been demonstrated that the network queue 
performance is relatively insensitive to the choice of 
system parameters especially at small values of the 
buffer size. An improvement in the network queue 
performance can be achieved at the expense of the 
end-to-end delay performance (mean file delay). 
However this improvement in the network queue 
performance appears to justify the slight increase in 
the end-to-end delays. 

At higher rate (OS-3 trunking) it has been shown that 
the network queue performance is very sensitive to 
the choice of the system parameters such as the ECN 
threshold and the window reduction factor. Results 
shown in Figure 7 and Figure 8 suggest that small 
values for T and r must be used to achieve good 
p~rf~rmanc~. As the trunk speed continue to increase, 
It IS mterestmg to see how sensitive the performance 
will be and how small r should be. 

The ECN scheme has been considered as one of the 
options for congestion control in frame relay networks. 
Currently there are two bits reserved for that purpose 

at the frame header. The work reported in this paper 
shows that ECN can be applied to rates higher than 
frame relay rate (1.5 Mbps) provided that the scheme 
parameters will be chosen carefully. Therefore ECN 
can be applied as a reactive control in ATM networks 
[7]. This will require a few changes to the current ATM 
cell header structure to provide for at least two bits for 
the ECN purpose. 

It has to ~e mentioned that due to the relatively long 
propagation delays encountered in high speed 
networ~s, ECN ~y itself may not provide good 
congestion protection. The reason is that ECN will not 
be able to detect those traffic sources who will deviate 
from their traffic descriptors for a period of time shorter 
than the. pro~agation delay. Therefore it is necessary 
to combme different control schemes to achieve better 
network protection. ECN combined with traffic 
enforcement appears to be an excellent overall 
congestion control scheme. Further work is required 
to prove the accuracy of the last statement. 

REFERENCES 

[1 ] 

[2] 

[3] 

[4] 

[5] 

[6] 

[7] 

M. Gerla and L. Kleinrock, "Flow Control: A 
Comparative Survey" IEEE Trans. on Comm., 
Vo1.28, April 1980. 
G. Woodruff and R. Kosipaiboon, "Multimedia 
Traffic Management Principles For Guaranteed 
ATM Network Performance" IEEE Journal on 
Selected Areas in Communication, Vo1.8, April 
1990. 
E. Rathgeb and T. Theimer, "The Policing 
Function in ATM Networks" XIII International 
Switching Symposium, June 1990. 
R. Jain and K. Ramakrishnan, "Congestion 
Avoidance in computer Networks with 
a connectionless Network Layer: Concepts, 
Goals and Methodology" IEEE Comp. 
Networking Symposium, April 1988. 
C. Martel, "Procedure for Congestion 
Avoidance in Frame Relaying Networks" 
ANSI T1S1 Contribution, T1S1.1/90-163, 
Dallas, April 1990. 
K: Ramakrishnan and R. Jain, "An Explicit 
Bmary Feedback Scheme for Congestion 
Avoidance in Computer Networks with 
Connectionless Network Layer" Proc. ACM 
SIGCOMM'88, August 1988. 
C. Cooper and K. Park, "Toward A Broadband 
Congestion Control Strategy" IEEE Network 
Magazine, Vol.4, May 1990. 


