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We present a new architecture of an ATM (Asynchronous Transfer Mode) switch which is 
functionally equivalent to the classical buffer-space-buffer (BSB) architecture. The architecture, 
called the rotating-access (RA) architecture, has two main advantages over the BSB architecture. 
Firstly, the need for arbitration when more than one inlet compete for the same outlet during a 
time slot is eliminated; each packet knows when to proceed without being aware of the competing 
packets. This greatly simplifies the switching-control mechanism. Secondly, the switch hardware 
complexity is reduced through the use of clock-driven rather than state-controlled cross points. 
The system is represented by a Geo/G/1, an M IG/1, or an MB/G/l queue depending on the nature 
of the input streams (smooth, random, or bursty). Analytical and simulation results are given. 

1. INTRODUCTION 

The simplest structure of a switching node connecting 
m inlets and n outlets is an m x n matrix. This 
structure, which has been extensively studied and used 
in circuit switching, has been considered for ATM 
switching [1]. In circuit switching, the matrix structure 
has been implemented in various ways to form a fully 
connected network. Examples of the matrix-based 
architectures are the S-T-S (space-time-sp ace) , the 
T-S-T (time-space-time) and, more recently, the single
stage-equivalent strictly nonblocking structure [2]. 

In the packet-mode counterpart of the T -S-T structure, 
labeled the BSB (buffer-space-buffer) structure, the 
operation of the cross points of the space switch is not 
scheduled and the time switches are replaced by simple 
buffers. It is depicted in figure 1. The cross points are 
controlled by the destination indicated in the head of 
each packet. As in circuit switching, all the cross points 
are operated synchronously; the packets are of equal 
size and are synchronized at the inlets. Due to the 
absence of scheduling, more than one packet may 
compete for a given outlet during the same time slot 
(packet duration). Naturally, only one would be 
transmitted and the rest must stay in their queues and 
repeat the attempt during the subsequent time slots. 
There may be several inlet packets competing for a 
smaller number of outlets and the control mechanism 
must resolve the contention during each time slot, 
which may be of the order of a microsecond or so. 

The need for contention controls can be eliminated 
altogether by a spatial disengagement of the destinations 
of all inlet packets. This can be realized by providing 
n middle buffers. These middle buffers would then, in 

effect, function as a space switch. The ith location in 
each buffer is dedicated to the ith outlet. Since an 
outlet can only receive one packet during a time slot, it 
must rotate to collect its packets from the n middle 
buffers. Also, in order to accommodate an arbitrary 
community of interest, the inlets must also rotate. This 
leads to the rotating-access (RA) architecture of figure 
2 [3]. Like the BSB structure, the RA structure 
guarantees the proper order of the packets of each 
connection (or "call"). With a 2:1 expansion, the switch 
becomes strictly nonblocking for the virtual 
connections, and the ATM streams experience a 
negligibly-small delay, even at full inlet occupancy. 

We may use either spatial or temporal (speed) 
expansions to realize the desirable performance. The 
spatial expansion may be implemented in various ways; 
for example by splitting each inlet and outlet queue into 
two queues with separate inlets to the rotator. The 
temporal expansion is realized by selecting the internal 
speed (of the buffers and rotators) to be higher than the 
extemallink speed. Due to lack of space, we shall only 
discuss the superior temporal expansion. The temporal 
expansion necessitates the use of outlet buffers. 

In section 2, the RA architecture is described. In 
section 3, the traffic performance is determined 
analytically. Even though the design must incorporate a 
sufficient expansion to realize the nonblocking and 
small delay objectives, we must fIrst understand the 
behaviour without expansion. A strictly-nonblocking 
switch simplifies the admission controls. Hence, we 
use an expansion ratio of 2:1. In section 4, we present 
numerical results derived from the analytical model and 
compare them with those determined by simulations. 
The conclusions are stated in section 5. 
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Figure 1: Buffer-Space-Buffer (BSB) Architecture 

2. ARCHITECTURE 

The RA architecture is depicted in figure 2. There are 
n inlets and n outlets. The packets arriving to the switch 
are buffered at the inlets. Outlet buffers would also be 
needed if speed expansion is introduced. The two 
rotators are identical; inlet i and outlet i connect to 
middle buffer k during the same time slot. The 
rotators are simple clock-driven selectors; they require 
no external controls, unlike the case of the standard 
space switch (the rotator technique was used in [2] in a 
circuit-switching application). Neither the inlets nor the 
outlets need be aware of the identity of the buffer to 
which they are connected. An efficient implementation 
of the rotator is shown in Appendix A, where the 
number of cross points per inlet is 4 fO compared 
with n in the BSB structure. This facilitates the 
construction of a high-capacity switch. The two rotators 
may be implemented as a single time-multiplexed 
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Figure 3: Space-Time Diagram 

rotator as shown in Appendix A. 

The middle buffers operate in a simple manner. The ith 

location in each buffer is dedicated to the ith outlet. 
Each rotator completes a cycle in n time slots. Let the 
cycle slots be numbered 0, 1, .... , (n-l). During cyclic 
slot 0, inlet i writes to buffer i in the location (outlet 
number) indicated by the head packet of the queue. 
During cyclic slot t, inlet i writes to buffer ( i + t ) 
modulo n . Outlet j will only look at location j in the 
middle buffer to which it is connected during a given 
time slot (it need not know the identity of the buffer). 

A middle-buffer cell assumes two states: empty or full. 
An outlet which finds its designated location in the 
buffer in the empty state will not read the (obsolete) 
content of the cell. Otherwise, it will read the content 
and the state of the cell is changed to empty. If the 
packet at the head of an inlet queue finds its sought 
middle-buffer location full, it loses its turn and waits 
for the next buffer, which it encounters at the 
subsequent time slot. The scheme guarantees the proper 
order of packet delivery for each ATM connection. 
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Figure 2: Rotating-Access (RA) Architecture 



A packet written by inlet i , in location j of any middle 
buffer, is read by outlet j after (i - j + n) modulo n 
time slots. Thus, the middle-buffer delay for a given 
inlet/outlet pair is constant. During a given time slot, 
several inlets may deliver to the middle buffers packets 
destined for the same outlet. 

The process is illustrated in figure 3, where the entries 
in the space-time matrix indicate the inlet (or outlet) 
numbers, with n = 8. Inlet 6 (i = 6), for example, 
accesses middle buffer number 2 during cyclic slot t = 
4. If it succeeds in writing a packet destined to outlet 4 
(j = 4), then outlet 4 will read the packet during cyclic 
slot 6, and the delay in the middle buffer is 2 time slots 
(i - j). The middle-buffer delay from inlet 4 (i = 4) to 
outlet 6 (j = 6) is 6 time slots (i - j + n ) . 

Potentially, the inlet-buffer delay can be reduced, and 
the throughput increased, by allowing another packet, if 
any, in the inlet queue to proceed to the middle buffer 
if the head packet is not able to do so. If the inlet buffer 
is inspected sequentially for a successful packet, starting 
from the head of the queue, the proper packet order is 
preserved for each connection (inlet/outlet pair). This 
approach of multiple-attempts per time slot would only 
be useful if the packet duration is significantly larger 
than the buffer access time (which would be the case if 
a parallel-serial packet format is used). Allowing two 
attempts per time slots increases the capacity, for large 
n, from 0.586 to 0.72. With exhaustive attempts, the 
capacity increases to 0.90. Our objective, however, is to 
keep the controls simple and the multiple-attempts 
approach is not pursued any further. In addition, a 2:1 
expansion is needed anyway to ensure that any 
bandwidth-reservation is accepted once it is determined 
that the inlets and outlets in question have the required 
vacancy. A welcome side-effect of the expansion is a 
very small packet delay. 

3. ANALYSIS 

It is assumed that the admission control, external to the 
operation of the switch, will not tolerate the 
overloading of any outlet beyond its physical capacity. 
This requirement is independent of the structure of the 
switching node. In the following, the slot duration is 
normalized to unity, hence the arrival rate is the 
dimensionless arrival intensity in Erlangs. 

The variable delay encountered by a packet may be 
divided into two components. The first being the delay 
from the instant the packet arrives at an inlet queue 
until it reaches the head of the queue. The second is the 
access delay, i.e., the delay from the instant it reaches 
the head of the inlet queue until it is served (written to 
a middle buffer). The access delay determines the 
holding (service) time and hence the throughput and 
delay in the inlet queue. The delay in the middle buffer 
is constant for a given connection. (inlet/outlet pair). 
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3.1 Holding-time distribution 

Let us observe a certain inlet-outlet pair (i, j). Inlet i is 
always preceded by k = j - i (or j - i + n if 
j < i ) other inlets which may attempt to communicate 
with the same outlet j by writing in the jth locations of 
the middle-buffers. Let 9 be the mean inlet-outlet 
traffic per time slot. The mean occupancy per inlet is 
then: p = n 9 S 1. Under the assumption of equal 
community of interest for all inlet/outlet pairs, the 
probability that inlet i finds middle-buffer location j 
in the full (busy) state is exactly k9. Averaging over 

inlets 0 to (n-l), we obtain the probability ~ that 
location j, in any middle buffer, is in the full state: 

n -1 

P = k L k 9 = ( 1 -~) ~ . 
k=O 

Thus, the mean number of busy locations in the middle 

buffers is (02 - n) p /2 . 

A packet which arrives at the head of the inlet queue 
and tries to proceed to a middle buffer for the first 
time is called a 'fresh' packet. If it finds its intended 
location full, it loses its turn and becomes a 'stale' 
packet. The arrival process of the fresh packets and 
the state of the middle buffers are uncorrelated. Thus, a 
fresh packet will miss its turn with the probability ~. 
Once the fresh packet loses its turn, the probability of 
losing its turn again is higher. The reason is that when 
location j in a specific middle buffer is full, the 
preceding inlets may have tried to use it but were 
forced to attempt the immediately succeeding buffer. In 
other words, the traffic offered to a full location is 
offered again to the next location resulting in a spatial 
correlation of the positions of the full locations. The 
computation of the conditional probability of losing a 
turn, given the age of the stale packet (how many turns 
lost), is difficult. Instead, we use an averaging 
approach. 

Consider the traffic-balance diagram of figure 4. The 
mean value of the external arrival rate is np. Since 
each fresh packet at the head of an inlet queue must 
eventually be served, the mean rate of appearance of 
fresh packets at the heads of the inlet queues must be 
exactly np. With large n, The fresh packets miss turns 

at the rate np 2/2 , i.e., the pool of stale packets 

receives an average of np2/2 new members per time 
slot. In the steady state, the pool of stale packets must 
release packets (to the middle buffers) at the same rate 
np2/2 . Thus, we know the rate of stale packets release, 
but we do not know their probability of missing turns; 
we only know that it is greater than 13. Let 11 be some 
geometric mean of the probability that a stale packet 
misses a turn, and let us assign this probability to each stale 
packet regardless of age. The value of 11 then determines the 
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average number of stale packets at the heads of the inlet 
queues. The stale-packet delay distribution is then 
governed by the geometric distribution: 

Di = (1 -,,) "i -t, 1 S i < 00, with a mean value of 

d = 1/ ( 1-,,). Hence, the mean access delay is: 

~ = P / ( 1-11) (1) 

n 

Idle Cells 

Start of Time slot End of Time slot 

Figure 4: Traffic Flow 

To determine 11, let us freeze the above two-stream 
(fresh/stale) approach for a while and look at the 
system from a different angle. The fresh packets at the 
heads of the inlet queues aim at several outlets. Each 
outlet can only receive one packet during a time slot 
(focusing now on the case of no expansion), and its 
throughput is p. The destinations of the fresh packets at 
the heads of the inlet queues are independent. Hence, 
the system behaves as n independent M/D/l queues 
(this observation was made earlier in a similar context 
by Karol et al [1]). The mean value of the service 
delay in each of the M/D/l queues is 

d = p/(2 -2p) . 

Equating d and ~, and considering only the case of 
infinite n, we deduce that 11 = P . 

(2) 

The service time of a packet when it reaches the head of 
an inlet queue must include the access delay. 
Reconciling the two-stream and the single stream 
queueing models discussed above, we derive the holding 
time probability function: 

h. _ {(I - p /2) , i = 1 

1- pi-l(1_p)/2, i>1 (3) 

hi being the probability that a head packet is served in i 
time slots. The first moment, HI, and second moment, 
H2, of the holding time are then determined as: 

I-p/2 
Ht=-I-p 

3.2 Capacity 

(4) 

The effective load at an inlet queue is: r = pHI and 
the mean number of packets, fresh and stale, at the 
heads of the inlet queues is n r. Setting r = 1 yields the 
throughput R = 2 - fr ,at the limiting condition 
where the length of each inlet queue grows indefinitely 
and the n inlets to the rotator are fully occupied, which 
is the known result in the BSB structure [1]. 

3.3 Inlet-buffer Delay 

The delay in the inlet buffers is heavily dependent on 
the packet-arrival process. Let us first consider the case 
where each inlet buffer receives its packets from a 
statistical multiplexer of capacity S packets per second 
and serving a large number N of independent sources. 
Let source Si, i=1..N generate packets at the rate Si= 
SIN. It is plausible then that the output of the statistical 
multiplexer be an uncorrelated train of packets with the 
probability of a packet arriving at any time slot being 
p, resulting in a smooth traffic stream. Since the 
service time can exceed a time slot, due to head-packet 
waiting, the inlet queue behaves as a Geo/G/l system 
with the holding-time distribution in (3). The mean 
value of the inlet-buffer delay is then: 

WGeo/G/1 = P (H2 - Ht) = p2 
2 (1- P Ht) (2 _ 4 P + p2) ( 1 _ p) • (5) 

Adding the head-packet delay d = HI - 1, the mean 

value of total variable delay is: 

- p 
Wt - WGeo/G/t + 2 (1 _ p) (6) 

Now, consider the other extreme where the speed of 
each source is equal to the speed of the multiplexer. 
Each source must then have its own buffer, and during 
a given time slot, packets from several sources may be 
competing for access to the inlet buffer. When the 
number of sources N is large, and assuming that each 
source generates packets at random, then the delay Dl 
in the source queues is that of an M/D/l system with 
the arrival intensity p and the service time of one time 
slot. The total delay D2 in the source buffer and the 
inlet buffer is that of an M/G/l system with the arrival 
intensity p and the service time in (3). The delay in the 
inlet buffer, from the instant of a packet's arrival to 
the inlet queue to the time it reaches the head of the 
queue (and possibly delayed there), is D2 -Dl . 

If the sources generate packets in bursts, and if the 
speed of each source equals the multiplexer'S speed, 
then the delay in the source buffers is that of an 
MB ID/I system and the total delay in the source queues 



and the inlet queue is that of an MB /G/l system (the 
superscript 'B' denotes burst, the packets of a burst 
arrive in consecutive time slots). Let Bl and B2 be 
the first and second moments, respectively, of the 
random burst-length b ( Bl = < b > and B2 = < b2 > ). 
The mean delay of the MB/D/l queue is: 

W B - P!!1 
M 1D11 - 2 ( 1 _ p) Bl (7) 

and the mean delay of the MB/G/l queue is [4]: 

WMB/G/l 2 ( 1 ~ pH}) (H} (~- 1) + H2 ) (8) 

The burst delay in the inlet buffer is then: 

(9) 

It is useful to express WB in terms of the smooth-input 
delay W Gco/GIl : 

(10) 

The mean service delay of the kth packet in a burst of 
length b, 1~ k ~, from the instant the burst appears 
at the head of an inlet queue, is kHl - k. The mean 
service delay per packet is then:. 

b 
<L k (H}-1) > I <h> = (H}-l)(B} + B2)1 (2 B}) 

k=1 

and the mean value of a packet's total variable delay is: 

W2 = WB + BI + B2 (H} - 1) . 
2B} (11) 

For random input, Bl = B2 = 1. The ratio in (10) 
becomes 3/2 and (11) reduces to: 

(12) 

3.4 Expansion 

The throughput of less than 0.6 is unacceptable. The 
inter-switch links can not be restricted to such a low 
occupancy. Thus, we must use internal expansion. With 
a temporal expansion of 2: 1, the internal speed (of the 
buffers and rotators) is double the extemallink speed. 
This, in effect, reduces the internal occupancy to a 
maximum of 0.5. Most importantly, the expansion 
results in smoothing the traffic and reducing the effect 
of burstiness on delay. Expression (6) can be used to 

determine an upper bound of the delay by setting p = 
0.5; the delay determined as such corresponds to a 
mean occupancy of 0.5 while, in the expansion case, the 
maximum internal occupancy is 0.5 (when the external 
occupancy is unity). It may be noted that the delay unit 
is the internal time slot (half the external time slot). 
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4. LOAD-SERVICE CHARACTERISTICS 

The delay-occupancy characteristics, with no expansion 
and with a 2: 1 temporal expansion, are shown in figure 
5, where the delay unit is a time slot (packet duration). 
These are determined from expressions (6) and (11). 
We have also carried out extensive simulation 
experiments and obtained a good agreement with the 
analytical results. All simulation results are based on a 
64x64 switch. In the expansion case, the analytical 
result serves only as an upper bound. Sample results are 
given in Table I for the case of no expansion. In the 
bursty-traffic case, the burst-length has been selected 
to be geometrically distributed. Thus: 
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Figure 5: Load-Service Characteristics 

Table I: Mean Delay (including head-packet delay) 
Analytical and Simulation Results (No Expansion) 
(95% confidence-interval of simulation results shown, 

analytical results are in italics) 

Traffic Characteristics 

p Smooth Random Bursty 

Bl= 1.B2= 1 Bl=4 . B2= 28 

.40 0.810 0.825 1.048 1.049 4.619 4.618 
±.017 ±.024 ±.276 

.45 1324 1.335 1.781 1.813 7.880 7.611 
±.0l3 ±.043 ±.447 

50 2.50 2.632 3.5 3564 15.5 14.209 
±.064 ±.125 ±.714 

.sS 7.169 7.357 10.449 10.378 46.221 38.398 
±.348 ± .504 ±2.644 
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B2 = Bl (2 Bl-1). Simulations show that the mean delay 
with a 2: 1 expansion is consistently less than the 
analytical upper bound. The distribution of the inlet-
queue length for the expansion case at full load ( p = 1) 
is shown in figure 6. The mean queue length is 0.853. 

x -0 
>-
~ 
:.0 
0 
~ 
0 
~ 

CL 

0.6 -r-~---------'--------' 

0.5 

0 .4 

0.3 

0.2 

0.1 

0.0 
0 2 .3 4 5 6 7 8 9 10 

Queue-Length x 

Figure 6: Distribution of InIet-Queue Length 
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S. CONCLUSIONS 

The control and architectural simplicity of the proposed 
rotating-access switching network makes it an 
attractive alternative to existing designs. The 
arbitration problem inherent in the standard buffer
space-buffer network is avoided by the spatial 
disengagement of the destinations of the inlet packets. 
The packets of each cOnnection are guaranteed delivery 
in the order in which they enter the switch. With a 2: 1 
speed expansion, the network becomes strictly 
nonblocking for the virtual connections. This simplifies 
the admission control which would depend only on the 
states of the inlet-outlet pairs of interest. The delay 
experienced by the ATM streams is negligibly small, 
even at full occupancy of all inlets. 
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APPENDIX A - ROTATOR DESIGN 

For large networks, the n x n rotator can be 
implemented in two (or more) stages as shown in 
figure Al. Using units of smaller k x k rotators, 
where k = Yn, the number of units required would be 
2k instead of k2 (which would be needed for a 
square rotator). The second-stage units shift each time 
slot while the first-stage units are k-times slower, they 
shift each k time slots. The number of (clock-driven) 
cross points per inlet is 2fff. Similarly, the number of 
cross points per outlet is 2:f'ff. The two-stage rotator 
still provides full access and is equivalent to a square 
rotator. It is noted that the standard space switch, with 
its randomly-operated cross points, can not be 
implemented in the same fashion. The two rotators of 
figure 2 can be reduced to a single time-multiplexed 
rotator as shown in figure A2. 
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