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Main Contribution 

Design of appropriate congestion controls for broadband wide area packet networks is an important 
and challenging problem. In this paper we discuss the tradeorrs among buffer requirement, 
bandwidth utilization, signalling and processing complexity and fairness enforceability in the design 
of such control mechanisms. 

1. INTRODUCTION 

Design of appropriate congestion controls for ~ide area broadband 
packet networks is an important and challengmg problem. A few 
factors make this a challenge: (i) A wide variety of traffic pattern 
(average bandwidth demand, burstiness, etc.), perform~.ce 
requirements (delay, jitter, loss tolerance, etc.) and controllabihty 
(ability to slow down or shut off when the congestion status dictates 
it). (ii) Relatively large, non-scalable propagation delays, togeth~r 
with high speeds at the the access lines and in ~e netw?rk, r~ult ~ 
enormous amount of data in transit, even for a s10gle Virtual crrcwt. 
(iii) Large amount of data in transit making cong~ti~n related 
losses expensive and requiring stringent loss cntena and/or 
intelligent loss recovery scheme to minimize the damage. from 
losses. (iv) Need for keeping processing in the network Simple 
enough to allow high speed operation. (v) Limited ~ount of buffer 
space available economically at the trunk contr?llers.1O the.ne~~rk 
in relation to the amount of data in transit (VI) Whtle mamta10mg 
small loss probability and high useful throughput is one of the main 
performance objectives under real time co~~estion, two other 
objectives also play important roles: a) Provld .. ~g low delay ~d 
jitt.er to applications which depend on them cnucally, b~ all0:-vmg 
available resources to be shared equitably among contending VirtUal 
circuits. This objective of achieving a degree of fairness is critical 
for public networks. 

Many approaches have been proposed to ~eal wi~ the a?<>ve 
challenge. The mixed traffic environment Will certa1Ol~ reqwr~ a 
multifaceted approach for congestion control to prOVide a high 
degree of performance objectives an~ r?buSbless. Such a 
multifaceted approach will involve a combmabon of contro~s at call 
set-up and during the data transfer phase. The latter m.volves 
controls in the network elements (traffic type dependent service), at 
the network edge and in the end systems. Selection of an 
appropriate combination will involve natural ~de-offs ~o~g 
buffer requirement, bandwidth efficiency, processmg com~lexlt~ m 
the network nodes and in the end systems, amount of slgnallmg 
involved and fairness in allocating scarce resources under 
congestion. The processing and memory tech~logies are 
advancing rapidly enough to permit very effecuve controls 
economically viable at broadband speeds. On the other han~, 
relative costs of resources and the relative efficacy of controls ~Ill 
influence decisions on which combination of approaches provldes 
the right overall solution. It is thus important to un~erstand the 
above mentioned trade-offs. In this memorandum we dISCUSS some 
of these trade-offs. Much of the discussion is concentrated on the 

impact of bursty data traffic. However, relationships with other 
traffic types (continuous bit rate traffic, uncontrolled variable bit 
rate traffic and relatively smooth data traffic) are also discussed. 
We argue that, while call level acceptance/denial/routing controls 
with static open loop rate controls during the call are adequate for 
smooth and moderately bursty traffic types, very bursty data 
applications at high speeds require more dynamic controls during 
the call. Such dynamic controls may involve in-<:all parameter 
negotiations, intelligent buffer management and service strategies in 
the network nodes and congestion indicators from the network 
helping the sources adapt their input parameters dynamically. 
Specific dynamic schemes to achieve a high degree of performance 
are discussed in detail. In addition, it is shown that traffic 
smoothing within the constraints of current input parameters allow 
higher bandwidth efficiency with smaller buffers. 

2. TRAFFIC TYPES 

While the network may carry a large number of traffic types, we 
will focus on a few major categories of traffic which, together, 
cover a wide spectrum of applications. 

Type 1. (Continuous Bit Rate or CBR). The end points generate 
traffic at a steady rate during the call holding time. That is, one 
(ATM) cell is sent every T seconds. The traffic rate is given by 
r = liT cells/sec. (Equivalently, if the access line speed is N 
cells/sec, then the source can be characterized by the rate of lINT 
cells/cell.) Typical applications of this type are packetized voice 
and video (with fixed rate coding) and circuit emulation. These 
traffic sources are characterized by essentially no controllability and 
stringent delay and jitter tolerance. 

Type 2. Uncontrollable Variable Bit Rate Traffic. These sources 
are characterized by time varying bandwidth need with essentially 
no controllability. Typical applications are packetized voice with 
silence detection and variable-rate-coded video. Like Type 1 traffic, 
these applications require very tight control on delay and jitter. The 
loss tolerance depends on the coding scheme. 

Type 3. Relatively Smooth Data Traffic. This type of traffic comes 
from data sources for which the cell arrival process is not as 
periodic as for Type 1 sources but the ratio of the average 
bandwidth required during the call to the peak bandwidth required 
is relatively high (say, ~ 0.1) and the bursts at peak speed are 
relatively short and nearly constant. Equally importantly, the idle 
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periods between bursts are relatively constant. Finally, unlike 
Types 1 and 2, these sources are controllable in the sense that they 
can slow down or shut off, if needed, without affecting the viability 
of service. Type 4. Bursty Interactive Traffic and Short 
Intermittent File Transfers. These sources are characterized by 
relatively small value of the average to peak bandwidth requirement 
(could be < 0.01), and data bursts at peak speed ranging from a few 
bytes to a few hundreds of kilobytes. (At much higher speeds, say a 
Gbps, somewhat longer file transfers will fit into this category). A 
typical data burst here can be transmitted in less than a round trip 
propagation delay at full broadband speed. Between data bursts the 
source remains idle. Successive idle periods could be serially 
correlated in the sense that a succession of short idle periods may be 
followed by a long idle period and the situation repeats after that. 
Much of the traffic between workstations and remote file servers fit 
this category. This traffic is also controllable like type 3 traffic. 
However, for both Type 3 and Type 4 traffic, there is a limit to 
controllability in the sense that requiring them to slow down below 
certain rate may violate the file transfer delay requirement. 

Type 5. Bursty Long File Transfers. These correspond to long 
infrequent file transfers. Each file transfer may require several 
round trip propagation times when transmitting at full speed. 
Typically, the idle periods between such file transfers are much 
longer than the time to transmit the file, implying small ratio of the 
average to peak bandwidth requirement. These sources are delay 
tolerant but may use as much bandwidth as the slowest link in the 
connection permits. The sources are controllable to a high degree 
within the constraints of the required file transfer delay. 

For future use we define the traffic types in terms of the relative 
values of a few parameters. Let r 1 = Peak rate at which the virtual 
circuit sends the data (in cells/sec) - we will assume this to be equal 
to the access line speed; CL = Speed of the bottleneck trunk in 
cells/sec; A = number of cells to be transmitted in a single data 
burst at peak rate r 1 (if permitted); r 2 = average rate needed by the 
source in cells/sec. In general, the behaviour of a virtual circuit 
during a call holding time is given by {(A",I,,); n ~ I} where A" 
and I" are the number of cells transmitted in the n'" data burst and 
the length of the n tit idle period (in number of cells at the access line 
speed), respectively. {(A",I,,;n ~ I) form a sequence of random 
vectors. These could be serially correlated. The average rate r2 is 
given by r2 = ~l/(A +/). Let a =r2/r1 = A/(A+/) denote the 
average to peak ratio or the activity level of the virtual circuit. For 
type 1 traffic such as CBR sources, r1 = r2. We will represent such 
sources by parameters r2 = r1, A = 00 and I = O. For type 2 traffic 
such as variable-rate-coded voice and video represent the case 
where A" and I" vary with n according to a complex pauern 
determined by the application characteristics. Type 3 traffic is 
represented by relatively small values of A" and nearly constant A"s 
and I"s. Type 4 traffic corresponds to moderate values of A", small 
value of a (could be < 0.01) and {IJ which can be serially 
correlated. For workstation type traffic A is about 180 cells and {IJ 
can be modelle<1 as follows: There is a random number (we will 
assume this to be geometrically distributed with mean IIp) of short 
/" 's followed by a large /" followed by another sequence of short 
/ " 's and so on. Figure 1 represents this behavior schematicall y. 
Type 5 traffic is characterized by large values of A,. and I,. and a 
small value of a. 

3. CONTROL ARCHITECTURE 

Congestion control architecture in general consists of the following 
main elements: a) call acceptance rules and routing decisions to 
keep the probability of a real time congestion minimal; b) physical 
or logical allocation of resources such as buffers and bandwidth to 

accepted calls and implicit or explicit monitoring mechanisms; 
c) signalling between network elements and end systems for in-call 
parameter negotiations and for conveying real time congestion 
status information; d) controls in network elements such as buffer 
management and service discipline for serving A TM cells from 
various virtual circuits equitably and in accordance with the service 
requirements; e) controls in the end systems to help keep the useful 
throughput high even under congestion. These controls involve 
adaptation of traffic input parameters (rate, window, etc.) and 
intelligent recovery mechanisms. Some of the above controls work 
at the call level and are aimed at congestion avoidance. Others are 
aimed at providing a degree of fairness by creating isolation. 
Finally, other controls are designed to help the end systems adapt to 
the congestion status in the network. We assume that the switching 
fabric is not a bottleneck and that the trunk bandwidth is the 
limiting resource. 

4. CALL LEVEL CONTROLS, THEIR ROLES AND THEIR 
LIMITATIONS 

Call set-up controls typically come into play when the end points 
request a virtual circuit set-up with a set of parameters representing 
constraints on the traffic the virtual circuit will expect the network 
to carry on its behalf. As the call request passes from node-to-node 
along the selected route, each node decides whether it has enough 
unallocated resources to admit this new call. If all nodes admit this 
call, the virtual circuit is set-up and the end points can begin to 
transmit. If any node denies the call, an alternate path can be tried. 
Typical negotiating parameters suggested for broadband networks 
are the peak rate (r1), the average rate (r2) and burst length (5) 
partly because of the ease with which compliance to these 
parameters can be monitored at the access node using a leaky 
bucket [11,12,24]. This implies that the source would not transmit 

more than 5 bytes in any interval of length r25. Besides these 
traffic parameters the negotiations also involve service parameters 
like delay, jiuer and loss tolerance. Two important issues are (i) the 
acceptance/denial rules to be used by the trunk controllers and 
(ii) selection of r1, r2 and 5 by the end systems based on its traffic 
characteristics. 

The general call acceptance/denial problem can be characterized as 
follows: Suppose there are M -1 virtual circuits already set up when 
a new request (Mth) comes in. Each of these M virtual circuits is 
characterized by the negotiated traffic parameters rli, ru and 5i and 
the negotiated service parameters Si (Si is actually a set of 
parameter values representing delay, jiuer and loss tolerance). In 
addition, the total buffer size, B, available at the trunk controller is 
known. We can then define [({rli, ru, 5i, Si, B; i=I, .. M}) as the 
minimum bandwidth needed to support these M virtual circuits 
without violating any of the service objectives. If [~CL X Y 
(0 < y ~ I), then accept the call. Olhezvise deny the call set-up 

request. With this formulation, (1:rli - f)1[ reflects the 

M 
i=l 

mulLiplexing gain while [- 1:ru reflects the bandwidth wastage. 
i=l 

In general, evaluation of the function [is a complex problem even 
with FIFO service at network trunk controllers. In reality, [ also 
depends on the delay and loss priority of various virtual circuits. 
While a general solution which can be used for real time decision 
making is still a real challenge some recent results can be found in 
[13,15]. These results suggest the following for the case where all 
virtual circuits have the same parameters: (i) If r1 = r2, then f is 
nearly equal to Mr1 = Mr2 unless the delay/jitter requirement is 
extremely stringent; (ii) If 5 is small compared to B and if M is 
large, then f is close to Mr2 unless the service parameters are 
extremely stringent; (iii) If 5 is comparable in magnitude to the 



available buffer size B, and if M is small, then f is close to M'I ' 
With much larger buffer size, the value of f depends on the 
delay/jitter tolerance, being close to M'I with stringent criteria and 
close to M'2 for liberal criteria. 

Clearly, if all virtual circuits are of Type 1 with identical parameters 
('I = '2, ~ = 00), then N = CLI'I virtual circuits can be supported 
with no cell losses if the buffer size is at least N. For large values of 
CL I'I (as would be the case for voice) a much smaller (than N) 
buffer can be used if a small (say, < 10-6

) loss probability can be 
tolerated [9]. If virtual circuits of Type 1 with very different traffic 
and service parameters are mixed, the situation is more complex. In 
particular [23], if virtual circuits with small value of CLI'I and with 
very stringent delay/jitter requirements are mixed with those having 
large value of CLI'I and somewhat less stringent delay/jitter 
requirements, the performance of the former sUrfers under FIFO 

discipline and, effectively, f will be larger than L'u. This raises 
i=1 

the first tradeoff question: should the FIFO service strategy be 
followed with some underutilization of bandwidth or a more 
discriminating service strategy be used at the trunk controllers to 
control the jitters individually for circuits with different jitter 
requirements? The simplest such strategy is to give priority to 
circuits with large value of '2' On the other hand, a more 
sophisticated rate controlled server [18] can provide service to 
individual circuits with specified rate and individually controllable 
jitter. This rate controlled server is based on the philosophy used in 
clocked schedules for switching systems [12]. Frames and 
subframes are used to provide service at the desired rate. While the 
service is not synchronous (no dedicated time slots), the delay (and 
hence the jitter) is bounded by the (sub)frame period. The slots not 
used by the virtual circuits with allocated rate are available for other 
virtual circuits as best effort service. Such a rate controlled server 

provides excellent service to CBR sources and this service is not 
affected by traffic distortion from one node to the other. For 
uncontrollable VBR sources (Type 2 traffic) with all essential cells 
and little loss tolerance, the simplest approach is to consider them as 
Type 1 (CBR) sources with the average rate ,; = '1/(1 + / mm). 
Long call duration and, for video, large value of ,; ICL, may 
preclude significant statistical multiplexing without jeopardizing the 
service (delay, jitter, loss) guarantee. ,; -'2 then is a measure of 
the bandwidth wastage unless this bandwidth is made available to 
less delay sensitive traffic on availability basis. When the coders 
generate essential and non-essential cells, the Cell Loss Priority 
(CLP) bit for non-essential cells can be used to assign a lower loss 
priority. This would allow a higher bandwidth efficiency. The 
actual gain depends on the / min for essential cells, on the loss 
tolerance of the non-essential cells and on the selective discard 
strategy used for non-essential cells in the network. 

Type 3 traffic differs from Type 1 in the sense that L\" and /" need 
not be constants. However, we assume that L\,,'s are relatively 
small (up to a few hundred cells) and that L\,,'s and /,,'s are nearly 
constant. Given these assumptions, f can be made closer to M'2 
(than to Mrl) by adequate buffer provisioning and with appropriate 
service strategy at network elements. Significant further bandwidth 
efficiency can be gained by having the source (or the access node) 
provide a traffic smoothing function. We describe the implications 
briefly: Suppose the source wants to send the traffic uncontrolled. 
Then it would negotiate parameters ('1> ,;. ~ = ~u), where ~u 
is a high percentile value of L\" and ,~ = L\nu.l(~x + / mm). The 
excess requested bandwidth is then given by ,~ - '2' Moreover, 
depending on the value of S. some mechanism for isolating Type 1 
traffic may be required to achieve a high bandwidth utilization. An 

alternative is to use a distributed rate control [21,25] for Type 3 
traffic at the source or at the network edge. This control provides 
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buffering and traffic smoothing such that the traffic offered to the 
network has small (preferably equal to 1) and constant L\ and a 
constant /. This would allow negotiations with the network using 
better traffic parameters ('I, r2, ~ = A) permitting smaller value of 
f and a higher multiplexing gain. Moreover, since the Type 3 traffic 
now is fed like the Type 1 traffic, the network elements can serve 
the cells from these sources in a FIFO manner without assigning 
priority for Type 1 traffic. Of course, the source will need buffers to 
allow such a filtering of the traffic. Our assumptions imply that this 
buffer need not be very large and that the latency introduced by this 
filter at the source (or the network edge) is not very large. 

Overall, the call acceptance rules and set up controls can allow 
effective open loop controls of Type 1 and Type 3 traffic sources 
without significantly oversubscribing the bandwidth but still 
allowing high utilization within the constraints of service criteria. 
On the other hand, such open loop controls with FIFO discipline at 
trunk controllers rely heavily on the sources transmitting within the 
constraints of the negotiated parameters. Since the network cannot 
rely on the end users (or the TAs) to behave, explicit or implicit 
mechanisms are needed to monitor compliance and protect well 
behaved virtual circuits from the misbehaving ones. When the 
service strategy at the network elements is FIFO, a leaky bucket 
algorithm [23] can be used at the access node to provide this 
policing function. The excess traffic can be dropped or violation 
tagged [11] and sent at lower loss priority. When a rate controlled 
server is used at each trunk controller, there is a natural isolation as 
far as the available bandwidth is concerned. Per virtual circuit 
buffer limit can then be used to isolate virtual circuits completely 
and protect well behaved virtual circuits from the misbehaving 
ones. This would also serve the purpose of allowing excess traffic 
to go through if capacity is available. 

Type 4 and Type 5 traffic sources do not exhibit the 'circuit like' 
bchavior of Type 1 and Type 3 (with traffic shaping) sources. 
Recall that the Type 5 traffic sources are characterized by large 
values of L\" and /" and possibly very small value of a = '2/'1' As 
an example of this type of traffic, a virtual circuit may want to 
transfer a 10 MB file roughly once every 15 minutes. At the access 
line speed of 150 Mbps, this corresponds to a = '21rl = 0.0006. 
On the other hand L\1 :::: 225,000. The basic behavior of this virtual 
circuit can be represented easily in terms of the leaky bucket 
parameters. However, negotiations with rl = Ca' '2 = arl and ~ 
in the range of 200,000, if accepted, imply that the equivalent 
capacity needed will be very close to Ca but will be used for only a 
small fraction of time (equal to a). In general, the open loop static 
control using only the call acceptance/denial rules is not effective 
for Type 5 virtual circuits (when CalCL is close to or equal to 1) 
without extensive reshaping of the traffic at the source so that the 
negotiations can be carried out with much smaller~. With such a 
reshaping, however, the source is effectively given a much slower 
access line even when the network is otherwise lightly loaded. 
Another example of a bursty data source is a typical workstation 
interacting with remote file servers as shown in Figure 1. This is a 
Type 4 data source. If jj 1 = 0.5 seconds, jj2 = 1 minute and 
p = 1116, we get a = 0.0001. The behavior of this virtual circuit 
does not easily fit the source paradigm used by the leaky bucket 
monitoring. If such parameters are used for call set-up negotiations, 
the average rate used should be the short term average rate, r;, 
during the periods including D 1 but excluding D2• This causes an 
additional bandwidth allocation of ,; - r2. In the example 
parameter values discussed above, '2 = 15 Kbps while 
,; = 1800 Kbps. Overall, Type 4 and Type 5 sources prefer to have 
a large bandwidth for a short period at a time. Allocation of peak 
bandwidth results in unacceptable underutilization of bandwidth. 
On the other hand, these sources are controllable and can slow 
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down up to a point if the congestion status demands it. More 
dynamic controls are therefore desirable for these very bursty data 
types. We now discuss some possible dynamic controls for Type 4 
and Type 5 traffic sources. 

5 . DYNAMIC CONTROLS 

We consider two types of controls here: The first set of controls 
strives to keep the buffer requirement in the network elements very 
small by dynamically controlling the 'rate' at which the sources 
transmit data such that the total rate does not exceed the available 
capacity even for a short period of time. This, in general, may be 
achieved with some underutilization of bandwidth. The second set 
of controls require comparatively larger buffers in the network trunk 
controllers but utilize the bandwidth more effectively. Each set 
consists of two control schemes. The first scheme in each set 
achieves robustness and no cell losses by resource dedication. The 
second one allows possibility of cell losses but keeps signalling 
complexity to a minimum. 

5.1 Dynamic Controls with Small Network Buffers 

5.1.1 In-Call Bandwidth Parameter Negotiations 

One approach to handling bursty data sources in broadband 
networks is to make them smooth by having them set-up a call for 
each burst of transmission and then take down (disconnect) the call. 
Since a full call set-up involves extensive processing (route 
selection, memory UpdaLes, etc.), we propose to achieve the same 
objectives with in-call bandwidth parameter negotiations. 

The call is set-up as usual but with very small values of rb rz and 
5. Whenever a significantly higher need arises, in-call negotiations 
are used to request additional resources (higher rz, larger 5, etc.). 
The network nodes may accept or deny the request or may offer 

smaller than requested bandwidth [5] parameters. Once the 
transmission is complete, in-call negotiations are used to go back to 
smaller parameter values. The activity level (1 of a virtual circuit 
during these calls within a call is typically much higher than during 
the whole call thus allowing a much beuer bandwidth utilization. In 
addition, aeceptance/deniaVreduction controls during parameter 
renegotiations reduce the probability of oversubscription even for a 
short period of time. This would allow small buffers and simple 
service strategies in the network trunk controllers. Of course, in
call parameter negotiations require special payload types and 
additional near real time signalling. In addition, the following 
factors (see [5] for details and quantitative results) affect the 
complexity and efficacy of in-call bandwidth negotiations. (i) Let 
D 1 (typically slightly larger than a round trip delay) be the time to 
complete the in-call parameter negotiations and D z be the time to 
revert to nominal parameters after the virtual circuit has become 
idle. Let 1R be the time to transmit the data burst at the negotiated 
bandwidth. Since the bandwidth remains allocated during the 
whole period of duration D 1 + D z + TR, the bandwidth efficiency 
is given by (1' =TR/(Dl +D z +TR). With high speed virtual 
circuits going over wide area distances, (1' could still be quite low 
unless the files are quite large. Thus, while the bandwidth 
utilization is now very high for the Type 5 traffic, the scheme has 
problems handling Type 4 traffic efficiently. The effects of D 1 and 
D 2 can be mitigated somewhat by estimating their values and 
reserving bandwidth at a time later than the epoch at which request 
arrives. This would add significantly to the bookkeeping at each 
network node. (ii) A virtual circuit cannot take advantage of 
additional bandwidth freed up while it is transmiuing according to 
the negotiated parameters even if the negotiated parameters are less 
than what were requested. (iii) Reserving bandwidth for short 
duration (up to a few hundred msec) for a high speed data subcall 
may force blocking of long duration CBR cans (video, for 

example). (iv) Long file transfers with negotiated bandWidth close 
to CL can block many other requests. Fairness objectives then 
require that the reservations made during in-call negotiations be 
granted for a fixed length of time and that the network nodes track 
the recent allocations so that new requests can be handled equitably. 

5 .1.2 Best Effort Service For Type 4 and Type 5 Traffic With 
Source Adaptation 

The scheme discussed in Section 5.1.1 prenegotiates bandwidth 
parameters before transmitting bursts of data and thus avoids buffer 
overflows and cell losses. On the other hand, it introduces 
additional latency and (possibly significant) underutilization of 
bandwidth. Another approach to handling Type 4 and Type 5 traffic 
sources with reasonably small buffers is to isolate Type 1 through 
Type 3 virtual circuits, give them the negotiated bandwidth at each 
trunk controller and make the remaining bandwidth available to 
Type 4 and Type 5 sources without any guarantee. If large buffers 
(equal to, say, the end-to-end window size for each virtual circuit of 
Type 4 and Type 5) are available at each node, the remaining 
bandwidth is naturally used up, if needed, by Type 4 and Type 5 
virtual circuits [8]. If, however, smaller buffers are desired, 
adaptation of input parameters (for these sources) is needed to 
guarantee a small loss probability. The general approach is as 
follows: Each virtual circuit of Type 4 and Type 5 estimates 
(implicitly or explicitly) the maximum bandwidth, r'U it can use at a 
given time and then either transmits at that rate (5 close to 1 
rz =;'1.. = estimated rate) or adapts its end-to-end window to ~ 
close to r'U x RTPD where RTPD is the round trip propagation 
delay. In this case, the number of cells (packets) from such a virtual 
circuit in the bottleneck trunk controller remains small in steady 
state. A very responsive scheme is needed to estimate changes in 
r'U and adapt the input rate/window dynamically so that the buffers 
are less likely to overflow when r'U decreases and so that the 

bandwidth is not underutilized when r'U increases. Relattvely targe 
RTPD does make this a challenge. However, the results in [19] and 
[20] show that appropriately responsive schemes can be designed if 
the overall traffic dynamics are slower than the propagation delays, 
if some bandwidth underutilization can be tolerated, service 
strategies at the trunk controllers can be designed to enforce fairness 
and that newly active virtual circuit go through a cold start [16] 
period. The fairness is an important issue for these distributed 
controls. A detailed analysis of the fairness related questions is 
presented in [6]. These results indicate a strong need for rate 
enforcement (a fair service strategy) and buffer isolation at the trunk 
controllers for such schemes to be effective. In these schemes, if 
small buffers are used in the network, adaptation upward needs to 
be very cautious and adaptation downward should be rapid in order 
to keep the probability of congestion related losses small. As a 
result, the bandwidth may be underutilized. The actual 
underutilization depends on the traffic dynamics with more variable 
traffic causing greater underutilization. 

The schemes studied in [19,20] can be enhanced by having idle 
sources transmit 'probe' packets periodically and use ACK delays, 
inter acknowledgement time, etc. to maintain current estimate of 
r'U. When such a source goes active, it can start close to the most 
recent value of r'U thus reducing the latency caused by a 'cold start' 
[16]. Type 4 traffic can benefit significantly from such an approach. 
This approach can also be used by the edge nodes to control the rate 
aL which the data for a virtual circuit is fed into the network. A 
simple feedback control can then be used to control the sources 
directly. Since the distance between the source and the access node 
is likely to be small. this feedback control can be managed with 
small buffers. This implementation at the edge node can also help 
make routing decisions for connection oriented and connectionless 
traffic. 



5.2 Dynamic Controls For High Bandwidth Uti/~zation 

When almost full use of the available bandwidth is desirable under 
congestion in a wide area broadband network with highly variable 
traffic, the schemes discussed in Section 5.1 with very small buffers 
(a few hundred to a few thousand cells) are not appropriate. 
Additional flexibility afforded by larger network buffers (a few 
thousand to a few hundred thousand cells at each trunk controller) 
allow us to design adaptive controls which utilize the bandwidth 
almost completely with essentially no loss of cells due to 
congestion. We discuss some possible schemes in this section. 
These schemes assume that there is end-to-end (or edge-to-edge) 
window control for each Type 4 (and Type 5) virtual circuit 

5.2.1 In-Call Buffer/Window Negotiations 

These control schemes involve in-call negotiations of window (and 
hence buffer) for each activity period of a virtual circuit of Type 4 
and 5. These are given the best effort service by guaranteeing the 
negotiated bandwidth for Type 1 and Type 3 traffic. Once again, 
special payload types are used to carry out these buffer/window 
negotiations [2,14]. Each network node reserves buffer equal to the 
allocated window (which could be smaller than the requested 
window) thus eliminating congestion related cell losses. The 
buffer/window allocated by a trunk controller in response to a 
request is made a decreasing function of the buffer space already 
allocated (it is well known that the window needed by each virtual 
circuit to keep the trunk busy is a decreasing function of the number 
of active virtual circuits) thus conserving buffers and allowing more 
virtual circuits to transmit simultaneously for a given buffer size. 
When the available buffer is completely allocated, new requests are 
dcnied (given zero allocation). The virtual circuits cancel the 
reservation when the need goes away. For Type 5 traffic, an 
adaptive buffer/window allocation scheme of this type has been 

studied in [2,3] using both analytical and simulation methods. The 
results show that when a bandwidth of 45 Mbps is available for 
these types of virtual circuits and if the files are long (1 to 2 seconds 
of transmission at full speed), a 2 to 4 MB buffer is enough to 
provide almost ideal blocking probability and bandwidth utilization 
performance even with a round trip propagation delay of 50 msec. 
There are two approaches to using in-call buffer/window 
negotiations for Type 4 traffic: The first one negotiates 
buffer/window for each file transfer while the second one negotiates 
the buffer/window for each activity burst consisting of many file 
transfers separated by short idle periods (the reservation is taken 
down only during long idle periods). The second scheme obviously 
requires more buffers because the buffers are allocated but not used 
during short idle periods. On the other hand it avoids the latency 
caused by the reservation procedure for each file transfer. It also 
reduces the signalling traffic by using the in-call negotiations less 
frequently. A hierarchical analysis of these schemes involving 
closed network of queues and a single server queue with state 
dependent service rate is presented in [4]. Two important 
performance measures here are the utilization of bandwidth and the 
file transfer delay as functions of the offered load. The results in [4] 
indicate that, when these class of virtual circuits have 45 Mbps 
available, nearly ideal performance is achieved with a buffer of 2 to 
4 MB. A parametric analysis of the problem of window/buffer 
negotiations focusing on the window threshold selection is 
presented in [13]. Details of the protocol that can be used to carry 
out the negotiations as well as the interactions between these 
controls and the controls used in TCP/IP sources are discussed in 
[14]. The tradeoffs between the in-call bandwidth negotiation 
schemes (5.1.1) and the in-call buffer reservation schemes are 
evaluated in [5]. 
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Overall, these semi-dynamic buffer/window allocation schemes 
provide excellent bandwidth utilization with no congestion related 
losses. While the buffers are larger than those used for schemes in 
Section 5.1, they are of manageable size (due to adaptive allocation 
of buffers as discussed here). 

5.2.2 Dynamic Buffer Controls With End System Based Adaptive 
Window 

The scheme discussed in Section 5.1.2 and in [19,20] can also be 
used with larger buffers at the trunk controllers if a Round Robin or 
another fair discipline is used for serving cells from Type 4 and 
Type 5 virtual circuits. This would permit a more aggressive 
adjustment upward and a less cautious adjustment downward 
without increasing the loss probability. Overall, higher bandwidth 
utilization is permitted. 

Another approach, especially suitable for Type 4 traffic, involves a 
combination of dynamic buffer allocation and selective explicit 
congestion indicators to the end systems. An example is discussed 
below. At each trunk controller, a shared buffer pool of size B is 
managed so that it can be allocated to virtual circuits in chunks of 
size M 1 up to a maximum of M 2 = KM I' M 2 is selected to be the 
minimum of the bandwidth delay product and the typical file length 
(For workstation type traffic, this is in the range of 8 to 16 KB). 
When data arrives for a virtual circuit to which no buffer is 
currently allocated, a chunk of M 2 is allocated to it until the buffer 
for that virtual circuit becomes empty again. When the total 
allocation becomes a fraction ~I of B, cells for virtual circuits with 
queue length exceeding a threshold (smaller than half the current 
allocation) are marked with a Forward Congestion Indicator Bit (a 
selective version of the binary feedback discussed in [17]). The 
receiver is supposed to accumulate these congestion indicators and 
transmit a summary back to the transmitter. The transmitter will 

use this information to adapt its window. When the total allocation 
rcaches ~2 x B where ~ > ~I' buffer allocation for each active 
virtual circuit is reduced to a fraction ~3 of the current allocation. If 
the windows of virtual circuits are reduced accordingly by this 
time, congestion related losses are avoided. Adjustment upward 
can be based on another threshold on the buffer allocation. This 
procedure requires less expensive explicit signalling. While it does 
not guarantee total elimination of losses (the buffer reduction 
cannot be completely synchronised with the window reduction), it 
can keep the loss probability low if the buffers and constants ~I' ~, 
~3 are sized appropriately. 

6. CONCLUSIONS 

We discussed the design of congestion controls for wide area 
broadband networks with emphasis on the tradeoffs among 
bandwidth efficiency, buffer requirements, service strategy, 
processing complexity and fairness enforceability. It was argued 
that, while call set-up controls and static open loop rate controls 
during the call may suffice for relatively smooth traffic, bursty data 
traffic requires more dynamic controls. We discussed many such 
dynamic controls involving in-call parameter negotiations, service 
classes and service strategies, exchange of congestion indicators, 
estimation and adaptation of input parameters by the end systems. 
The following summarizes our main observations: 

(i) Support of very bursty data traffic with long bursts requires 
traffic segregation and service strategy in the network to insulate 
dclay/jitter/loss sensitive traffic. In the absence of such segregation, 
the network link will have to be significantly underutilized. 

(ii) In-call resource and traffic parameters negotiations provide 
robust mechanisms to handle bursty traffic. Significant bandwidth 
efficiency can be gained at the cost of added complexity in 
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signalling (this could be in-band). Such control mechamsms 
guarantee virtually no loss network thus allowing relatively simple 
end-ta-end recovery mechanisms. 

(iii) In-call negotiations can be for bandwidth or for network 
buffers. The former allows use of small network buffers, simple 
service strategy and monitoring, but underutilizes the bandwidth. 
More sophisticated bookkeeping can be used to minimize the 
bandwidth waste and to ensure fairness. The in-call negotiations of 
buffers require larger (but manageable) buffers but utilize the 
bandwidth very efficiently. It requires a fair service strategy at each 
trunk controller. 

(iv) Another type of controls discussed involves adaptation of 
rate/window by the end system based on the measurements taken in 
the end systems. Such distributed controls require a fair service 
strategy at each network trunk controller to provide equitable 
service to end systems in presence of misbehaving end systems 
and/or when the round trip propagation delays differ significantly. 
Such controls require little or no real time signalling between the 
network and the end system but cannot guarantee a no loss network. 
The efficacy of these schemes depends on the rate at which traffic 
changes in comparison to the round trip propagation delays and on 
the requirement that virtual circuits follow a cold start [16] 
procedure. 

(v) Input parameter adaptation by the end system to avoid 
congestion related losses can be made more responsive and accurate 
by letting network communicate congestion status to the end 
systems. Signalling complexity involved can be minimized by 
using a single bit in the forward direction. 

(vi) If it is relatively easy and inexpensive (from processing 
complexity point of view) to generate messages from the network 
nodes, backward congestion indicators can be used to control the 

perceding nodes and/or sources. Such backward indicators may be 
per virtual circuit or per link. These schemes offer the advantage of 
a smaller feedback time at the cost of having to generate special 
messages from within the network. 

(vii) While we have discussed the control schemes separately, there 
are natural ways in which some of these can be used synergistically. 
A few possibilities are discussed in [9]. 

(viii) Much of the effort in real time congestion control is aimed at 
eliminating or minimizing congestion related cell losses because of 
the stringent loss performance required at high speeds. Intelligent 
recovery schemes [7] may allow more liberal loss requirements on 
certain classes of traffic thus permitting simpler controls. 

While many of the control schemes discussed here have been 
investigated quantitatively, a thorough quantitative evaluation of the 
tradcoffs involved is clearly needed. 
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