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Recently, Netravali, Roome and Sabnani proposed a lightweight protocol for the transport layer of a high 
speed data communications network. The key ideas of this protocol were periodic exchange of the full state 
of the two communicating entities, reduction of the protocol overhead by making decisions about blocks of 
packets rather than individual ones, and the ability to parallelize protocol processing. This paper studies the 
performance of this type of protocols when implemented for an end-to-end flow and error control. Using a 
combination of analysis and simulation, we evaluate the efficiency with which the basic features of the 
protocol use the network bandwidth and throughput which can be achieved over the access lines as functions 
of certain network and protocol parameters. In addition, we suggest an enhancement of this class of 
protocols by introducing two windows to decouple the two functions of receiver flow control and network 
congestion control. This enhancement as well as the original protocol are compared with Go-back-N and 
One-at-a-time-Se/ective:Repeat retransmission procedures and shown to have signiCicantly higher throughput 
Cor a wide range oC network conditions, especially with the use oC the above mentioned enhancement. 

1. INTRODUCTION 

In high speed packet switched networks supporting 
applications at broadband speeds, the end-to-end window at the 
adaptation layer can be very large iC significant propagation 
delays are involved. If the access line speed for a virtual circuit 
is 150 Mbps and the round trip propagation delay is 50 msec, 
the bandwidth-delay product is w = 937.5 KB (kilo bytes). The 
end-to-end window has to be at least w to maintain the 
throughput of 'this virtual circuit in otherwise idle or lightly 
loaded network. Let W2 ~ w denote the nominal window size 
used by such virtual circuit under normal operating conditions. 
W2 then bounds the number of bytes of data from this virtual 
circuit in the network at any given time. The magnitude of W2 

and its linear dependence on the speed (for a fixed propagation 
delay) poses a challenge for the recovery procedure in the event 
oC packet losses due to transmission errors or due to congestion 
related bufCer overflows. With the usual go-back-N recovery 
procedure used in virtual circuit based low speed applications, 
up to W2 bytes need to be retransmitted even iC only one bit is 
received in error or one of the packets (cells) in the window is 
dropped by the network. The network ~nds up using a 
significant portion oC its bandwidth for retransmitting data 
which were correctly transmitted earlier but dropped by the 
receiver due to out-of-sequence reception . The application 
throughput also suCCers as a result . In theory, congestion 
related packet losses can be avoided by dedicating the whole 
window worth oC buCCer at each node in the network . This, 
however, can lead to buCCers oC unmanageable and expensive 
size. The large buCCers can result in large delays causing 
protocols to timeout and start retransmitting with the same 
consequences as packet losses. In addition, the adverse effects 
of transmission errors still remain. Thus, it pays to consider 
procedures by which only corrupted or lost packets are 
retransmitted. Such selective retransmissions will minimize the 
adverse effects oC buCCer overflow and transmission errors 

and will enable the use of smaller network buffers. The 
selective retransmit procedure used in many existing networks 
(e .g. TCP/IP) is of one-at-a-time type. That is, the transmitter, 
by a NACK or time out, comes to know of a lost packet, 
retransmits that packet, waits for the acknowledgement, then 
retransmits another lost packet (if any) and so on until all lost 
packets are retransmitted and successfully acknowledged. It 
will then resume the transmission oC new data. With such a. 
procedure, the network does not have to carry any additional 
packets (other than those which were corrupted or lost during 
the previous transmission). However, aCter every 
retransmission, the transmitter remains idle until the ACK is 
received. At high speeds these idle periods can result in 
signiCicant loss oC throughput Cor the aCCected virtual circuits. 
A more eCCective retransmission procedure should allow the 
transmitter to send all known lost packets together and then 
continue sending new data within the constraints oC the end
to-end window. 

In a new end-to-end protocol proposed by Netravali, 
Roome & Sabnani in [1,2] (henceCorth called the SNR protocol) 
and enhanced in this paper, the receiver sends more complete 
state inCormation to the transmitter periodically thus allowing a 
more eCCective selective retransmission procedure. In particular, 
every TIN msec (TIN is usually a Craction oC the round trip 
propagation delay) the receiver sends a state message giving the 
sequence number of the last packet sent to the higher level and 
a bit map indicating the packets present in the receiver buffer. 
Thus, a message {N,: 100HO ... . } indicates that the packet 
number N, Was the last delivered to the higher level, N, + 1 is 
present in the receiver buCCer, N, + 2 is not there and so on. 
Let M, be the sequence number of the last 1 in the bit map (M, 
equals N, + 5 in the example). Let L be the size. of the receiver 
buffer. Then a bit map of length L is sufficient for any receiver 
state. The state message carries implicit ACKs which the 
transmitter uses to update the outstanding packet count and 
rotate the window. The transmitter also uses the state message 
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along with the time outs or the relative sequence numbers to 
determine which of the O's correspond to particularly lost or 
corrupted packets and schedules their retr'ansmission. If the 
end-to-end window is still open, it will send new data until the 
window closes. The packets may be grouped into blocks to 
reduce protocol processing and to keep the length of the bit 
map small even at very high speed, but this means 
re transmission of the whole block when one of the packets is 
received in error or is lost. Thus, there is a trade off between 
bandwidth used for re transmission and the processing needed 
plus the bandwidth used for state messages. 

Let N, and M, be the most recent values of N, and M" 
respectively, received by the transmitter. Let Ht be the number 
of holes (O's) between N, and M, and U, be the sequence number 
of the last packet (block) transmitted by the transmitter. Then 
U, - N t is an upper bound on the receiver buffer fill . If the 
transmitter stops transmitting when Ut - N, = Ws = L, then 
the receiver buffer of size L will not overflow. Thus, the end
to-end window Ws serves the purpose of receiver flow control 
and buffer management. The same window Ws is also used for 
sizing network buffers and for network congestion control. 
With the additional state information provided by the SNR 
protocol, we can do better. Note that Ut - Mt + Ht is an 
upper bound on the data in the network from this virtual 
circuit. This quantity is generally much smaller than Ws. If 
the transmitter stops transmitting when Ut - Mt + 
retransmissions from Ht reaches W2 , then the network will 
never have more than W2 bytes from this virtual circuit. W2 

thus serves the purpose of making a commitment to the 
network allowing effective buffer sizing at network nodes. 
From our earlier discussions, it is clear that W2 should be about 
w in absence of congestion. When there is a congestion in the 
network, W2 may be reduced as suggested by many adaptive 
windowing schemes . It is also clear that Ws should be at least 
as large as Wz. If Ws = Wz, then the transmitter needs only 
one window. On the other hand, if a higher throughput can be 
achieved by having Ws > Wz, then the transmitter can use 
two windows: Ws for receiver flow control and W2 for network 
congestion control. This strategy decouples the two functions 
within the same end-to-end protocol. At any given time, the 
transmitter may stop either because Ws is not open or because 
Wz is not open. Also, either W2 or Ws can be adapted based 
on the network congestion status or the contention for the 
receiver, respectively. We will denote this enhanced version of 
the protocol by SNR-DJ. Note that the SNR-DJ protocol, with 
Ws = W2 , reduces to the SNR protocol for our purposes. 

Using a combination of analysis and simulation, this 
paper evaluates the efficiency with which the SNR and SNR-DJ 
protocols use the network bandwidth and t.heir achievable 
throughput over the access lines as functions of certain network 
and protocol parameters. These are then compared with Go
back-N and One-at-a-time-Selective-Repeat retransmission 
procedures and shown to have significantly higher throughput 
(or a wide range of network conditions. 

For related literature, see the references [4-8]. 

The paper is organized as follows: the main results are 
summarized in §2j the notation, key time constants and 
performance measures are defined in §3; the network link 
efficiency is evaluated in §4j the approximate throughput 
analysis is described in §5j the simulation models and results are 
described in §6; the correlated error model and results are 
described in §7. 

2. SUMMARY OF RESULTS 

With uncorrelated losses, at network speeds of 50 Mbps 
and higher, both the throughput and the efficiency of the go
back-N procedure suffer dramatically when the 1 Kbyte packet 
(53 byte cell) {bit} loss rate equals or exceeds 10-4 (2.4X 10-7 ) 

{ 1.2X lO-S} . While the one-at-a-time type retransmission 
protocols maintain high efficiency even with fairly high packet 
loss rate, the maximum throughput achievable is comparable to 
that of the go-back-N procedure. With correlated errors, the 
throughput of the one-at-a-time type retransmission protocols 
;l"emains quite poor but that of the go-back-N procedure 
improves significantly. For both correlated and uncorrelated 
errors, the bandwidth efficiency of the SNR protocol remains 
comparable to that of the one-at-a-time selective retransmission 
procedure. The achievable throughput for a given packet loss 
rate depends strongly on Ws (and hence on the receiver buffer 
size), decreases marginally with the period for state exchanges, 
is relatively insensitive to the block and packet sizes and 
decreases with the bandwidth-delay product. With packet loss 
rate up to about lO-s , the throughput is close to its maximum 
possible value when Ws is slightly larger than 2w. The 
resulting throughput is significantly higher than that of go
back-N or of the one-at-a-time selective retransmit procedure. 
The throughput at Ws = Wz ~ w is significantly smaller at 
packet loss rate of 10-4 and higher. However, the SNR-DJ 
protocol with Ws = 2 Wz ~ 2w maintains nearly ideal 
throughput performance even with loss rate of up to lO-s . This 
suggests the use of the dual window procedure as the 
implementation of choice. When the loss rate is even higher, 
(say 10-2 ), smaller block sizes and/or larger values of Ws may 
be required to maintain excellent efficiency and throughput 
performance. 

3. PRELIMINARY ANALYSIS 

In this section, we derive some preliminary results and 
make a few key observations which will form the basis of both 
the approximate analysis and the detailed .simulation. We 
assume that errors are independent and could be due to 
transmission errors and/or packet losses during congestion. 
Further, error rates are assumed to be over the connection and 
not over individual links. Correlated errors are considered 
later. 

Let R be the access (egress) line speed or bandwidth, 
RTD the average round trip delay, r (p) {B} the bit (packet) 
{block} error rate over the connection, 8 the data packet size 
(including protocol overhead bytes), t the number of packets in 
a block, w = RTD X R / 8t8 the bandwidth delay product in 
blocks, TIN the minimum interval between successive state 
information packet transmissions. Assuming independent 
errors, p = 1 - (1 - r)s, and b = 1 - (1 - r)8". For loss 
recovery, the relevant parameter is the probability, p, of a 
packet loss and then b = 1 - (1 - p)'. Note that, in the 
ATM-based networks, the basic unit of transmission is a 53 byte 
cell and p corresponds to this unit. 

3.1 Probabilities of Successful Transmissions 

The expected number of blocks between successive 
errored blocks is b- 1 • The probability that a block is delivered 
correctly in k or fewer attempts is (1 - pll)'. Let I .. be the 
probability that a block is delivered in exactly n attempts. 
Here, 11 = (1- b) = (1- p)t while 
1"11 = (1 - P "II)t - (1 - P II-l)t for n ~ 2. The probability that 



it takes more than two attempts to deliver a block is 
72 = 1 - (1 - p2)'. Table 1 lists these probabilities for 
various values of p and t. 

The values of 72 in Table 1 suggest that, for all practical 
purposes, we can ignore the possibility that the delivery of a 
block will require more than two attempts. 

3.2 Key Time Constants and their Effects 

The average time before a state exchange message is 
received acknowledging a successful transmission is 
t. = RTD + .5 TIN time units from the time the transmitter 
finishes sending the block. Let t6 be the time to transmit a 
block of data, i.e., t6" 8t8/R. Let w" be the maximum number 
of blocks that can be transmitted in time t., i.e., W. = t,,/t6 ' 
In case of an unsuccessful transmission, there is no 
acknowledgement in the state exchange messages and the 
transmitter timer expires for this block after te = tm RTD time 
units, where tm is a constant slightly larger than 1. By design, 
te should be larger than t.. During time te, a maximum of 
We = te / t6 additional blocks could have been transmitted. 

3.3 Performance Measures 

Performance can be evaluated from two perspectives -
network's and user's. From the network's perspective the 
relevant measure is the network link e/liciency, Le, defined as 
the ratio of the number of packets (bytes) accepted by the 
receiver to the number of packets (bytes) trallsmitted over the 
network. From the user's perspective, the performance measure 
of interest is the maximum throughput, denoted by Pmax, 
achievable for a given access line speed. 

4. NETWORK LINK EFFICIENCY 

For any selective retransmit protocol (one-at-a-time, 
00 

SNR, SNR-DJ), the network link efficiency Le = ( E nf,. )-1 

which yields for p = lO-s ,.-1 

t= 2 4 8 16 32 0~:41 Le= 1.00 1.00 1.00 0.99 0.98 0.97 

For the go-back-N procedure, with t = 1, 

Le = (1 + -Ll WS)-1 which yields for p = lO-s 
-p 

and for p = 10-4 

Note that at 150 Mbps with a round trip delay of 50 msecs and 
a packet size of lK bytes, Ws = to = 938. 
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5. APPROXIMATE THROUGHPUT ANALYSIS 

A simple analytic expression can be obtained for Pmax 
for the SNR-DJ protocol, with Ws = W2 , under the 
assumptions that (i) a retransmission is always successful, (ii) all 
times are deterministic, (iii) only one connection is active on the 
access/egress line and (iv) if the window size is limiting 
throughput, i.e., Ws < W. + 1, normal transmissions are 
equally spaced at t6 (w. + 1) / Ws time units. The first 
assumption implies that 72 is negligible (see table 1). This 
assumption may be violated with high packet error rates. 
Under this assumption, if Ws ~ w. + 1 + We, the window 
never closes and the transmitter is never idle. Hence, the loss in 
throughput is only due to time spent on retransmitting errors. 
We will consider Ws < w. + 1 + We from now onwards. 

During normal transmission without any errors and 
with a constant round trip delay, a window size of w" + 1 
blocks is sufficient to maintain a throughput of 1.0. With 
errors, there is time spent on retransmitting the errors. 
Additionally, the window can close while the transmitter is 
waiting for the acknowledgement for the retransmission causing 
the transmitter to idle further. 

It is important to note that not all errors cause the 
transmitter to idle. Suppose that a block which is to be in error 
has just been transmitted (initialize time to zero at this point) 
and that there are no other blocks in error in the recent past 
which would prevent the window from rotating. After time te, 
the transmitter will discover that this block is in error, 
retransmit the block in time t6 and receive its acknowledgement 
after another t. time units. Any other blocks in error 
transmitted before time t" would be discovered to be in error by 
the transmitter before time ts = te+ t6+ t. and retransmitted 
before time ts. At time ts, the window will open again. If there 
was another block in error, say :e blocks from the first, then the 
window will rotate by :e - 1 blocks. The transmitter will 
resume normal transmission and transmit :r - 1 blocks. At this 
point, it will receive the acknowledgement for the 
retransmission of the second block in error and thus the window 
will not close due to this second error. It is as if the second 
block in error, other than for the time to re transmit the block, 
had not even occurred. This is true for all blocks in error before 
time ts. Thus, the next block in error which causes the 
transmitter to idle is the first block in error after time ts. On 
the average, this occurs 6- 1 blocks, excluding any 
retransmissions, after time ts. 

Let N( w) be the expected number of blocks in error in 
w normal transmissions, i.e ., N(w) = w6. The expected number 
of retransmissions by time ts equals N( w.) excluding the first 
block in error. Let 
w. = min {Ws - 1, we + w. + 1 - N(w.)}, i.e., w. blocks are 
transmitted (excluding retransmissions) by time ts. Since 
W3 < w.+ 1+ we and N( w.) is small, w. ~ Ws - 1. The total 
number of blocks transmitted till the next block in error which 
causes idleness is w. + 6- 1 • This, divided hy the maximum 
number of blocks which could have been transmitted, equal to 

w. + 1 1 
We + w. + 1 + . {W } (N(w.) + 6- ), 

mm 3, w" + 1 

yields the throughput. Since we are primarily interested in high 
speed networks, the values of w,,' We and 6- 1 should be an order 
of magnitude larger than 1 or (W3 - 1) / 6- 1

. Further, 
assuming W. ~ We, we can simplify this result for the following 
special cases : 
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Pmax ~ 

(w.+ 1)(6-1+ 2Ws) 

6- 1+WS 

6- 1+ w.+ w.+ 1 

6-1 

6- 1+1 

if Ws<w.+1 

if Ws~ w.+ 1+ w. 

0.1 Qualitative Effects of Various Parameters 

Since both w. and w. increase with transmission speed, 
it is clear that the denominator increases with transmission 
speed while the numerator does not. Hence, the maximum 
throughput reduces as the transmission speed increases with the 
window size and loss rate held constant. This is further 
validated by the simulation described in the next section. The 
maximum throughput also increases as the error/loss rate 
decreases since Pmax increases with 6-1 • Also, t. and w. 
increase with TIN indicating that Pmax should decrease as TIN 
increases . On the other hand, t. = RTD + 0.5 TIN' Thus, if 
TIN remains small compared to RTD, then the effect of TIN on 
Pmax is not pronounced. 

0.2 Comparison with Simulation 

We compared the approximate analysis with simulation 
for a constant round trip delay, and bit error rates of 10-7 and 
10-8 which yield 1K byte packet error rates slightly lower than 
lO-s and 10-4 , respectively. There was excellent agreement as 
seen in table 2a,b . 

6. SIMULATION RESULTS 

The AT&T Performance Analysis Workstation Q+ [3] 
was used to build simulation models to fully study the effects of 
various protocol parameters on the throughput. The SNR, 
SNR-DJ, Go-back-N and One-at-a-time type of retransmission 
strategies were all modeled in detail. To keep the results more 
realistic , some variance was introduced into the round trip 
delay. While the results for constant delay can be easily 
obtained from our analysis above , the case of random delay is 
harder to analyze and leads us to the use of simulation. For 
each combination of parameters, five independent simulation 
runs were made and 95% confidence intervals evaluated. The 
length of the runs were adjusted so that the confidence 
intervals for the throughput are less than ± 0.01 in most cases. 

6.1 Throughput of the SNR Protocol 

Figures 1-4 are plots of the throughput Pmax versus the 
end-ta-end window Ws for channel bandwidths of 50, 100, 200, 
500 and 1000 Mbps, bit error rates of l.Oe-7 and l.Oe-8 
(corresponding 1K byte packet error rates are 8.2e-4 and 8.2e-
5). In Figures 1,2 the round trip delay is constant while in 
Figures 3,4 it varies with a c2 = 0.1. The units of Ws are in 
terms of w. At 50 Mbps, for a round trip delay of 60 msecs and 
block size of 16K bytes, W ~ 23 blocks. w scales linearly with 
transmission speed. It is clear from the plots that the 
throughput varies significantly with all these parameters. With 
a constant round trip delay, the maximum throughput is 
achieved for Ws 2: 2w. With a variable round trip delay, Ws 
has to be larger to achieve the maximum throughput. 
Throughput also decreases as the bandwidth increases. This 

effect was explained via the approximate analysis. 

The throughput is found to be relatively insensitive to 
the packet and block sizes, and to the value of TIN provided it 
is a small fraction of the round trip delay and the timer 
multiplier is not close to one. 

6.2 Throughput Analysis of the SNR-DJ Protocol 

Figures 5,6 show the throughput as the end-ta-end 
window Ws is varied with the network window W2 fixed at 
values of 0.5w, and l.Ow, respectively. These plots are for the 
same data as Figure 3 in which the two windows are kept equal 
to each other. Note that this protocol almost attains the 
maximum throughput with the net~ork window equal to w, 
that is, the maximum throughput can be attained without 
exceeding w blocks in the network at any time. Since the 
smaller network window helps economic network buffer sizing, 
we recommend the dual-window scheme of the SNR-DJ 
protocol. With the use of the dual-window procedure, the two 
functions of receiver flow control and network congestion 
control are decoupled. The two windows now can be adapted 
independently depending on the receiver and network 
congestion status. 

6.3 Comparison of Retransmission Methods 

In order to compare the SNR and SNR-DJ protocols 
with other retransmission methods such as go-back-N and one
at-a-time (TOP /IP), we set the block size as 1 and packet size 
as 4K bytes. In addition, both go-back-N and one-at-a-time use 
just one window which in normal circumstances is equal to w. 
A value larger than w does not buy anything in these protocols 
because the window does not advance once an error is detected. 
Again, to keep most parameters identical, the window sizes in 
the go-back-N and one-at-a-time type of procedures and W2 is 
the SNR-DJ protocol are all set equal to W. Note that this 
guarantees a maximum of w packets in the network in all three 
protocols. We use two values for Ws . First it is set equal to w. 
Next, it is set equal to 2.5w in order to get the highest 
throughput from the SNR-DJ protocol. In all our simulations 
with uncorrelated errors, the throughput of the go-back-N and 
one-at-a-time procedures were comparable . For simplicity, 
these two are shown as just one curve. Figures 7,8 show the 
throughput plotted against the access line bandwidth for bit 
(packet) error rates l.Oe-7 (3.3e-3) and l.Oe-8 (3.3e-4), 
respectively. The throughput of the SNR-DJ protocol is 
significantly higher (especially with Ws = 2.5w) than the two 
other protocols. . 

7. THE CORRELATED ERROR MODEL 

The following model is used: the system can be in either 
of two states - good or bad. In the good state, which lasts for 
duration G, the packet error rate is eg o In the bad state, which 
lasts for duration B, the packet error rate is eb (~eg). The 
system alternates between the good and the bad states. 

In this study, the good state is assumed to be error free, 
i.e., eg = O. In addition, the good state duration is taken to be 
deterministic while the bad state duration is taken to be 
exponentially distributed with mean 6. 

The effective packet error rate p is evaluated as follows : 



p 
egE[G] + ebE[B] 

E[G] + E[BJ E[G] + E[B] 

The eCCective packet error rate should be used with caution 
because the performance oC individual retransmission strategies 
does depend on the distribution oC the duration oC the bad 
state. Table 3 shows the results with a constant 
RTD = 50msec, R = 150 Mbps, s = 1K bytes, t = 1, 
G = 5RTD and a range oC values oC 6 (msecs) and eb' 
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8 = 1 KB sytes 
p r t 6-1 f1 f2 f2 

1.0e-3 1.2e-7 4 250 .9961 4.0e-3 4.0e-6 
1.0e-3 1.2e-7 16 63 .9841 1.6e-2 1.6e-5 
1.0e-4 1.2e-8 4 2500 .9996 4.0e-4 4.0e-8 
1.0e-4 1.2e-8 16 626 .9984 1.6e-3 1.6e-7 

Table 1 : Probabilities of Successful Transmissions 

50 

100 

500 

1000 1.0 
1.5 
2.0 

0.52 
0.75 
0.97 

0.51 
0.73 
0.95 

Table 2a: Accuracy of the Approximate Analysis 
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W3 

50 

100 

500 

1000 1.0 0.70 0.68 2.9 
1.5 0.85 0.84 1.2 
2.0 0.99 0.98 1.0 

Table 2b: Accuracy of the Approximate Analysis 

6 eh P OSR GBN SNR SNR-DJ 

5 1.0e-4 1.ge-6 1.00 1.00 1.00 1.00 
5 1.0e-3 1.ge-5 .98 .98 .98 1.00 
5 1.0e-2 1.ge-4 .83 .90 .91 1.00 
5 1.0e-1 1.ge-3 .15 .80 .82 1.00 

10 1.0e-4 3.8e~6 1.00 1.00 1.00 1.00 
10 1.0e-3 3.8e-5 .97 .97 .97 1.00 
10 1.0e-2 3.8e-4 .66 .87 .87 1.00 
10 1.0e-1 3.8e-3 .07 .79 .81 1.00 

50 1.0e-4 1.7e-5 .98 .98 .99 1.00 
50 1.0e-3 1.7e-4 .87 .90 .91 1.00 
50 1.0e-2 1.7e-3 .28 .78 .83 1.00 
50 1.0e-1 1.7e-2 .02 .72 .80 .98 

100 1.0e-4 2.ge-5 .97 .98 .98 1.00 
100 1.0e-3 2.ge-4 .81 .85 .88 1.00 
100 1.0e-2 2.ge~3 .23 .68 .79 1.00 
100 1.0e-1 2.ge-2 .02 .63 .76 .97 

Table 3 : Throughput with Correlated Errors 

Bandwidth delay product for Figures 1-6. 

Ilnt\!b~s) 1 50 1
100 

1 200 1 500 1
1000 

I 
w l oc s 1 23 46 92 229 458 

Bandwidth delay product for Figures 7,8. 

I !!. 'lffib~s) I 50 I 100 I 200 I 500 I 1000 I jIi( oc s1 92 183 366 916 1831 

Parameter Values for Figure8 1--1. 

Parameter Value8 for Figure8 5,6. 

r = 1. e- p = . e-4 
t = 16 s = 1K bytes 
tm = 1.2 TiN = 5 msecs 
RTD = 60 msecs c of RTD = 0.1 

Parameter Values for Figures 7,8. 

W2 = w 
t = 1 ~ = 4K bytes 
tm = 1.2 TiN = 5 msecs 
RTD = 60 msecs c of RTD = 0.1 
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Figures 1,2 : Throughput vs Ws (in units of W) 
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Figure 5: Throughput vs Ws (in units of w) 
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Figure 7: Throughput vs Bandwidth (Mbps) for r = 1.0e-7 
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Figures 3,4 : Throughput vs Ws (in units of W) 
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Figure 6: Throughput vs Ws (in units of W) 
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Figure 8: Throughput vs Bandwidth (Mbps) for r = 1.0e-8 


