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We consider models for the outgoing buffers in ATM (Asynchronous Transfer MOde) switches and multiplexors that 
can deliver information such as the cell loss rate . The input traffic cannot be assumed , in general , to be of the 
renewal type, because of the strong correlations between successive cell arrivals; we use Markov Modulated Discrete 
Time Arrival Processes, which are the discrete time equivalents of Markov Modulated Poisson Processes. For the 
representation of the buffer, we examine two classes of queueing models: cell level models, and burst level models. 
Cell level models use a direct representation of every cell ; we propose to solve them by using the Markov Block
Hessenberg algorithm. Burst level models are approximations where the individual entities are bursts. The solution 
we propose depends on the buffer size: for short buffers , we propose to use a decomposition procedure based on 
simple versions of the cell level models used above. This procedure does take into account the buffer size, unlike 
other methods that consider zero buffer models for the burst level. For larger buffer sizes , we propose to use the 
linear effect of burst length on buffer requirements . 

Main Contribution: Burst and cell level models for ATM buffers; a rule of thumb for scaling down burst and buffer 
sizes; guidelines for the choice of a model. 

1. INTRODUCTION 

We consider models for the outgoing buffers in ATM (Asyn
chronous Transfer Mode) switches and multiplexors. The 
generic problem addressed is to determine the buffer 
requirements for a given input stream, i.e., the number of 
buffers needed to sustain a specified rate. of cell loss (e.g., 
10- 8). The input traffic cannot be assumed , in general , to be 
of the renewal type, because of the strong correlation 
between successive cell arrivals. This differs from circuit 
switched traffic (where arriving entities are calls) and packet 
switched traffic (where arriving entities are packets). where 
the arrival process can in most cases be considered to be 
Poisson . 

It has been established that the traffic burst characteristics 
play a significant role in the performance of A TM links [2]. 
The models presented in this paper assume that the sources 
can be represented by a Markov modulated Bernoulli 
process, and are thus quite general. Time is slotted , and a 
cell transmission can only start at the beginning of a time 
slot; the transmission time is constant, due to the fixed cell 
size. The buffer has a limited capacity, and buffer overnow 
causes cell losses. The models are able to give cell loss as 
well as delay distributions, but are used in this paper only to 
determine cell loss rates. 

We apply the methods developed here more specifically to 
the case where there are a finite number of sources that 
switch between on and off states, and during each time slot, 
each source in the on state generates a cell with some fixed 
probability (sources in the off state do not generate any 
cells). We view that bursts of cells arrive to the system , 
where the cells in a particular burst correspond to the cells 
generated by a single source during one particular on 
period. 

Such traffic models are considered , for example, in [3J and 
[4]. Similar models have been studied by [1] , but with no 
Markov modulation (Bernoulli arrival process) , and neg
lecting the slotted time structure. Matrix geometric solutions 
are also used, where the limited buffer assumption is mod
elled by a threshold in an infinite buffer [8], [9] and [10]. An 
alternative method, based on Fast Fourier Transforms [11J 
allows the use of more general interarrival distributions, but 
does not allow the arrival process to be Markov modulated, 
nor does it take Into account the slotted time structure. Infi
nite buffers with correlated inputs are studied with alterna
tive methods in [12J and [13]. 

The buffer model represents an ATM outgoing link buffer; it 
does not model the internals of a specific switching matrix, 
but for many implementations, the internals can be made 
such that buffer overnow occurs only at the outputs [5], [6], 
[7]. The modelling details are given in Section 2. 

For the representation of the buffer, we examine two classes 
of queueing models: cell level models , and burst level 
models. Cell level are given in Section 3. They use a direct 
representation of every cell ; we propose to solve them by 
using the Markov Block-Hessenberg algorithm. As a partic
ular case, for non-bursty traffic, we obtain the GeolDI1 revis
ited algorithm. 

Burst level models are given in Section 4. They are approxi
mations where the individual entities are bursts . The solu
tion we propose depends on the buffer size: for short buffers, 
we propose to use a decomposition procedure based on 
simple vers ions of the cell level models used above. This 
procedure does take into account the buffer size, unlike 
other methods that consider zero buffer models for the burst 
level. 

For larger buffer sizes , we propose to use the linear effect of 
burst length on buffer requirements , which is detailed in 
Section 5. This point derives from the study of how the 
burstiness of an arrival process will effect buffer require
ments. In this paper, the nature of the arrival process lends 
itself to a characterization of burstiness in terms of two 
parameters: the burst length , i.e., the mean length of time 
that each source remains in the on state, and the burst 
intensity, i.e ., the probability that a source in the on state 
will generate a cell during each time slot. The product of 
these two parameters then gives the mean number of cells 
that a source generates during an on period . On top of pro
viding a quantitative guideline for the modelling of ATM 
buffer, the analysis also shows that buffer requirements 
depend strongly on both of the individual parameters , and 
not just on their product. 

The conclusion in Section 6 derives quantitative guidelines 
that can be used to choose one of the models we propose. 

2. THE MODEL 

2.1. The Models to Which the Methods Apply 

In this paper an ATM link and its associated buffer are mod
elled as follows . 
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• Time is slotted, with slot length equal to the time it takes 
to transmit one cell. Time slots are indexed by t, with 
t = 0, 1,2, .... 

• The arrival process of cells is modelled by a discrete 
time version of a Markov Modulated Poisson Process, 
the Markov .Modulated Bernoulli Process (MMBP). To be 
more specific, the model assumes that there exists a 
Markov chain (the modulator) , with I states, evolving in 
discrete time, that controls the arrival process. Here, we 
consider that the state of the modulator can change at 
every time slot, and call Q(i, j) the transition probability 
from i to j . When the chain is in state i at the beginning 
of a time slot, the number of arriving cells during the 
time slot is equal to k with a probability of a.(/ k) ' In this 
paper, we consider more specific examples as detailed 
below. 

• Cells arrive between time slot boundaries. Let a(t) 
denote the number of cells that arrive during the interval 
(t - 1,t) . 

• Cell departures occur at time slot boundaries, i.e., a cell 
that is transmitted during (t - 1,t) departs at time t . The 
observation instants we chose to define our model are 
those just after time slot boundaries. Specifically, th is 
means that we observe the system after possible depar
tures. This differs from the approach described in [1], 
where the observation points are at arrival epochs. The 
inconvenience with the latter is that it requires a 
complex state description in order to take the slotted 
time structure into account (a non-empty buffer may 
have no cell being transmitted if all of them arrived 
during the same time slot; our choice of observation 
instants hides this phenomenon) . 

Let y(t) denote the number of cells present at time t + 0, 
i.e., just after the departing cell (if any) has left. 

• There is space for B + 1 cells, including the one cur
rently being transmitted (if any). Cells that arrive to see 
B + 1 cells already present are lost. 

2.2. The Examples In this Paper 

We use in this paper the following example. The model 
assumes there are M sources that independently switch 
between on and off states. A source remains in the on state 
for a geometric number of time slots with mean vON; it then 
remains in the off state for a geometric number of time slots 
with mean vOFF' While in the on state, a source generates 
either 1 or 0 cells during a time slot with probabilities p and 
1 - p, respectively. While in the off state , a source gener
ates no cells. 

Similar traffic models are considered , for example, in [3] 
and [4]. 

The methods developed in this paper are not specific to this 
example, but apply to all cases where the input traffic is 
modelled by an MMBP. 

3. THE CELL LEVEL ALGORITHM 

3.1. General Case: The MBH Algorithm 

The key feature of the models is that the buffer state can be 
represented by a finite state Markov chain whose transition 
matrix is b/ock-Hessenberg, namely, with no blocks below 
the one parallel to the diagonal. Such models can be 
resolved very efficiently using the MBH algorithm developed 
in this paper. The theory addresses the specific. accuracy 
requirement posed by the high-speed networks technology, 
namely, that the model be able to evaluate performance 
Indices that differ by many orders of magnitude. In partic
ular, the algorithm based on that theory uses only matrix 

additions and multiplications; no negative numbers are used. 
The derivation and details of the algorithm are given in [16]. 

The MBH algorithm -------------, 

begin 
{initialization} 
Rn: = 0 for n ~ 0 
So: = e 
{ specific performance parameters (mean value , 

loss probability ... )} 

Lo =fo 
{ main loop} 
do n = 1 to K 

Rn: = An,n- 1 (Id - Cn)-1 
Sn: = RnS n_1 + e 
{ specific performance parameters} 

Ln: = RnLn_1 + fn 
end 
{ final values} 

B: = AK,K + RK(AK- 1,K + RK- 1(AK- 2,K + ... + 
+ R1(Ao,K) ... ») 

solve XK = XKB for XK 
{ normalization constant} 
G: =XKSK 
{ specific performance parameters} 

L: = XKLKIG 
end 

In the description above, bold face symbols (X, L, S, f , e) rep
resent row vectors while notation like R, A is for square 
matrices. The main input to the algorithm is the set of 
matrices An n-1 ' which are deduced from the parameters of 
the MMBP ' input model. The algorithm computes a 
sequence of row vectors Ln, where the index n varies up to 
the buffer size K. The loss probability is deduced from the 
last vector, LK. 

The algorithm is based on block Gaussian elimination, but it 
imbeds the computation of the output in the forward step. 

A delicate point in the above theorem is the inversion of 
(Id - Cn) [15]. We solve this by using the procedure 
described in [16], which has the advantage of guaranteeing 
accuracy. 

3.2. Geo/OI1 Revisited 

In this section we study the special case where the number 
of phases is 1, which corresponds to non-bursty traffic. In 
this case, the numbers of arrivals during successive time 
slots are independent random variables. The previous 
methodology, of course , is directly applicable. It is, 
however, possible to short-circuit it and to find direct 
relations that simplify the algorithm, by virtue of Marie's 
relation [17]. This special case is particularly important as it 
is the basis of the burst-level algorithm that we will intro
duce in the next section. The algorithms presented here are 
particularly simple (with respect to run-time and memory 
requirements) compared with those presented in the. pre
vious section. 

Recall that a(t) is the number of arrivals during time slot t, 
and call a.(k) the probability (independent of t) that 8(t) = k . 

This case has already been studied in the outstanding work 
in [1], in which the assumption Is made that At is the sum of 
c independent Bernoulli arrivals , and the slotted time struc
ture of the ATM link buffer is neglected . Indeed, in the 
model in [1], an arriving cell that sees an empty buffer is 



served immediately, whereas in the real system as well as 
in our model, it has to wait until the next time slot boundary 
is reached. The effect on cell loss, however, is minor, as 
confirmed by comparing our numerical results with those of 
the aforementioned reference . In the Geo/D/1 case , we 

would have a:(k) = {Oqk(1 - q)C-k, where q is a fixed 
parameter (probabilitY of one arrival for each of the 
Bernoulli streams). This model was used to predict cell 
losses at the output queue of a switch receiving c inputs. In 
our setting, no specific assumption as to a is necessary. 

The solution we present in this subsection is as simple as 
the Geo/D/1 model, and it can be extended directly to the 
priority case. As in the previous section, it handles only non
negative numbers, and performs no subtraction . It performs 
a loop on the buffer size, which makes it optimal for short 
buffers as planned for ATM based networks, but also works 
well for larger buffers, the complexity being linear in the 
buffer size. 

Let x(k) be the steady-state probability that the number of 
customers just after a time slot boundary is k . Our solution 
is based on the following relation : 

m-1 

x(m)a:(O) = Ix(m - J)FU + 1) + x(O)a:(m) (2) 

J=1 

C 

where F(k) = L a:(k) . 
J=k 

Equation (2) is an application of Marie's relation applied to 
the Markov chain that represents the model [17]. The 
relation applies to a Markov chain whose state space E is 
partitioned into two subsets E1 and E2; it equates the transi
tion probability from E1 to E2 to its counterpart from E2 to E1. 

Here we apply it to the partition E1 = {k < m}, E2 = {j ~ m}. 
The resulting relation (2) could also be directly derived by 
rewriting all equations to start at k = 0 and summing up to 
k=m. 

As in the previous section, the cell loss probability is simply 
given by imbedded contributions (see [16] for details). 

K 

loss = 1/load I x(k)v(k) (3) 
k=O 

where 
k+c-K-1 

v(k) = L j X a:U - k + K + 1) . 
J=1 

The Geo/D/1 revisited algorithm follows directly. 

The Geo/D/1 revisited algorithm ----------, 

x(O): = 1 
do m: = 1 to K 

x(m): = a:~) (~;\(m - J)FU + 1) + x(o)a:(m») 

g: = g +x(m) 

end do 

k+c-K-1 
loss: = loss + x(m) L j x a:U - k + K + 1) 

J=1 

- loss 
loss = load x g 

In this algorithm, g is the normalization constant. Although it 
Is unnecessary, the steady-state probability can also be 
readily obtained after division by g. 
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4. THE BURST LEVEL ALGORITHM 

4.1. The Algorithm 

When the burst durations, expressed in time slots, are long 
with respect to the buffer size, expressed in cells, then a fast 
approximation based on the results of the previous section 
can be used. Note that this approximation actually takes 
into account the buffer sizes (see next section for numerical 
ill ustration s) . 

Call P(i) be the steady-state probability that the modulator is 
in phase i at time t. The probability P can be obtained in 
general by solving the linear system P Q = P, which poses 
no major problem. The cell loss probability, in steady-state 
is given by 

loss = LP(i) Probability {loss I Wt = i} (4) 
f 

The procedure uses a two step decomposition. Firstly, the 
modulator steady-state probabilities P(i) are computed. 
Secondly, the conditional probability in Eq. (4) is replaced 
with the steady-state probability loss(i) of the system where 
the modulator is in the fixed state i. 

loss ~ LP(i) loss(i) 
f 

(5) 

The probabilities ioss(i) are computed with the GeolDI1 
revisited algorithm. The burst-level algorithm follows. 

The burst-level algorithm -----------......, 

Compute P(i) for all i 
do i: = 1 to I 

compute loss(i) using the Geo1D/1 revisited algorithm 
loss: = loss + P(i) x loss(i) 

end_do 

The algorithm can be simplified somewhat by noting that, If 
the total load exceeds 1, it is not necessary to use the 
GeolDI1 revisited algorithm: 

load - 1 
If load> 1 then loss ~ load (6) 

The burst-level algorithm is asymptotically exact as the burst 
durations and interarrival times become large since, in that 
case, arriving cells would find the system with fixed phase in 
a stationary state. In the case where the modulator is the 
discrete-time transposition of a birth and death process, it Is 
intuitively clear, though not easy to demonstrate, that the 
burst-level algorithm gives an upper bound of the cell loss 
rates. This is verified in the examples below. 

4.2. Numerical Examples 

We describe here a selected set of examples, inspired by a 
LAN interconnect tcenario. The parameters vON and vOFF of 
every individual SOurce is computed in a such a way as to 
map the parameters of the SMDS access classes 1 find 3. 
SMDS is the Switched Multi-Megabit Data Service proposal 
of Bellcore. The SMOS parameters are: [18]. 

• peak rate : 34 Mb/s 
• burst duration (leaky bucket depth): given by 9188 bytes 

at 34 Mb/s 
• average rate: 4 Mb/s (class 1), 16 Mb/s (class 3). 

The link speed is taken to be 155.5 Mb/s. Within each set, we 
make the duration of the bursts and burst interarrival times 
diverge from the basic values by multiplying them by a scale 
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factor. (Thus, in particular, the burst duration corresponds to 
the sending of 9188 x scale bytes at 34 Mb/s) . The resulting 
parameters are presented in detail in Table 1. At one end, 
the limiting case scale = + 00 is solved by the burst-level 
algorithm (in which case the solution is exact). At the other 
end, when scale = 0, the bUl'stiness is zero and the GeolDI1 
revisited model of Section 4 applies. In all other cases, the 
MBH algorithm is used. 

Table 1. Parameters for the data transfer example 

Example 1 Example 2 

average rate for one con- 16 Mb/s 4 Mb/s 
nection 

peak rate for one con- 34 Mb/s 34 Mb/s 
nection 

link gross rate 155 Mb/s 155 Mb/s 

burst average duration 761 time 761 time 
(1/vON) slots x scale slots x scale 

burst interarrival time 856 time 5707 time 
(1/vOFF) slots x scale slots x scale 

cell arrival probability 0.274 0.274 
during one burst (p) 
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Figure 1. Data traffic. Effect of burst characteristics on cell 
loss rate, high-speed data. (a) Example 1 (average 
is 16 Mb/s per connection, buffer size 65) . 
(b) Example 2 (average is 4 Mb/s per connection, 
buffer size 65) . 

Representative results for a buffer size of 65 are shown in 
Figure 1 [(a): example 1, (b) example 2]. A heuristic that 
can be deduced form these and other results is that when 
the burst duration is approximately 100 times larger than the 
buffer size (in cells), then the approximate burst level 
method is within a few percents of the exact result. It can be 
seen that when the ratio (burst duration I buffer size) is of 
the order of 10, then the exact cell loss rate and the one 
computed by the burst level algorithm (corresponding to the 
case scale = + 00) are of the same order of magnitude. It 
is worth noting that the link useful capacities for such cases 
are well below 10%. 

5. THE LINEAR EFFECT OF BURST LENGTH ON 
BUFFER REQUIREMENTS 

5.1. Preliminary Analysis 

In this section , we present a simple relationship regarding 
the effect of burst length on buffer requirements. In what 
follows , K will be a fixed but arbitrary positive integer. 

Consider any particular arrival sequence, {a(t)} . Recall that 
a(t) denotes the number of cell arrivals during the interval 
(t - 1,t) . We now define a related arrival sequence, {a(t)} 
according to: 

a(Kt) = a(Kt + 1) = ... = a(Kt + K - 1) = a(t) . (7) 

for all t = 0,1,2, .... This basically means that burst periods 
and idle periods in the sequel}Se {a(t)} are scaled up by a 
factor of K in the sequence {a (t)} . For example, suppose 
that the arrival sequence a(t) during the interval [0,10] corre
sponds to a train of 5 cells that begins at time t = 2 and a 
train of 2 cells that begins at time t = 4. In this case, 
(a(O), ... , a(10» is giv~n by (0 ,Q,1, 1 ,2,2,1 ,0,0,0,0). Let K = 2 for 
the moment. Then (a (0), ... ,a(20») is given by 

(0,0,0,0,1 ,1,1,1,2,2,2,2,1,1,0,0,0,0,0,0,0,0) 
which can be interpreted as a train of 10 cells that begins at 
t = 4 and a train of 4 cells that begins at time t = 8. 

Claim 1 ------------------, 

Let {a(t)} be thJl arrival sequence to a system with B + 1 
buffers. Let {a (t)} be the arrival sequence to a system 
with KB + 1 buffers . Let {y(t)} and {Y(t)} denote the 
respective sequences of queue lengths in these two 
systems. Then 

y(Kt) = K y(t) (8) 

holds for all t = 1, 2, ... , and the cell loss rate is the same 
in both systems. 

This is a highly intuitive result. Consider, for example, a 
system. with 64 byte cells. During time slot t, a(t) cells arrive 
and one cell (if present) is sent. Now suppose one took the 
viewpoint that each 64 byte unit actually consists of two cells 
(K = 2) of size 32 bytes. From this viewpoint, a time slot is 
the time required to transmit 32 bytes; hence, each time slot 
in the original system corresponds to 2 time slots in the 
second system, i.e., time is scaled up by a factor of two. 
Suppose for a moment that both systems have infinite buffer 
capacities . Then it is clear that just after time slots t in the 
first system and 2t in the second system, the two systems 
contain exactly the same data. In the second system, 
however, we consider this data to consist of twice as many 
cells. This situation is expressed by Eq. (8) with K = 2. 

The situation with finite buffers is more subtle. Basically, the 
buffers must be sized such that for each 64 byte cell that 
joins the original system during time slot t, exactly two 32 
byte cells will join the second system during time slots 2t 



and 2t + 1. It turns out that this holds if the buffer sizes for 
the two systems are related by B + 1 and 2B + 1, respec
tively. (The reader should note that for other buffer sizes, 
say Band 2B, the conclusions to Claim 1 do not hold.) 

Of course, one could also view each 64 byte unit to actually 
consist of four cells of size 16 bytes, which corresponds to 
K = 4, etc. So long as the buffer sizes of the two systems 
are related by B + 1 and KB + 1, however, Eq. (8) holds, and 
the two systems have the same loss rates. This is the 
essence of Claim 1. A formal proof by induction can be 
found in [19]. There is also the following stochastic version 
of the claim. 

Claim 2 -------------------"l 

Let {A(t)} and {A(t)} be two arrival processes related as 
follows . For each finite value of t and for each sequence 
(a(O), ... ,a(t», 

P(A(O) = a(O); 

... ; A(t) = a(t» = P(A(O) = 8(0); (9) 

.. . ; A(Kt) = 8(Kt») , 

where the sequence (8(0), ... , 8(Kt» is defined in terms 
of (a(O) , ... ,a(t» as in (7) . Now let {A(t)} be the arrival 

process to a system with B + 1 and let {A(t)} be the 
arrival process to a system with KB + 1 buffers . Then 
the corresponding queue length processes, denoted by 

{Y(t)} and {Y(t)} , are related by 

P(Y(t) = y(t» = P(Y(Kt) = K y(t» (10) 

for all values of t and y(t) . Moreover, the probability of 
cell loss is the same in both systems. 

Claim 2 follows immediately from Claim 1, since both of the 
probabilities above can be written as sums that are e~ual ~n 
term-by-term basis. An obvious consequence of Claim 2 IS 

that if {Y(t)} converges to some limiting distribution , then so 

does {Y(Kt)} . 

5.2. Solving Models with Large Buffers 

Claims 1 and 2 are little direct utility, however, because the 
hypotheses are very specialize~. In this pa~er we shal.1 find 
considerable utility, however, In the follOWing approximate 
version of Claim 2. It states that the system can be replaced 
by one where the burst duration, inter arrival times and the 
buffer size are scaled by (approximately) the same factor. 

Rule of Thumb -----------------, 

Consider a traffic model of the type described in Section 
2, say {y(t)},~with B + 1 buffers. Also consider a related 
model, say {y(t)}, which differs only in that 

';ON = K vON 

';OFF = K vOFF 

and that the model {y(t)} has KB + 1 buffers. Then the~~ 
two systems have approximately the same loss probabili
ties. 

Thus while the relationships (9) do not hold exactly (e .g., 
ther~ Is positive probability that on periods and off periods in 
the second system are not exact multiples of K) , they do 
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hold in an approximate sense, and this leads to similar loss 
probabilities in the two systems. 

Remark. 
When we assert that the loss probabilities for two systems 
are approximately equal, we are only claiming that they 
agree to within a factor of 10 or so. This is a reasonable 
viewpoint for comparing systems with very small loss proba
bilities (say, < 10-8), since in this realm, fairly small differ
ences in modelling assumptions or parametric values can 
change loss probabilities by several orders of magnitude. 

5.3. Numerical Examples 

The loss probability curves for three different models, all 
having a total of 15 on-off sources are shown in Figure 2. 
Model 1 has vON = 40, vOFF = 160, and B + 1 = 101 buffers. 
Model 2 has vON = 80, VOFF = 320, and B + 1 = 201 buffers 
(K = 2) . Model 3 has VON = 160, vOFF = 640, and B + 1 = 401 
buffers (k = 4) . 

-4 
10 

-6 
10 

-8 
10 

-10 
10 

1012 L-__ ~ __ ~ __ L-__ L-__ L-_~ 

0.45 0.50 0.55 0.60 0.65 0.70 0.75 

Figure 2. Example 3. Loss probability curves for three dif
ferent values of the scale parameter K. 

The results here are typical in several respects: 

• loss probabilities are comparable for all three systems. 
• as the loss probabilities get smaller, the distance 

between the curves gets larger. 
• for a given set of parametric values (utilization). loss 

probabilities decrease as the value of K increases. 

Unfortunately, the third point is not universally true, I.e., 
there are cases where larger values of K have slightly larger 
loss probabilities. In particular, this seems to occur when 
values of p are close to 1. It is much more usual, however, 
to observe the situation as in Fig . 1(a). 

Table 2 considers a sequence of systems, all having M = 10 
sources and link utilization equal to 0.2. (Note: this implies 
that p = 0.2, with an average of 20 cells per burst period.) 
The first system (K = 1) has VON = 100, vOFF = 900, and 
B + 1 = 101 buffers. The other systems correspond to values 
of K = 2, 4, 8, 16 and 32. Again , the loss probabilities are 
quite similar, and decrease as K increases. 

Table 2. Loss rates for various values of K 

K loss rate 

1 5.4E-9 

2 2.4E-9 

4 1.5E-9 

8 1.1E-9 

16 9.9E-10 

32 9.1E-10 
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To stress the practical value of our rule, we point out that in 
the calculations for Table 1, the K = 1 system took a small 
fraction of a second of CPU time on an IBM mainframe, 
while the K = 32 system took 41 minutes of CPU time on the 
same machine. The point is that results that can easily be 
obtained for relatively small systems (small in terms of burst 
length and buffer sizes) can be further used to draw (approx
imate) conclusions about relatively large systems, for which 
exact solutions would require much numerical effort. 

5.4. Large Buffer Sizes 

For data applications that can tolerate a significant amount 
of jitter and delay, it is reasonable to consider buffer sizes of 
(say) a few thousand cells. Note that 1000 cells of size 53 
bytes each can be transmitted on a 150 megabyte per 
second link in less than 3 milliseconds. This means that any 
cell that gains entry to a buffer of size 1000 x N cells will 
wait in queue for less than 3N milliseconds. 

Consider the following example. There are a total of M 
on-off sources, each with vON = 100, vOFF = 900, and p = 0.2. 
This means that an average burst consists of 0.2 x 100 = 20 
cells. At 44 bytes of user data per cell, this corresponds to 
880 bytes of user data per burst. Table 3 lists the number of 
buffers required to achieve a cell loss rate of 10-8 for dif
ferent values of M . 

Table 3. Buffers needed to sustain loss rate 1E-8 

M p 8+1 
10 0.2 94 

15 0.3 177 

20 0.4 274 

25 0.5 394 

30 0.6 556 

Note that by increasing the number of buffers from 94 to 556, 
it is possible to increase the number of sources from M = 10 
(p = 0.2) to M = 30 (p = 0.6), tripling the load on the link! In 
th is case, restricting ourselves to (say) 100 buffers would 
lead to a quite inefficient use of the link. 

We can now use the Rule of Thumb from the previous 
section to assess the situation for other burst lengths. For 
example, for the case vON = 200 and vOFF = 1800 (thus, 
K = 2), the Rule of Thumb says that for 10,15, 20, 25, and 30 
sources, the nurbers of buffers required to maintain the cell 
loss rate at 10- are 187, 353, 547, 787, and 1111 respectively. 
Table 4 shows the actual cell loss rates for these systems. 

Table 4. Actual loss rates . (Estimated 1E-8 by Rule of 
Thumb.) 

M p 8+1 loss rate 

10 0.2 187 4.7E-9 

15 0.3 353 5.9E-9 

20 0.4 547 6.9E-9 

25 0.5 786 7.5E-9 

30 0.6 1111 7.SE-9 

Again , the approximation based on the Rule of Thumb is 
very effective. 

As demonstrated above, the Rule of Thumb can be a very 
useful tool for analyzing systems with large buffers. We 
note, however, that it also carries with it a rather pessimistic 
message. That is, if the burst length increases (perhaps due 
to the introduction of more bursty applications) while the link 
utilization remains constant, then the buffering capacity must 
be increased in direct proportion in order to maintain the 

level of cell loss. Of course, there are other alternatives, 
such as decreasing the link utilization or introducing policing 
functions that smooth the the Incoming traffic, but in the 
absence of such measures, an increase in burst length 
requires a directly proportional change in buffer sizes to 
maintain the rate of cell loss. 

6. CONCLUSIONS 

We have presented a family of solution methods for ATM 
buffer models. All apply to Markov Modulated represen
tations of bursty traffic. The following guidelines can be 
used, depending on the burst durations (expressed in time 
slots) and the buffer size (expressed in cells) . 

• For long bursts and short buffers (ratio > 100), the Burst 
Level algorithm applies. 

• For large buffers, the Rule of Thumb for the linear effect 
of burst length on buffer requirements can be used to 
reduce the buffer size and burst duration by a same 
factor. 

• For short buffers and medium size bursts, the MBH algo
rithm applies. In theory, it also applies to all cases 
above, but at a cost that may be prohibitive. 

The above set of guidelines can be used to efficiently solve 
for the cell loss rate and other steady-state measures of 
ATM systems. 

Although ATM switch arch itectures envisage the use of 
small buffers, the paper also demonstrates that for medium 
speed data applications (such as LAN interconnects) , the 
use of larger buffers should be considered. 
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