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A reconfigurable network, one which can change logical networks dynamically, has been emerging as a 
promising design for network resiliency under traffic changes and physical facility failures. In this paper 
we investigate configuration management and optimal logical network design for reconfigurable networks. 
We define the underlying constrained optimization problem in general, and develop a simple heuristic 
technique for the non linear integer problem. To illustrate the benefit of re con figuring the logical 
network, we study two simple network models, simulating various traffic changes and facility failures. The 
results show that reconfiguration leads to substantial improvements in call blocking under network 
changes. We compare and contrast reconfiguration with dynamic alternate routing schemes, concluding 
that a combination of the two techniques provides the best performance. 

1. INTRODUCTION 

Facility hubbed networks are emerging as one of most 
promising designs for rapidly penetrating fib er based 
telecommunication networks. In this approach, all traffic 
from one switch is aggregated into a single stream and 
transferred to a directly connected central node called a hub 
(see Figure 1). The switching of incoming aggregated traffic 
streams is done by an electronic device called a Digital Cross
connect System (DCS) at the hub. Compared with placing 
point-to-point fib er links between switches, this facility hubbed 
architecture enjoys the following advantages: high fiber fill 
ratio, low fiber deployment cost, and easy network 
expand ability . 

backbone network 

Figure 1. New network architecture with a high 
capacity fiber backbone containing digital cross
connect systems to assign facilities. The circles are 
switches, and the squares are DCSs. 

In a facility hubbed network carrying typical voice-grade calls, 
switches at the periphery of the backbone network handle 
individual calls in real time (i.e., within a call setup time), 
performing routing and other call-processing related activities. 
The DCSs provide a facility cross-connection function, dealing 
with signals at a higher level than a single call. For example, 
in a network with DCS-3/1s, multiple 1.5 Mbit/s DSl signals 
are lllultiplexed into 45 Mbit/s DS3 signals for transmission to 

a hub. The DCS-3/1s terminate the DS3 signals and cross
connect DS1 signals within the DS3 signals. The cross
connections through the DCSs define DS1-rate end-to-end 
channels connecting switch pairs directly. The granularity of 
reconfiguration of a DCS-3/1 is DS 1; thus capacity 
assignment between switch pairs is in units of 24 DSO circuits. 

We have available a network architecture in which a backbone 
network is configured to provide direct channels ("logical 
trunk groups") between switches by setting the cross
connections in the DCSs. The switches see only the resulting 
"logical network" made up of these logical trunks; the 
underlying structure of the backbone is transparent to the 
switches. By changing these cross-connections, the logical 
trunk groups can be reassigned between different switch pairs, 
subject to the constraints imposed by the underlying physical 
transmission facilities, thus flexibly supporting multiple logical 
networks over the same physical network. Figure 2 shows a 
physical network with a single DCS as the backbone network, 
and two of the many possible logical networks. 

This ability to define and reconfigure the logical network via 
software opens up new opportunities for network operation. 
With good reconfiguration algorithms, the network can absorb 
growth and other changes in traffic loads arising, for example, 
from inaccurate forecasting (a particular problem as new 
services are introduced), transient changes in load, or 
temporal (e.g., time of day) variations. In addition, the 
network can be made more resilient to facility failures by 
reconfiguring the remaining facilities to minimize the fault's 
effects. 

The new capability of dynamic logical network reconfiguration 
adds a new dimension to network management. Traditionally, 
the network management problem is conceptually viewed as 
having two levels. The bottom level is physical network 
design, which has to take into account both provisioning to 
meet certain performance criteria as well as topology design to 
provide route diversity and redundancy for survivability. The 
top level consists of network traffic management and dynamic 
routing algorithms . Logical trunk assignment is a third level 
lying between these two levels, and consists of the design and 
layout of the logical network based on the available physical 
facilities defined by the network design stage. The separate 
levels are closely related, and the optimal network results 
from considering all three together. 



342 

physical facilities 
(a) 

B 

logical network #1 
(b) 

B 

logical network #2 
(c) 

Figure 2. (a) A single hub physical network with a DeS at the hub. (b) and (c) Two of the many logical networks 
supported by the same physical facilities. One might want to reconfigure from (b) to (c) when the traffic volumes between 
switch pair (B, C) and switch pair (A, D) increase. The link capacities are indicated by the numbers on the links. 

Both network reconfiguration and dynamic routing can 
improve network performance under traffic variations or 
facility changes. When traffic variations or facility changes 
occur, we first define a new logical network optimized for the 
changed network conditions. Dynamic routing operates on 
the reconfigured logical network instead of the fixed physical 
network and it further improves network performance. For 
example, suppose that a logical network is originally 
configured as in Figure 2(b) based on the physical network of 
Figure 2(a). If the traffic volume increases between switch 
pair (B,C) and switch pair (A,D), while it decreases between 
the other pairs, the logical network may be reconfigured as in 
Figure 2(c), thus assigning more capacity where it is needed. 

Similarly, the logical network can be reconfigured to adapt to 
changes in the physical facilities, arising, for example, from 
the failure of a link connecting two hubs. For instance, in 
Figure 3 a logical trunk group connecting switch pair (A, e), 
which was carried on a failed physical link, is reassigned to a 
new path. If the reassignment can be realized quickly enough, 
the network can recover from the failure in a user-transparent 
manner, i.e., without dropping ongoing calls. Several 
approaches have been detailed to achieve this fast 
reconfiguration, using distributed broadcast algorithms [1,2] 
and a table driven technique [3]. 

In this paper, we focus on algorithms for the second level 
(logical network configuration management) and investigate 
the performance of dynamic routing schemes operating on the 
resulting logical networks. Algorithms for the bottom level 
have been studied elsewhere. For example, [4] details an 
approach to physically layout a least-cost, two-connected 
topology for survivable fiber networks. Also, dynamic routing 
algorithms for the top level have been investigated as to the 
blocking performance achieved 011 a fixed physical network, 
both for traffic variations and for link failures [5,6,7]. 

(8) 

(b) 

Figure 3. Reconfiguring in response to network 
f~lures. In the current configuration, the logical trunk 
between switches A and e is carried on links {a,d}, 
while the (B, e) logical trunk is carried on link d. 
With the failure of link a, we may reassign the (A, C) 
logical trunk to links {b,c}, while leaving the (B, C) 
trunk unchanged. Here we assume that there is 
sufficient free capacity on the links to carry the 
additional load. 

B 

Realizing the full potential of configuration management 
requires creating logical networks that provide good network 
performance subject to the constraints imposed by the 
available physical facilities. Section 2 contains a formulation 
of the constrained optimization problem whose solution is the 
optimal logical network configuration given the traffic loads, 
the routing scheme employed by the switches, and the 
available physical facilities. For the optimization problem, we 
develop a simple heuristic algorithm based on the greedy 
principle. 

Section 3 contains the description of the network and traffic 
models used in our performance study. We use two simple 
network models, one with a single hub and the other with a 
more complex backbone of hubs. The traffic matrix used in 



both networks is derived from observation of a real telephone 
network. 

The potential advantage of logical network reconfiguration is 
quantified in Section 4. We apply the heuristic algorithm to 
the two network models to investigate the potential gains from 
reconfiguration under traffic fluctuations and under physical 
facility failures. We investigate the effect of allowing alternate 
routing and call repacking on the original and reconfigured 
networks. The results indicate that while both reconfiguration 
and alternate traffic routing have the ability to recover from 
traffic variations, the best performance is obtained by the 
combination of the two schemes. 

2. OPTIMAL LOGICAL NETWORK 

The problem is to find the best logical network configuration 
given the set of available physical facilities and the traffic load 
matrix betw€<en switches. This statement of the problem 
encompasses the two seemingly different problems of 
reconfiguration to deal with traffic variations and 
reconfiguration to deal with failures of physical facilities. 
Traffic variations are reflected in changes in the load matrix 
while facility failures are reflected in changes in the available 
resources. In this section we formulate the problem as a non
linear integer optimization problem and compare with 
traditional network engineering. Then, we present a heuristic 
greedy solution to this problem. 

For a given routing scheme, the best logical network 
minimizes the weighted blocking averaged over all source
destination pairs. Let B '" (-) denote the blocking experienced 
by traffic between switch pair w. Of course, in general a 
closed form expression for B will not be available, except for 
simple routing schemes. (With direct routing in which a call is 
carried only on the logical trunks directly connecting a switch 
pair, B is simply the Erlang blocking formula.) 

A network can be denoted as G (N , L), where N is a set of 
switches and hubs and L is a set of links. Links of the 
backbone network connecting hub to hub are called backbone 
links, and the set of backbone links is denoted by BL. To 
state the problem more precisely, the following notation is 
introduced (assuming that links and offered traffic are bi
directional) : 

• g = granularity (unit) of facility connections in a DeS. 
• W = set of switch pairs. 
• A ... = offered traffic load for a switch pair wEW. 
• Cl = number of facilities on link I EL in units of g . 
• WI = set of switch pairs whose home hubs are directly 

connected by backbone link I . 
• P", = set of different paths for a logical trunk connecting 

switch pair w . 
• PI = set of paths which contains a link I . 
• xp = capacity assigned to a path p in units of g . 
• k ... = total capacity of logical trunk group connecting 

switch pair w . 

A path PEP", is a sequence of links connecting switch pair w ; 
the different paths in the set P", together define a logical trunk 
group for pair w. The total capacity of the logical trunk group 
of pair w is thus k", = ~ xp, where xp is the capacity of a 

pEP", 

path p. Notice that all capacities are measured in terms of 
facilities of size g trunks. 

The problem is to determine the capacities {x } of the paths 
so as to minimize the average call blocking p:obability. The 
non-linear integer optimization problem is thus 
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Minimize L: A", 'B", ({k""g}, {A",}) 
"'EW 

(1) 

subject to 

L: xp ::; Cl for alII (2) 
PEP1 

where the decision variables, xp ' are non-negative integers. 
The objective function (1) minimizes the average blocking, 
while (2) reflects the constraint that the total capacity assigned 
to all paths using a physical link I can not be greater than the 
capacity Cl of the physical facility. In general, B", depends 
on the entire logical network (defined by the set {k",}), the 
traffic matrix {A",}, and the routing scheme employed by the 
switches. 

While the problem has been formulated as minimizing the 
average blocking, a second performance criterion widely used 
for telephone networks is the guaranteed grade of service 
(GOS) for each switch pair. A solution that satisfies a GOS 
criterion of b can be enforced by including the additional 
constraint that B",({k",'g},{A",})::;b for all WEW. In fact, 
assigning just enough facilities to meet the GOS requirement 
and leaving the rest free as spare capacity is attractive since 
the spare capacity can be more readily reassigned when 
necessary. 

The optimization problem (1) bears a strong resemblance to 
the optimization problem underlying traditional network 
design (see, e.g., [5]). However, here we are considering an 
optimization problem that is constrained by the available 
physical resources, while standard design techniques attempt 
to find a least-cost physical network that meets certain 
performance requirements for given traffic load and trunk cost 
matrices. Similar optimization problems also appear when 
one considers building a packet network on top of a circuit
switched network, where bandwidth can be reconfigured to 
match the packet load [8,9,10]. 

2.1 Heuristic algorithm 

To make the optimal reconfiguration problem tractable, we 
take the direct-routing form of the objective function; i.e., the 
Erlang-B function B (k",'g, A",) is used to estimate the 
blocking of traffic between source pair w. (Note that while 
the direct-routing form is used for the blocking function in our 
recollfiguration heuristic, in fact we shall study the 
performance of alternate routing schemes on the resulting 
networks.) The use of the Erlang-B function decouples the 
re configuration problem and the routing problem, and results 
in a closed-form expression for the objective function. 

The reconfiguration problem requires the set of different 
paths, P"" for each switch pair; these paths are predetermined 
and given as the input. Since the number of decision variables 
{xp} is equal to the total number of different paths, it is 
desirable to limit the potentially very large size of the P"" 
One heuristic is to exclude paths that are much longer than 
the shortest path connecting a switch pair, since these long 
paths take many resources and are unlikely to be used. In the 
performance study of Section 4, P'" is taken to include the 
shortest path and the next shortest paths. 

Figure 4 contains the pseudo-code for our heuristic algorithm. 
The network topology, predetermined paths, and traffic matrix 
are entered as input. After the initialization, the heuristic 
algorithm tries to maximize the benefit of the facility 
assignment at each iteration. First, the algorithm selects a 
feasible switch pair with the largest expected benefit. A 
switch pair is called feasible if there is a feasible path 
connecting the switch pair, where a path is defined to be 
feasible if all of its links have unassigned free capacity. The 
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Inputs: 
P..." A..." for all WEW 
Cl, PI' for all I EL 
WI , for alllEBL 
Initialization: 
S = W 
P = Up ... 

wES 

for all PEP, xp = 0 
for all W ES , find Ben ... (sumxp) 

pEPw 

for all I EBL, Cost(l) = max Ben..., 
wEW/ 

for all pEP, Cost(p) = I.:Cost(l) 
'Ep 

Iteration: while (S ~ 0) do 
for all wEW, 

select W'ES such that Ben~ .. ?:: Ben..., 
for all PEP .... , 

select P 'EP .... such that Cost(p,) ~ Cost(p) 
xp' = xp+l 
for alllEp', Cl = CI-l 
remove infeasible paths from P, PI, and P..., 
remove infeasible switch pairs from S, and WI 
update Ben...,. 
for all I EL , update Cost(l) 
for all PEP, update Cost(p) 

endwhile 

Figure 4. The reconfiguration algorithm. 

expected benefit for pair W from the addition of g trunks is 

Ben..., (k ... ) == A...,' (B(k""'g, A...,) - B«k...,+l)· g , A...,)). 

The benefit is the expected number of additional successful 
calls of pair w due to addition of g logical trunks. For the 
selected pair, the algorithm estimates the cost of each feasible 
path and assigns g trunks to the path with the smallest 
estimated cost. For each backbone link I, the estimated cost 
of the link is defined as the maximum benefit that can be 
obtained by assigning g trunks to a feasible switch pair 
belonging to the set W,. (Recall that WI is the set of switch 
pairs whose home hubs are directly connected by backbone 
link I, so the cost of link I is the best benefit that can be 
realized by switch pairs that use 1 as their only backbone 
link.) Then the cost of a path is the sum of estimated costs of 
the backbone links contained in the path. The iteration 
terminates when there are no remaining feasible switch pairs. 
This algorithm is greedy in that it ignores the future effect of 
the decision reached at an iteration, and produces sub-optimal 
solutions in some cases. 

3. PERFORMANCE MODELS 

In this section, the network and traffic models and the routing 
schemes used in the performance study are described. The 
performance study has been done 011 several different network 
topologies. We report the results of two simple network 
topologies in this paper: a single hub network and a network 
whose backbone consists of five completely connected hubs. 
Both networks have ten switches, with an imposed traffic 
workload derived from observations on a real telephone 
network . The original traffic loads are then perturbed to 
simulate traffic variations and network overload. 

3.1 Network models 

A single hub network (see Figure 5(a)) is the simplest facility 
hubbed network, and is a model for a small (e.g., single 
LATA) network which may have only one hub. The major 
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Figure 5. The ten-switch network models. The links 
are marked with their capacities as determined by the 
physical-network engineering. (a) Single-hub 
backbone. (b) Five-hub fully-connected backbone. 

simplification resulting from the choice of a single-hub model 
is that there is only one path connecting a switch pair, 
consisting of the link from source to hub, and then the link 
from hub to destination. Thus, the effects of different path 
choices, and interactions between the choices, do not arise. 

The other network investigated has the same ten switches, but 
the backbone consists of five completely-connected hubs (see 
Figure 5(b)). Two switches are randomly assigned to each 
hub. (A switch may connected to more than one hub for 
reliability reasons. Here, it is assumed that a switch is 
connected to only one hub for simplicity. However, our 
technique is general and can accommodate networks in which 
switches are connected to multiple hubs.) As in the single 
hub case, a switch pair with both switches homed on the same 
hub has only one path connecting the pair through the hub. 
However, each remote switch pair is allowed four different 
paths: the primary path containing one backbone link and 
three secondary paths containing two backbone links. 



3.2 Traffic models 

The results presented here are for a network based on a large 
metropolitan area; this network has been used in the past for 
other studies of routing performance (see, e.g., [6,11]). From 
the original network consisting of 38 switches, ten strongly 
connected switches were chosen. The maximum load between 
switch pairs is 273 eriangs, the minimum is 3 erlangs, and the 
average is about 46 erlangs. The total arrival rate of calls is 
11.5 calls/second (Poisson), and the call holding time is 
assumed to be exponentially distributed with mean 180 
seconds . 

We then vary the traffic to model both general traffic overload 
and traffic variation (due, for example, to time-of day 
variations or forecast error). A new traffic load for switch
pair w is determined as: >" w = L ·(1+0w6.)·>'w, where the Ow 
are +1 or -1 with equal probability. L is a constant load 
factor; L =1.0 gives design load . The loads for all switch pairs 
are randomly perturbed by the fraction 6., where 6. measures 
the strength of the traffic variations . For fixed L, varying 6. 
keeps the total traffic in the network virtually unchanged, but 
moves the traffic among the different switch pairs. 

3.3 Routing algorithms 

We investigate three routing schemes to compare the 
performance of reconfiguration and dynamic routing and to 
study the interaction between them. The three routing 
algorithms are direct routing, least loaded routing (LLR), and 
call repacking. Direct routing is a fixed routing scheme that 
attempts to route all calls on the direct ( one-hop) route. 

LLR is an adaptive routing scheme that selects routes based 
on the trunk utilization. For each pair, LLR uses a routing 
table consisting of the direct route and several two-hop routes 
[12,13]; in the performance study, for a given switch-pair, 
LLR considers all eight two-hop routes as potential alternate 
routes . When a new call arrives, LLR tries to route the call 
on the direct route. If the direct route is not available, then 
the call is routed to the least loaded two-hop route. Because 
carrying a call onto a two-hop route may block the calls which 
can be directly routed on the legs of the two-hop route, trunk 
reservation can be imposed to stabilize the routing scheme 
[14] . Trunk reservation reserves a certain amount of capacity 
on each trunk group . If a trunk group has less than reserved 
free capacity, it only accepts directly routed calls. For this 
study, the trunk reservation level is set to 5%, so that 5% of 
total capacity is reserved in each trunk group for direct-routed 
calls. 

Call repacking is an extreme form of alternate routing in 
which calls that are initially routed on a two-hop alternate 
route can be "repacked" onto a trunk of the direct route when 
it becomes free. We assume that the calls are initially routed 
with the LLR scheme described above . Call repacking comes 
into play when a call completes; the scheme attempts to see if 
any alternately-routed call can be repacked onto the newly 
freed trunk(s). In addition, as a result of the repacking of one 
call, further call repacking may occur based on the release of 
the two trunks that made up the old route. Call repacking 
requires dynamic call control capability and fast processing, 
and is not used in current telephone networks. It is considered 
here for comparison with reconfiguration, since call repacking 
is expected to perform extremely well. 

Figure 6 shows the performance of the three routing schemes 
on the ten-switch network subject to different levels of 
overload . We see that LLR and call repacking perform much 
better than direct routing, allowing about 15% more traffic to 
be carried than direct routing while meeting the design goal of 
1 % blocking. 
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Figure 6. The performance of the three routing 
schemes as the network load increases uniformly. 

4. RESULTS 
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In this section, we investigate the potential performance gain 
from dynamic network reconfiguration. Also, we study the 
interaction between network reconfiguration and alternate 
dynamic routing and compare their performance under traffic 
variations and physical network changes. The greedy heuristic 
algorithm is used to generate the logical network 
reconfiguration on which the direct routing, least loaded 
routing (LLR) , and call repacking schemes introduced .in 
Section 3 are run . 

In the performance studies, the physical network is first 
engineered to just support the design load (L=1.0, 6=0.0) by 
finding the logical network with least capacity that provides 
less than 1% average blocking using direct routing. The 
physical network is then determined by deploying physical 
facilities between switches and hubs and between hubs to 
support just that logical network. (For the network with a 
five-hub completely-connected backbone, we assume that all 
traffic between remote switches is routed over the primary 
paths that include only one backbone link.) Figure 5 gives the 
physical network link capacities for the two example 
topologies. The link capacities then remain fixed as we study 
the performance gains from reconfiguration: as the traffic 
loads are perturbed and the logical network is reconfigured 
using the greedy algorithm, the new logical networks are 
constrained to be carried by the fixed physical network. 

We have chosen to tightly engineer the physical network so 
that it can just support the design load. In this way, a 
principled measure of the performance gains from 
reconfiguration can be obtained, answering the question of 
how well can reconfiguration deal with traffic loads that vary 
from the loads that the network was designed for. Real 
networks are likely to be engineered with spare physical 
capacity to help them adapt to changing traffic and failures. 
While our reconfiguration algorithm can be applied directly to 
such networks, interpreting the results is difficult because the 
performance will depend crucially on the placement of the 
spare capacity. Where to place the spare capacity is a difficult 
problem that is not the focus of this paper. 
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Figure 7. Call blocking vs . the traffic variation 
parameter [::; for the single-hub network; L=1.0. We 
show the performance when reconfiguration is not 
allowed , when the network is reconfigured with a 
granularity g=24, and when the network is 
reconfigured with g=1. (All results are for direct
routing.) 

Figure 7 shows the improvements in blocking from 
reconfiguring the logical network to adapt to traffic variations 
in the single hub network. To single out the effect of 
reconfiguration, direct routing is used in Figure 7. The 
performance is measured by the average blocking probability 
of calls. In this figure , the overall load is unchanged (L=1.0), 
but the traffic imbalance parameter [::; is plotted from 0 to 
40%. The point [::;=0 gives the design load, and we see that 
there is 1% blocking, as expected. As the traffic variation 
increases, the performance of the original network degrades 
considerably; however, by reconfiguring the network to adapt 
to the variations, the performance is substantially improved. 

The physical network is engineered with a facility granularity 
of 24, and the two upper curves are for the same 
reconfiguration granularity, g=24. Figure 7 also shows the 
effect of decreasing the granularity of reconfiguration: for the 
same physical network and traffic, the lowest curve 
corresponds to reconfiguration with a granularity of g=1. 
Decreasing the granularity leads to better performance, and 
even the blocking at design load ([::;=0) is decreased when 
finer reconfiguration is allowed. However, the improved 
performance that comes from smaller granularity is at the cost 
of possibly more complex cross-connect hardware. 

Alternate routing is another technique used to make the 
network less vulnerable to traffic variations. Figure 8 plots the 
results from a combination of alternate routing and 
reconfiguration with the single hub network. Allowing 
alternate routing increases the carrying capacity of the 
network by about 15% even without traffic variations. Thus, 
results are presented at L=1.15, where the blocking at [::;=0 is 
close to the design blocking of 1 % . As expected, in Figure 8 
LLR has lower blocking than direct routing. However, as 
traffic variations (measured by [::;) increase, the alternate 
routing scheme does nQt adapt as well to the changes; in fact, 
for [::;>33% it is better to reconfigure and direct-route calls 
than just to alternate-route. Of course, it is even better to do 
both; the best performance is obtained by the combination of 
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Figure 8. Call blocking vs . the traffic variation 
parameter [::; for the single-hub network; L=1.15. We 
show the performance of direct routing on the original 
and reconfigured networks. We also plot the 
performance of alternate routing (LLR) on these two 
networks. The granularity for reconfiguration is g=24. 
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Figure 9. Call blocking vs. the traffic variation 
parameter [::; for the five-hub network; L=1.15. We 
show the performance of LLR on the original and 
reconfigured networks, and of Call Repacking on the 
original network. We also plot the performance of 
LLR on the reconfigured single-hub network to display 
the cost associated with the multi-hub topology's 
additional constraints. The granularity for 
reconfiguration is g=24. 

reconfiguration and alternate routing. 

Figure 9 shows the performance gain from network 
reconfiguration in the network with five hubs. We run the 
network with 15% more than the design load and plot the 
blocking probability as a function of traffic variations. In the 
figure, reconfiguration performs worse than the original 



network at the small variation of t::. = 10. This shows that the 
heuristic algorithm over-reacts to the small traffic variation 
and reassigns bundle of trunks (g = 24). However, as the 
traffic variation increases, reconfiguration performs better than 
the original network. Similar observations can be made in the 
comparison of re configuration and call repacking; under 
severe traffic variations (> 34%), reconfiguration performs 
even better than call repacking by assigning more capacity to 
heavily used direct routes. 

In a network with five hubs, backbone links are shared by 
many switch pairs and the capacity assignment to a logical 
trunk group is constrained by the connecting backbone link 
capacity as well as the switch to hub link capacity. Thus, the 
reconfiguration may be less effective in a multi-hub network 
than in a single hub network. To investigate the effect of this 
additional constraint, we compare the reconfiguration in a 
single hub network and a multi-hub network with the same 
traffic matrix . The gap between the two plots in Figure 9 
represents the reduced effectiveness of reconfiguration due to 
the additional capacity constraints on shared links. 
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Figure 10. Call blocking vs. the backbone facility lost 
in the five-hub network. We show the performance of 
LLR on the original and reconfigured networks, and of 
Call Repacking on the original network. 

Figures 7-9 dealt with the effects of traffic variations. Now, 
we turn to the performance gain from reconfiguration under 
the failure of physical facilities. Figure 10 shows the 
performance of reconfiguration under a single backbone link 
failure in the multi-hub network. The LLR scheme is used for 
the original network and reconfigured network. The results 
shows that reconfiguration performs best in all cases except 
the failure of link #4. The failure of link #4 does not degrade 
the network performance greatly because the the design 
capacity of the link is originally small. In this case, repacking 
performs best. However, under the failures of other large 
capacity links, reconfiguration performs better than repacking. 
This results agrees with the results shown in Figure 9: 
reconfiguration works well under large network status changes. 

5. SUMMARY 

This paper explores the opportunities that arise from the new 
rcconfigurable network architecture appearing in the public 
network. We investigate the effects of network 
re configuration with two simple network models simulating 
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various traffic fluctuations and physical facility failures. The 
performance study shows that re configuration makes the 
network substantially more resilient to variations in the traffic 
loads and available facilities. 

Here, we have studied techniques for finding a new 
configuration assuming that the traffic loads are known 
exactly. We do not address the problem of when to trigger 
reconfiguration, or of reliably estimating traffic parameters 
over short time intervals, which is in itself difficult. The failure 
of a facility is an obvious trigger for reconfiguration; however, 
triggers for traffic variations are not so straightforward. 
Significant deviations of the load from the original traffic load 
matrix could trigger recomputation of the optimal 
configuration, as could measurement of other useful statistics 
such as the percentage of calls between a switch pair using 
overflow routes. In other work [15], we have investigated the 
problem of managing reconfigurable networks, identifying 
technology and systems challenges that must be met before the 
full potential of adaptive network reconfiguration can be 
realized . 
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