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ABSTRACT 

The standard traffic measurements collected on the trunk-groups of a telephone network can 
be used to implement an 'adaptive' state-dependent traffic routing scheme that requires no 
prior estimates of the loads offered to the network. Call-by-call simulations show that such an 
adaptive scheme, starting with no prior knowledge of the offered loads, converges practically to 
the same performance as that of a scheme which determines its parameters from prior 
knowledge of the loads. Within the limits of approximations made in treating traffic routing as 
a Markov decision process, the adaptive property is analogous to the covergence of 'policy-
iteration'. 

1. Introduction 

State-dependent routing schemes for telephone traffic, 
in which the route for a call is chosen on the basis of 
the occupancy-state of the trunk-groups at call
arrival, have received much attention in the last few 
years, as can be seen from papers in recent 
International Teletraffic Congresses and other 
conferences [1-10]. 

In the routing schemes described by Krishnan and Ott 
[3,4], the choice of route for a call is made on the basis 
of 'costs' associated with the states of the admissible 
routes at the time of call arrival. The cost of a route 
is an estimate of the expected increase in future call
blockings that would result from accepting an 
additional call on the route in its current state. These 
costs are determined from the off-line solution of a 
large non-linear program [4] which requires the prior 
knowledge of all the traffic demands on the network. 
Since such information is in the nature of a forecast, 
one must consider the consequences of forecast error. 
Although state-dependent routing (SDR) possesses a 
considerable degree of 'robustness' to load variations 
[10]' it would be highly desirable to do away with the 
need for prior load information, and depend, instead, 
on data collected in the course of normal traffic 
measurements in the network. This would free the 
routing scheme from reliance on prior load estimates 
of uncertain accuracy, and would allow the routing to 
react better to shifts in the load pattern, i.e., would 
make it 'adaptive '. 

This paper presents such an 'adaptive' enhancement of 
the so-called 'separable' state-dependent routing 
scheme described in [4], in which the individual links of 
the network use their individual traffic measurements 
to update their state-costs at regular intervals. The 
performance of this Adaptive State-Dependent Routing 
(ASDR) scheme is compared, by means of call-by-call 
simulations, with the original scheme of [4]. The 
results show that the adaptive scheme, starting with 
no prior knowledge of the offered loads, converges 
practically to the same performance as that of the 
original scheme in which the routing parameters are 
determined from prior knowledge of the loads; i.e., 

'local' adaptation is able to replace prior 'global' 
knowledge . Within the limits of the various modelling 
approximations that are made [4] in treating traffic 
routing as a Markov decision process, it is shown that 
the adaptive property is analogous to the convergence 
of the 'policy-iteration' algorithm for such a process. 
In view of those modelling approximations, the 
arguments given do not constitute a rigorous proof of 
the adaptive property of the proposed scheme, but 
show, rather, that adaptation is consistent with those 
approximations. The observed success of the adaptive 
scheme must be taken to be further evidence of the 
efficacy of those approximations, and brings us a step 
closer to the ideal of a routing scheme that 'learns' to 
adjust itself to network conditions. 

A quick review of SDR is given in Section 2. The 
proposed adaptive scheme ASDR, together with its 
mathematical basis in Markov decision theory, is 
presented in Section 3. The results of call-by-call 
simulations of performance, comparing the adaptive 
scheme with the original scheme, are given in Section 
4, and the conclusions are summarized in Section 5. 

2. Review of Original Version of State-Dependent 
Routing 

The state-dependent routing scheme described in [4] is 
obtained when a policy-iteration step of Markov 
decision theory [U] is used to improve upon a 
'nominal' scheme of direct-routing, where the traffic 
intensities for the links are derived from a state
independent scheme called non-alternate routing. In 
the non-alternate routing scheme, each arriving call is 
offered precisely to one admissible path, chosen 
according to a probability distribution over its 
admissible paths; if the selected path is busy, no other 
path is tried and the call is blocked. Within this non
alternate routing framework, an optimum set of path
allocation probabilities for calls of the various node
pairs (to minimize network blocking) is obtained from 
a non-linear program, which requires knowledge of all 
the node-to-node traffic intensities in the network. 
The offered link-loads {Yk} resulting from this nominal, 
non-alternate routing scheme are then regarded as 
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independent, direct-routed Poisson loads offered to the 
links; in effect, the network is 'decoupled' into a set of 
indepent links. A policy-iteration step is then carried 
out for this nominal set of links-flows, with the use of 
the following formula; if link k has Sk trunks and is 
offered a Poisson load of Yk erlangs, then the Howard 
cost [11] of adding a call to the link when it already 
has j calls in progress, is given by 

·f::,.(k .) = B (Sk' Yk) 0 < . < 
, J B (. ,- J Sk 

J, Yk) 
(2.1). 

Here, B (s, y) is the Erlang-B formula for the blocking 
of a trunk-group of S trunks to which a Poisson load of 
Y erlangs is offered. Expression (2.1) is interpreted as a 
cost since it is an estimate of the expected increase in 
future blocked calls on the trunk-group due to the 
addition of a call when j calls are already in progress. 
As the links are regarded as independent, the cost of 
adding a multi-link call to links kl' ... , km' in the 
respective states jll ... , jm, is then given by 

m 

path - cost = ~ f::,. (ki' ji) 
i-I 

(2.2). 

T hus, the cost of a pat h is 'separable' into the costs of 
the constituent links. 

The original SDR scheme can now be specified as 
follows: when a call arrives, the cost, in the current 
network state, of each admissible path that is open 
(i.e., has at least one idle trunk on each link in the 
path) is calculated from (2.1) and (2 .2) . If the 
minimum path-cost equals or exceeds 1 (the cost of a 
lost-call), then the call is rejected; otherwise, it is 
routed on the minimum-cost path. 

3. Adaptive State-Dependent Routing 

It follows from section 2 that the parameters of SDR 
are based on prior knowledge of the forecasts for all 
the traffic demands on the network and on prior 
computations with ,such global information. 

If we have to use forecast loads, then we must reckon 
with the likelihood of errors in the forecast . Even 
though the performance of SDR has a considerable 
degree of 'robustness' to load variations [10]' 
nevertheless, forecast error could lead to the use of 
routing parameters unsuited to the actual realized 
traffic, and thus to a loss in performance. It would 
thus be desirable to base the routing on actual load 
measurements obtained during network operation, 
rather than remain bound to forecast loads. 

Of course, an obvious course open to us is to obtain 
measurements of all the node-to-node offered traffic in 
the network and to use those load estimates in the 
non-linear program which determines the 'nominal' 
link-loads. However, this would require extensive 
network-wide co-ordination of measurements and 
computations, and is not an attractive option. 

It would be far more desirable if each link could 
directly determine, by measurement, a suitable 'offered 
load', for use in formula (2 .1) to calculate its own 

state-costs, thus doing away with the reliance on 
forecast loads as well as with the need to solve a 
'global' optimization problem. Thus, the question we 
ask is as follows: "Without explicit knowledge of the 
node-to-node traffic loads in the network, is it possible 
to determine, by direct measurements, a set of link
loads for use in formula (2.1), which would produce a 
routing performance comparable to that obtained (if 
the traffic loads were known) from solution of the 
non-linear program?" 

It is apparent that if we start routing traffic according 
to the SDR scheme on the basis of an assumed set of 
nominal link-loads, and then find a method of 
obtaining an improved set of link-loads by actual 
measurements, then we shall have an 'adaptive' 
scheme which can operate without prior global 
information about node-to-node loads offered to the 
network. Thus, if such improvement can be assured, 
then we need not be too concerned about the starting 
set of loads; in particular, we need not bother about 
solving a non-linear optimization problem beforehand. 

The Basis for Adaptation 

We shall now present the mathematical basis for 
supposing that such a 'learning' scheme can be devised. 
It must be emphasized, at the outset, that the 
arguments below lean heavily on the various 
assumptions and approximations that have been 
proposed [4] for the analytical treatment of state
dependent routing. For that reason, the arguments do 
not constitute a proof of the possibility of an adaptive 
routing algorithm, but rather, amount to an 
explanation for the particular adaptive scheme that is 
being proposed. The actual success of the adaptive 
routing scheme, as shown by the results of call-by-call 
simulation presented in section 4, should be regarded 
as further evidence of the reasonableness of the 
approximations in question. 

We recall that the original SDR scheme is derived 
from the 'nominal' link-flows of a state-independent 
scheme of non-alternate routing. This process of using 
the state-costs of a 'nominal' or 'reference' routing 
scheme to define an improved routing scheme 
corresponds to carrying out one step of 'policy
iteration' [11] in the associated Markov decision 
process (subject to the approximation of treating the 
link-flows of non-alternate routing as independent 
'direct-routed' Poisson streams). If, further, the state
costs for the SDR scheme so defined could then be 
determined (the so-called 'value determination' step), 
by solution of the Howard equations [11] of the 
Markov Decision process, then these new costs could 
be used to perform another round of policy-iteration. 
It is well known [11] that this alternating sequence of 
determination of policy and value will converge to an 
optimum policy in a finite number of steps, while 
producing steady improvement in performance in 
successive policy-iteration steps. What prevents us 
from carrying out the above computations, of course, 
is the astronomical size of the state-space for networks 
of realistic size. 



The assumption of independent link-flows is eminently 
reasonable [3,4] for non-alternate routing and is used 
to derive SDR. Under SDR, however, link-flows 
become correlated by the state-dependent choice of 
paths. However, for the sake of tractable analytical 
treatment, one is more or less forced to continue the 
fiction that, even under state-dependent routing, the 
resulting link-flows can be treated as independent 
streams. Thus, we approximate the link-flows induced 
by state-dependent routing as independent streams. 
If, further, each link-flow is approximated by an 
'equivalent' Poisson offered load on the link, then the 
evaluation of network conditions produced by state
dependent routing (and thus the value-determination 
step) amounts to determining the 'equivalent' Poisson 
offered-loads on the links. In effect, we let the network 
'compute' these flows, by its actual operation under 
the routing scheme, and we can thus measure, rather 
than calculate, the required results, subject to the 
assumptions of independent link-loads modelled as 
Poisson streams. 

It should be noted that, under state-dependent 
routing, the notion of 'offered' load' to a specific link is 
not well-defined, for, when a call has more than one 
admissible path, it is never 'offered' to a link when it is 
known it cannot be carried there . On the other hand, 
the 'carried load' on a link (= average number of busy 
trunks) is a well-defined notion irrespective of routing 
rules, and is, in fact, what can be directly measured. 
Thus in approximating a given link-flow, we define the 
'equivalent' offered load to be that Poisson offered load 
which would produce the same carried load as the 
given link-flow. Though, in principle, a Poisson offered 
load to a trunk-group can be determined just from a 
measurement of the carried load, in practice, it is 
estimated by combining separate measurements of 
carried load and of blocking, by the formula 

offered load = (carried load) (3.1). 
1 - blocking 

Once again, the 'blocking' of a trunk-group as the 
ratio of 'overflows' to 'attempts' is ill-defined under 
state-dependent routing, since the ideas of a call being 
'offered' to a group and 'overflowing' from it are not 
applicable to the state-dependent choice of a path 
from several alternative paths. However, under the 
assumption of a Poisson offered load, the idea of 
blocking as a proportion of 'blocked' calls is equivalent 
to the idea of blocking as the proportion of time spent 
by the trunk-group in the 'all-trunks-busy' state [12]. 
This latter interpretation permits direct measurement 
of blocking, from the same set of sampled-trunk-usage 
scans that are used to measure carried load on a 
trunk-group. It will be recalled [13] that carried load 
is measured by scanning the 'state' of the trunk-group 
at regular intervals (the standard interval is 100 
seconds) and recording the number of busy trunks 
observed; to measure 'blocking', we merely have to 
keep track of occasions when the scan found all trunks 
to be busy. We can thus use (3.1) to determine 
'equivalent' Poisson load offered to a trunk-group, from 
a measurement of the carried load and of the fraction 
of time spent in the 'blocking' state. 
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Thus, under the approximation that link-flows in 
state-dependent routing can be represented as arising 
from independent Poisson loads offered to the links, it 
follows that we can, in fact, accomplish the 'value 
determination' step by means of measurements in the 
network. 

Algorithm for Adaptive State-Dependent Routing 
(ASDR) 

On the basis of this view, we arrive at the following 
algorithm for adaptive routing: 

(1) Assume an initial set of nominal link-loads {Yk} 
for use in (2.1), and implement SDR according to 
the rules given in section 2. For the simulation 
results presented in section 4, the initial choice 
was Yk = sk, the number of trunks in link k. 

(2) At regular intervals, of sufficient duration for the 
network to attain statistical equilibrium (the 
'relaxation' time [13]) under the current routing 
scheme, use link-measurements (of carried load 
and fraction of time spent in the 'full' state) to 
re-estimate the 'equivalent' offered load for each 
link, by formula (3.1). 

(3) Use the revised estimates of link-loads in (2.1) to 
determine new parameters {~(k, i)}, and 
implement the corresponding SDR scheme until 
returning to step 2 at the end of the current 
interval. 

This 'adaptive' scheme assumes no prior knowledge of 
the loads offered to the network and requires no prior 
solution of a non-linear optimization problem; instead, 
it ~xpects to 'learn' from the acutal network 
conditions that result from a routing policy. The 
rationale for the scheme is the interpretation that it 
amounts to carrying out successive steps of policy
iteration in the associated Markov Decision process. 
However, owing to the approximations introduced, the 
analogy is inexact and does not constitute a proof of 
convergence of the adaptive scheme. Rather, the 
observed success of the scheme is to be taken as an 
indication of the efficacy of those approximations. 

4. Results 

The test of successful 'adaptation' is comparison with 
the case of full prior knowledge. Hence, we compare 
the adaptive routing scheme proposed in section 3 with 
the original separable scheme in which a prior 
optimization problem is solved to obtain 'nominal' 
link-loads for the known node-to-node loads. The 
results of call-by-call simulation on the two 38-node 
network designs (Design A and Design B) used in 
earlier studies [4,8] appear in figures 1 and 2, and 
establish the success of the adaptive scheme ASDR. It 
is to be noted that ASDR has no knowledge of the actual 
node-to-node loads, but uses link-load measurements 
over an interval (90 minutes in the simulations) to 
update its parameters. 

As ·in previous studies, the blocking statistics for the 
simulation runs are obtained, in each case, from 10 
'hours' of realized calls, of which the first 2 hours are 
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discarded to remove the transient effects of starting 
from an 'empty' network. To examine the speed of 
adaptation, we look at blocking measurements for 
SDR and ASDR at half-hour intervals over the first 
two hours. Figure 3 gives the result for the case of 6% 
overload in Design B, and shows 'learning' in progress. 

The main benefit that one expects from an adaptive 
scheme is automatic adjustment of the routing to suit 
the actual loads on the network. Thus it should 
respond better than a non-adaptive scheme to load 
patterns different from the forecast for which nominal 
routing parameters are derived. To investigate this 
question, forecast error was introduced in Design B of 
the 38-node network by random perturbations of the 
nominal node-pair loads corresponding to uniform 
overloads of 6% and 10%. The perturbations were 
independent Gaussian distributions about the nominal 
loads with a coefficient of variation of 0.2 (subject to a 
minimum load of 0.01 erlang). To model the situation 
of forecast error, the routing of these perturbed loads 
under SDR is based on parameters calculated for the 
case of engineered load (0% overload), while ASDR, of 
course, updates its parameters on the basis of 
measurements. The results in Figure 4 establish the 
fact that the adaptive scheme achieves better 
performance under forecast error than the original 
non-adaptive scheme. In fact, this is the whole point 
of considering an adaptive scheme. 

6. Conclusion 

The 'separable' state-dependent routing scheme for 
telephone traffic proposed in [3,4] uses the results of a 
prior solution of a large non-linear optimization 
problem requiring complete knowledge of the loads 
offered to the network. An 'adaptive' version of the 
separable scheme, called Adaptive State-Dependent 
Routing (ASDR), has been developed which does away 
with the need for the prior knowledge of loads and for 
the prior solution of an optimization problem. The 
scheme relies, instead, on standard measurements of 
trunk-group usage to determine current routing 
parameters, updating them at regular intervals. 
Though a rigorous proof of convergence of the 
adaptive scheme has not been given, arguments are 
presented to show that such convergence is consistent 
with the approximations proposed for the analysis of 
state-dependent routing [4]. 

The success of the adaptinve routing scheme is 
demonstrated by comparison of its performance with 
that of the original scheme, by means of call-by-call 
simulation, on two network designs for a 38-node 
metropolitan network model used in earlier studies. It 
is shown, moreover, that the adaptive scheme is better 
able to cope with load-forecast errors than the non
adaptive scheme. 

The work reported here can be viewed as the first step 
towards the ideal of an 'intelligent' routing scheme 
which, starting with little prior information about the 
network, 'learns' by measurement and adjusts itself to 
respond to network conditions. 

A question under study is the development of an 
'adaptive' implementation for the scheme of Forward
Looking Routing [8], which has been proposed by 
Krishnan and Ott as an improvement over their 
original form of SDR [3,4] . 
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Figure 2. Blocking in 38-node Network (Design B) 
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