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Prior to the introduction of the Integrated Services Digital Network (ISDN), traffic engineering for this new 
technology required considerable guesswork and over-provisioning due to the lack of reliable information 
concerning customer characteristics and behavior. Considerable field experience with ISDN now exists and 
detailed studies of user behavior are possible. Measurements of actual user-network interactions can be used as 
the basis for generalized models that can then be incorporated into traffic engineering procedures. Some 
examples of non-ISDN measurement studies that have been broadly used for traffic modeling can be found in 
[5,6,10,11]. In this paper we describe the results of a measurement/modeling study focused on an office 
automation application on an ISDN. Summary statistics for the users are presented; additionally, the 
measurements are used in the construction of a canonical model of the packet arrival process generated by a 
single user. 

1. MEASUREMENT CONFIGURATION 

Digital Subscriber Line (DSL) monitoring of eight ISDN 
data users was conducted between August 19 and Sep
tember 1, 1988. Since monitoring occurred about a month 
after the installation of the ISDN terminals, the time frame 
can be considered as the initial stage of normal ISDN user 
operation. The office automation application under study 
used echoplexed connections to the hosts, meaning that 
the character echo was generated by the host rather than 
locally. User applications were primarily mail or file 
retrieval and word processing and the users were secre
taries, managers and engineers. Each user was monitored 
for one week, 24 hours daily using the monitor mode of 
the Packet-ASPEN (Automated Systems for Perfo~ance 
Evaluation of Networks) Protocol Tester (PT) [12] via a 
T-interface Monitor/Simulator (TIMS) box which was 
placed in between the Network Termination 1 (NT1) and 
the ISDN user terminal. User terminals or personal com
puters were connected to the ISDN terminal data port. The 
TIMS was used to separate the ISDN 2B + D bit streams 
into separate B and D channels. Data were transmitted via 
packet switched D-channel to the switch and host com
puter. The Packet-ASPEN was connected to the TIMS to 
monitor as well as record the D-channel traffic. The moni
tor captured the entire data stream transmitted and 
received on the D-channel, and time-stamped each incom
ing and outgoing frame. Thus, for each frame, the follow
ing information could be obtained: time of arrival at the 
Packet-ASPEN, frame type and packet type, and frame 
length. 

Two types of host computer connections to the ISDN net
work were provided at the test site; one was a modem 
pooling configuration and the other a Local Area Network 

(LAN) access configuration. In the modem pooling 
configuration, an ISDN-DM (Data Module) or a Terminal 
Adaptor and an asynchronous modem were connected 
back to back. The host computer ports were connected to 
the analog network through asynchronous modems. In the 
LAN configuration, the ISDN-DM was connected to a 
LAN terminal server. The ISDN user made a data call to 
the LAN ISDN-DM. A call connection message was then 
sent from the ISDN-DM and the user received the 
response directly from the host. 

2. SUMMARY STATISTICS FOR DATA PACKETS 

We derived the following summary statistics: 

• Length of Data Packets - Since the applications used 
echoplexed connections to the hosts, most of the 
terminal-to-host (DTE) packets contained a single byte 
of data corresponding to the typed character. There 
were also some multi-character packets corresponding 
to special keys such as "return". 74% of the DTE 
packets contained 1 byte of data, 14% contained 2 
bytes, and 10% contained 3 bytes. All but a few of the 
remaining packets were less than 10 bytes. 

In the host-to terminal (DCE) direction, the length of 
data packets is influenced by the packetization algo
rithm. In this application, packetization was done in 
the AT &T 7500 using the ISDN standard protocol X.3 
with a maximum packet length set to 128 data bytes 
and an idle timer delay of 50 msec. The DCE packet 
distribution was bimodal corresponding to a mix of 
character echoes and host responses (see Figure 1). 
Other packetization algorithms could affect the length 
of the host response packets but would probably not 
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Figure 1. Histogram of DCE packet lengths aggregated 
over all calls 

affect the single character echoplex packets. 

• Mean Packet Rate and Coefficient of Variation of the 
Packet Interarrival Time per Call - The mean packet 
rate and coefficient of variation of the packet interar
rival times were computed on a per call basis. The 
statistics varied widely among the different calls. 
Packet rates were typically less than 1 data packet per 
second and coefficients of variation ranged from 2 to 
36 (they were higher than 10 for about half of the 
calls). In particular, low packet rates were correlated 
with high c.v.'s, indicating that the low packet rates 
were caused by long silent periods within the call. The 
modeling in Section 3.3 shows that a subset of the 
interarrival times are best described by a distribution 
with infinite mean. This explains the wide variation in 
sample statistics and indicates that different kinds of 
summary statistics need to be developed. 

• Call Lengths - Most calls were shorter than one hour, 
with the exception of 2 calls that were logged on over
night. This indicates that users tended to log on, do 
their work and then log off. The very short calls 
tended to occur close together, indicating possible host 
problems. Excluding the two calls that were logged on 
overnight, the mean call duration was 32 minutes with 
a standard deviation of 52 minutes. 

• DCE Response ByteslDTE Packet - The number of 
DCE bytes received between two DTE packets can be 
viewed as the host response to the DTE stimulus [10]. 
The mean number of DCE response bytes per DTE 
packet was 62 with a standard deviation of 436. 

3. THE CANONICAL MODEL 

3.1 Overview 

The collected measurements were used as the basis for 
determining an appropriate model for an individual user's 
traffic during a logged-on session. The model, together 
with knowledge of the maximum number of logged-on 
users in the "busy hour", can be used to study the 

superposition traffic and engineer switch resources. The 
model is significantly different from the traditional 
renewal, Markov-modulated or Markov renewal models 
for packet data. Graphical displays of the data and 
hypothesis tests [4] led us to reject the hypothesis that the 
interarrival times form a renewal process. (Because one of 
the component interarrival time distributions appear to 
have an infinite mean, the hypothesis tests are inapplica
ble). Numerous attempts were also made to fit a Markov 
renewal process [3] to the DTE interarrival times, but a 
Markov chain model was found to be inappropriate for the 
embedded sequence of states at arrivals. 

The proposed model is driven by the DTE interarrival 
times which are classified into three states. Upon entry 
into state i, a (non-geometric) run length k is generated. 
Then, k interarrival times are generated according to the 
interarrival time distribution for state i. After the k-th 
arrival, the the process enters a new state j with probabil
ity Pij. The DCE traffic is modeled using "supplementary 
variables", allowing the strong correlation between the 
DTE and DCE streams to be captured. Since the DTE 
stream is relatively unaffected by the switch and host 
delays, the model can also be used for other switch 
configurations by adapting the DCE interarrival stream to 
the characteristics of a given host or switch. Additional 
packet streams, such as Layer 2 and Layer 3 acknowledge
ments can also be incorporated into the model as supple
mentary variables. 

3.2 Data Compression 

Data were collected for a total of 8 users and 79 partial or 
full calls (some calls were truncated because the collection 
disk filled before they could be changed). Calls less than 
3 minutes in duration were excluded from the analysis, 
since they did not generate enough traffic to substantially 
impact switch performance. Also, two calls which lasted 
overnight was excluded from the study. This left a total of 
44 calls and 116,000 packets to be analyzed. Initially, we 
had hoped to analyze the data by user type (manager, 
secretary and engineer) and to analyze the superposition. 
However, because of the small number of users studied 
and the small number of simultaneously active calls, not 
enough data were available to do this. In addition, we 
found substantial variability between calls made by the 
same user. Therefore, we decided to aggregate the infor
mation from all of the calls in order to derive a single 
canonical model. 

3.3 DTE Model 

3.3.1 DTE Interarrival Times: Based on a visual exami
nation of the data (stars in Figure 2 represent a histogram 
of the D1E interarrival times), we detected two distinct 
groups of DTE interarrival times. One group was 
clustered between approximately 0 and .06 seconds, and a 
second was clustered around .2 seconds. The group of 



interarrival times around .2 seconds appeared to be gamma 
distributed (with a shift), but examination of numerous 
Q-Q plots [2] showed that the data had a tail that was 
much heavier than a gamma distribution. Furthermore, 
the tail data were on an entirely different scale that ranged 
up to several thousand seconds. This led us to conclude 
that there were actually three states. By fitting the interar
rival times around .2 seconds with a gamma distribution, 
we concluded that the third distribution must begin around 
.35 seconds. Thus, for initial classification purposes, we 
proposed a 3-state model as follows: 

• State 1: [O,.06J seconds: Machine-generated packets. 

• State 2: (.06,.355J seconds: Active typing. 

• State 3: (.355, 00 J seconds: Pauses such as waiting for 
host responses, think time, and interruptions. 
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Figure 2. Fitted DTE interarrival distribution (curve) vs. 
interarrival histogram (points) 

Using the state classification, we fit distributions to the 
interarrival times in each state. We focused on fitting the 
parts of the data away from the state boundaries, since it is 
clear that some of the interarrival times in the boundary 
region will be misclassified. 

The fitted models are State 1 - gamma(8, 35, 0); State 2 -
gamma(6, 6.66, .04); State 3 - Pareto(.96, .49). The distri
butions are given by [8]: 

- The (shifted) gamma distribution, denoted 
gamma (a,~, y), with density 

dF ( ) = (x~)a-1 ~aexp[-~(x~)] 
X X r(a) . 

- The Pareto distribution, denoted Pareto (a,~), with 
cumulative distribution function 

Fx(x) = 1-( tx)a . 

The Pareto distribution has an interesting interpretation. 
A mixture of exponential distributions with parameter a-1 

having a gamma distribution, and with origin at zero, 
gives rise to a Pareto distribution. This suggests that the 
interarrival times in State 3 have an infinite (gamma) mix
ture of causes. These could range from waiting for a host 
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response, to thinking, to taking a coffee break, etc. 

Another interesting feature of the Pareto model is that the 
s-th moment is infinite if s~a. Thus the fitted distribu
tion for State 3 has an infinite mean. From a practical 
point of view, this implies that the sample means will not 
stabilize as the sample size increases. This has very 
interesting implications for modeling and for the collec
tion of traffic measurements, and requires further investi
gation. An interesting commentary on the applicability of 
distributions with infinite moments may be found in n 1. 
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Figure 3. Q-Q plot 
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Figure 4. Q-Q plot of State 2 interarrival times vs. shifted 
gamma(6) 
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Figure 5. Plot of log(1-F(x» vs. log(x + ~) for State 3 
interarrival times 
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Q-Q plots for the interarrival times for States 1 and 2 are 
shown in Figures 3 and 4, and the fit of the Pareto model 
for State 3 is assessed in Figure 5. All of the fits are quite 
good. In State 1, the "staircase" effect is probably due to 
some terminal equipment characteristics. The least 
squares-fit line has a slope of .00388, which suggests a 
value of ~ = 32, but we found ~ = 35 to be a slightly better 
fit to the data when comparing it to the histogram. 

In State 2, the interarrival times were first shifted by .04, 
and then the Q-Q plot was constructed. In the middle 
range of the data, the fit is excellent. The left tail is 
shorter than a gamma distribution, despite the fact that 
there is some contamination by State 1 arrivals (which 
should produce a heavier tail than gamma). The upper tail 
of the data is shorter than a gamma, but this is probably 
due to the truncation of State 2 at .355. The least 
squares-fit line has a slope of .0273, which suggests a 
value of ~ = 6.1, but we found ~ = 6.66 to be a better fit to 
the histogram. 

To assess the fit of the Par~to model for State 3, a plot of 
log (l-F (x» versus log (~+x) was constructed. If the 
Pareto model is appropriate, this plot should be approxi
mately linear with slope -(l and intercept (x1og(~). The 
maximum liklihood estimates of the Pareto parameters 
were determined by solving the" maximum liklihood equa
tions [7] yielding a. = .96 and ~ = .49. The Pare to model 
is an excellent fit to the data, although the data exhibit a 
slightly heavier tail than the Pareto distribution. Since the 
fitted distribution has an infinite mean, it is unlikely that a 
better fit will be obtained with another distribution. 

The fitted (marginal) interarrival time distributions are 
compared to the histogram of the interarrival times in Fig
ure 2. The relative weights of the distributions were deter
mined from the relative frequencies of arrivals in each 
state. (Some minor adjustments were made to account for 
the distribution tails). 

3.3.2 Run Length Distributions: From graphical displays, 
it was clear that there is some correlation between succes
sive interarrival times. This was captured by choosing the 
number of successive interarrival times in a state accord
ing to some (non-geometric) distribution, instead of at ran
dom. A run of type i is defined as a consecutive sequence 
of interarrival times from state i. If the process were Mar
kov renewal, the run length distributions would be 
geometric. However, the observed distribution for state 1 
was almost deterministic, and the distributions for states 2 
and 3 had much heavier tails than a geometric distribution. 
For state 1, we used the following discrete distribution 
which was suggested by the data: Pr [X=I] = .9, 
Pr [X=2] = .05, Pr [X=3] = .01, Pr [X=k] = .005, for 
k = 4, ... ,11. For states 2 and 3, we found the zeta distribu
tion (also referred to as the Zipf-Estoup Law) to be a good 
fit. The zeta distribution [9], denoted zeta (p), is given by 

Pr [X = kJ = ek -(P+I) • (k=1.2 •••. ). with e = l~ k-<P+1)r 

The zeta distribution is the discrete analog of the Pareto 
distribution, and has been found to give a useful fit to the 
frequency of different words in long sequences of text. As 
with the Pareto distribution, the s -th moment is infinite if 
s~p. Estimates of the parameter p were determined using 
the maximum liklihood estimate and by equating the 
population and sample moments [9]. Using graphical 
methods, these estimates were then adjusted to better fit 
the central portion of the data. 

For state 2, we found zeta (1.5) to be a good fit to the data, 
and for state 3, zeta (2) was a good fit. For state 2, the zeta 
distribution tended to overestimate the first few run length 
frequencies, and slightly overestimate probabilities in the 
range 10-8 . It is unclear whether this indicates a deviation 
from the model, or whether the number of tail observa
tions was inadequate. For state 3, the fit was remarkably 
good except that the number of runs of length 1 seemed to 
be overestimated by the zeta distribution. 

3.3.3 Transition Probabilities Between States: In order to 
determine the next state visited, counts were made to esti
mate the probabilities Pij of entering state j upon leaving 
state i. Rounding to the nearest .05, we obtained p 12 = .55, 
P13 = .45,P21 = .45,P23 = .55,P31 = .3,P32 = .7. 

3.4 Supplementary Variables 

Given the DTE interarrival time distribution, the DCE 
stream can be modeled using the supplementary variables. 

3.4.1 Supplementary Variables - DCE Response Packets: 
The distribution of the number of DCE response packets is 
defined to be the number of DeE packets arriving between 
two DTE packets. Table 1 shows the distribution of the 
number of DeE response packets given the state. As 
expected, there are relatively few response packets in 
States 1 and 2. In State 3, which includes host responses, 
there are often several response packets. One obvious 
question is whether the DTE interarrival times and the 
number of DeE response packets are correlilted. We com
puted the correlations to be .18 for State 1, .34 for State 2 
and .09 for State 3. For States 1 and 2 the correlation is 
relatively small. Since the DeE response packet distribu
tions are concentrated between 0 and 3, the performance 
impact of modeling the correlation would be minimal, so 
the effort is probably not justified. We were somewhat 
surprised by the lack of correlation in State 3, since we 
expected long interarrival times to be associated with long 
host responses. Apparently the interarrival times in State 
3 are dominated by factors external to the host and switch. 
We conclude that the correlation between the DTE interar
rival times and the number of DeE response packets need 
not be modeled. 



State Nwnber of Packets 

0 1 2 3 4 5 6 7 8 9 10 11-2021-276 

1 .826 .169 .005 
2 .192 .478 .240 .068 .014 .005 .002 .001 
3 .022 .293 .300 .146 .078 .041 .021 .012 .011 .008 .010 .048 .010 

TABLE 1. Probability Distribution of the Number of 
DCE Response Packets by State. 

3.4.2 Supplementary Variables - DCE Response Bytes: 
The distribution of the number of DCE response bytes is 
defined to be the total number of DCE bytes arriving 
between two DTE packets. Clearly there is a correlation 
between the number of DCE response packets and the 
number of DCE response bytes. There also may be a 
correlation between the size of successive DCE response 
packets, and the particular packet sizes may depend on the 
host packetization algorithm. To avoid these difficulties, 
we consider normalized DCE response bytes, defined to be 
the number of DCE response bytes per DCE response 
packet (given at least one response packet). (If there are 5 
DCE packets and a total of 200 DCE bytes, the normalized 
DCE response bytes would be 40.) 

We computed the correlations between the normalized 
DCE response bytes and the number of DCE response 
packets to be .02 for State 1, .1 for State 2, and .37 for 
State 3. For the present model, we treat the normalized 
DCE response bytes and the number of DCE response 
bytes as independent random variables, although there 
may be merit in incorporating the correlations for State 3. 
This is an area tor future work. 

The distributions of the number of response bytes per 
response packet are shown in Figures 6-8. It is interesting 
to note the difference between these figures and Figure 1, 
where the total fraction of 128 byte packets is .12. 
Apparently, 128 byte packets are generated in combina
tion with short packets so that the normalized bytes per 
packet is usually small. In State 1, most of the averages 
are concentrated around 5 and 11 bytes, with a few values 
in the range 14 - 128 bytes. This is consistent with the 
observation that most of the DTE packets in this state are 
machine generated, and stimulate a response other than a 
one byte echo. For State 2, most of the averages are con
centrated around 1 and 5 bytes, with a few longer values. 
This is consistent with the observation that most of the 
interarrival times in State 2 correspond to active typing. 
In State 3, there is still a substantial fraction of 1 byte 
responses. This suggests that the user is typing, but had a 
long think time after generating the DTE packet. Host 
responses containing 128 byte packets also usually contain 
smaller packets, as indicated by the spread of the distribu
tion between 20 and 128 bytes. 

171 

~ 

>-
ci 

~ 
:0 ca 
.0 N e ci 
a. 

0 
ci 

5 10 15 20 25 >30 

bytes/packet 

Figure 6. Histogram of DCE bytes/DCE packet for State 1 
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Figure 7. Histogram of DCE bytes/DCE packet for State 2 
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Figure 8. Histogram of DCE bytes/DCE packet for State 3 

4. USES OF MODEL AND FUTURE WORK 

To summarize, the DTE packet interarrival time model is 
parameterized by: 

• State 1: 
- Interarrival time density: gamma(8,35,0) 
- Run Length Distribution: The discrete distribution 

with Pr[X = 1] = .9, Pr[X = 2] = .05, Pr[X = 3] = 
.01, Pr[X = k] = .005, for k = 4, ... , 11. 

- Transition probabilities: P 12 = .55, P 13 = .45. 
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• State 2: 
- Interarrival time density: gamma(6,6.66,.04) 
- Run Length Distribution: zeta(1.5) 
- Transition probabilities: P 21 = .45, P 23 = .55. 

• State 3: 
- Interarrival time distribution: X -.35 is 

Pareto(.96,.49) 
- Run Length Distribution: zeta(2) 
- Transition probabilities: P 31 = .3, P 32 = .7. 

Associated with each DTE interarrival time are two sup
plementary variables: the number of DCE response pack
ets and the normalized DCE response bytes. Given the 
DTE state, the supplementary variables are treated as 
independent and independent of the interarrival time. 
Appropriate distributions for the number of DCE response 
packets and the normalized DCE response packet size can 
be derived from Figures 6-8. 

The canonical model is ideally suited for simulation, and 
can be easily extended to incorporate acknowledgement 
traffic. It captures the important correlation between the 
DTE and DCE packet streams as well as correlations 
within the DTE stream. If needed, other correlations 
could be described while maintaining the basic canonical 
model structure, e.g., the correlation between the interar
rival time and the DCE packet size, the correlation 
between the DCE packet size and the number of bytes per 
packet, interarrival time correlations within a state, and 
correlations between successive states visited. Of course, 
incorporating all of these correlations would make the 
model prohibitively complex, so care is needed in select
ing only correlations which have a significant performance 
impact. 

Several of the fitted distributions have important implica
tions for performance and traffic engineering. Because the 
interarrival time distribution for State 3 has an infinite 
mean, and the run length distributions for States 2 and 3 
have infinite variances, standard summary statistics such 
as the sample mean and sample standard deviation are 
unusable. This suggests that new measurements, such as 
percentiles need to replace sample moments. Addition
ally, queues with the canonical model as input need to be 
investigated and new models may need to be developed 
for the superposition traffic. 

It would be of interest to validate the canonical model 
against collected data for other office automation applica
tions, and it would be particularly interesting to find out ' 
how widespread the Pareto distribution and the zeta distri
bution are in different applications. If possible, it would 
be useful to compare queueing behavior for the canonical 
model and the sample data. However, in view of the lim
ited number of calls, it is unclear how to do this. The 
canonical model also needs to be used to construct super
position traffic which can then be approximated and used 
in queueing models . . 
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