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PROSPECfS FOR NEURAL NETWORKS IN BROADBAND NETWORK RESOURCE MANAGEMENT 

Robert J. T. Morris 

AT&T Bell Laboratories. Holmdel. NJ 07733. U. S. A. 

The prospects for the application of emerging neural network technology to the problems of broadband 
network resowce management are explored After a brief review of the challenges in managing resowces in 
a broadband network. we review relevant progress in neural networks. We identify two particularly 
appropriate attributes of neural networks. namely adaptivity and high speed. and review initial work 
exploiting these capabilities in communication networks. We then describe a new method of admission 
control using a neural network controller. and evaluate its performance. 

1. INTRODUcrlON 

Several recent papers [1-3] have suggested that developments in 
Neural Network technology might provide capabilities that are well 
suited to the solution of some very challenging. outstanding 
problems in high speed or broad band networks. In this paper we 
will review some current problems in Broadband Network Resowce 
Management (BNRM). briefly describe some key capabilities of 
neural networks and critically assess whether there is a match in 
these two emerging technologies. Several potentially promising 
avenues are found. In one case. the learning and adaptation 
capabilities of neural networks may allow the construction of 
simple network components that learn "on-the-fty" (from 
instrumented performance measurements) how best to apply 
network capabilities (e.g. by tuning parameters in a control 
algorithm) to poorly understood. but measurable. user behavior. In 
another case we find that rapid speed with which neural network 
hardware can provide good. although not always optimal. solutions 
to combinatorial optimization problems allows solution to real time 
control and recovery problems that are intractable with conventional 
software control and even custom digital circuitry. The attraction of 
adaptation follows from the frequent observation that, while simple 
services are envisioned for proposals such as ATM [4]. there is a 
vacuum of understanding as to how users will make use of these 
new network capabilities. The necessity of microsecond granularity 
conu:oL!'!>!!Q~s. of course. from the emergence of gigabit 
transmission technology. and the inability of current memory and 
processor technology to handle complex cell level control tasks at 
the requisite speed. We will complete the paper by describing our 
results on one such problem: the development of an adaptive neural 
net.work co~troller which atte.mpts to adjust a call control policy to 
sal1sfy mull1ple "customer satiSfaction" metrics. 

2. BROADBAND NETWORK RESOURCE MANAGEMENT 
CHALLENGES 

Various authors have proposed the division of the BNRM problem 
into layers. In using the term Network Resowce Management, we 

do not limit ourselves to the real time issues of congestion control. 
but observe that in an uncertain environment there are a wide 
variety of interlinked problems of various granularities of both 
detail and time. Table 1 shows some of these layers. their 
functions. and a representative sampling of relevant proposals. A 
general observation is that, while these networks are being designed 
today (the protocols are in standards committees [4.5]. the switches 
are in the prototype stage [6]). there is a poor understanding of how 
these broadband services will be used [7]. 

3. NEURAL NETWORKS IN COMMUNICATIONS 

The field of neural networks is by no means new - many of the 
essential ideas were known previously under the names of linear 
associative memory [20]. Least Mean Square adaptive filters [21]. 
perccptrons [22]. self-organization [20]. etc. A great upsurge in 
interest in the field occurred as a result of the influential 
publications [23-25]. Over the last several years. there have been 
thousands of papers published on a wide range of neural network 
paradigms and applications. To sample the literature. the reader 
might like to read a single overview paper [26]. scan a recent 
conference proceedings [27] or special issue [28]. or consult the 
DARPA Neural Network Study report [29]. A few common themes 
persist in neural networks. including: an architecture based on 
massive parallelism of many simple computing elements (as 
opposed to the Von Neumann machine); the knowledge acquisition 
process of training by example (rather than the entry of rules. or the 
synthesis of optimal solutions); the appropriate use of analog 
circuitry to obtain speed rather than accuracy; the seeking of design 
inspiration from neurophysiology. 

The feed/orward multilayer network [25] consists of neurons. 
Neuron i forms its output Vi E IR as a function of its n inputs 
Uij E IR.j = 1 ..... n via the process 

Vi = G l~ aijUij - aiO 1 . (1) 

where the aij' s are constants. The function G( ) is the signum (sign) 
function or a continuous approximation thereof known as a sigmOid 
function. These neurons are arranged in layers to form a 
feedforward network which results in an overall nonlinear. 
memoryless map /Ri ~ IR'" from t inputs to m outputs. By 
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thresholding the outputs, this mapping can be considered to classify 
the input space into regions, hence its role as a classifier or paUern 
recognizer. Algorithms exist [25] for finding a set of coefficients 
(aj/s) at each neuron that match predetermined "training data", and 
if appropriately trained, the network can be used to interpolate 
within and extrapolate beyond this data. Recently it has been 
shown [30,31] that a feedforward network with one hidden (not 
input or output) layer (i.e. a total of three layers), and a( ) chosen 
to be a sigmoid (e.g., the logistic function a(x) = (l+e-lIr l ) 

function at the hidden layer and identity at the output, can 
approximate any measurable function from /R' to JR.'". In 
application of these networks to the problems of communications 
networks, there are still only a handful of papers published. 
Hiramatsu [2] has applied a feedforward network to create a 
controller for a cell multiplexer in ATM. 

The second important class of networks are the optimization 
networks proposed in [24] . These networks interconnect the 
neurons described above but allow feedback paths. Such an 
interconnection will at first result in some disequilibrium, since 
assumed initial values for the outputs of neurons may not result 
from their current inputs. Thus, to obtain equilibrium, neuron i is 
considered to possess an inertial time constant denoted 'tj , and the 
neurons' collective dynamics become, in continuous time, 

Vj = - Vj /'tj + r. Tjj<1(Vj ) +1; , (2) 
j =1 

where Vj is the value of the square bracketed term in (1), before 
application of the a( ) function, i.e., Vj = a(Vj ), and I; is a constant 
bias term. It is shown in [24] how to choose the values of the 
synapses Tjj so that (2) has the dynamics corresponding to a given 
energy function. If that energy function corresponds to an 
optimization objective, then the initialization of the Vj 's to an initial 
configuration will result in an equilibriation which settles to a local 
minimum of the objective function. Troudet and Walters [1] used 
such a network to schedule packet transmissions through a complete 
NxN crossbar switch. The idea is reorder packets to reduce "head
of-line" blocking by approximately solving a maximum matching 
problem using an analog bptimization network. Simulation of a 
simplified scheme using a 2 ~ CMOS implementation reported 
99.7% throughput efficiency for N=4 and 98% throughput 
efficiency for N=8, with convergence time of 120 nanoseconds 
[32]. Recently these ideas have been pursued further [34], by 
application to the control of Banyan switches and to control of 
Benes circuit switching networks [33]. It is still unknown how 
these packet reordering methods perform with larger values of N. 
Other methods of performing sub-microsecond optimization for 
switch control are the subject of work by B. Samadi and the author 
[35]. 

4. A NEURAL NEIWORK APPROACH TO CALL CONTROL 

We will now illustrate neural network techniques by describing a 
new method of carrying out call admission control in networks. It 
is described in a packet switching context, but is applicable to a 
wide range of connection-oriented or connection less protocols, as 
long as there is the concept of a call or session. The admission 
control problem is the selective admission of a set of calls from a 
number of inhomogeneous call classes, which may have widely 
differing characteristics as to their rate and variability of traffic, 
onto a network. It is usually unknown in advance which 
combinations of calls can be simultaneously accepted so as to 
ensure satisfactory performance. It should be noted that this stage 
of control rests one level above cell or packet controls by which, 
after calls are accepted, dynamic controls may be applied. 
Examples of dynamic cell controls include adaptive windows or 

packet violation marking [9] . Various approaches to the admission 
control problem have been proposed ranging from conservative [12] 
to adaptive [13]. A number of approaches, e.g. [36,37] rely on 
analytical source models and make assumptions about the nature of 
the sources. 

The approach adopted here is that key network performance 
parameters (e.g. delay, loss, jitter) are observed while carrying 
various combinations of calls, and their relationship is learned by a 
neural network structure. The neural network model chosen has the 
ability to interpolate or extrapolate from the past-experienced 
results, it also has the ability to adapt to new and changing 
conditions. The approach is applicable both on a long term basis, in 
which the controller learns which call combinations result is 
acceptable performance, and also on a short term basis in which the 
controller reacts to changing network conditions. The controller has 
been tested both in the context of managing admission to protect 
local access multiplexer buffers and also in protecting the network. 
Note again, however, that its reaction is intended to be longer term 
than the controls that are generally recognized to be needed at the 
cell level. 

The operation of the controller, and the experimental setup, is 
shown in Figure 1. To test the controller, we use realistic source 
models of two types: coded video sources [38,39] and file transfer 
sources, the lauer modeled (for test purposes) as ternary Markov 
Chains [40] with states representing off, idle and busy states. Rather 
than try, as in [36,37] to analytically estimate the admission regions 
(making various assumptions as to stationarity, exponentiality, etc), 
or try as in [2], to judge the traffic behavior from the fine structure 
of its arrival pattern, we estimate the traffic's entire congestive 
behavior (duty cycle, burstiness, peak rate, etc.) from its impact on 
the output queue via measurements of quantities such as mean 
delay, loss and jiuer. There are considered to be L classes of calls 
and at any time there is a call vector" = (n 1> n2, ... , nL) E ~ 
describing the number of each class of call in progress (i.e. in either 
the idle or busy state). The neural network learns the relationship 
between the call vector and the performance. Thus the neural 
network learns a function f: N --+ /R, where the value of f ( ) is a 
prediction of some performance measure of the network, e.g. delay 
(mean or percentile), loss or jiuer. The neural network depicted 
schematically in Figure 1 is of the multilayer feedforward type, with 
f ( ) taking the form 

(4) 

where a(x) = l/(l+e-lI
). For the case shown in Figure I, 

NH = L = 2. The weights ao, ... , aNN' and 
bjj , i=l, ... , L, j=l, ... , NH are learnt by the training method 
described below. Note that for L = 5 (as in SMDS (41)), the space 
of call vectors N is potentially very large, and thus the neural 
network may need to estimate performance from a sparse and noisy 
set of observed values in this space. This sparsity is particularly 
acute in parts of the call vector space where performance is 
marginally unacceptable (since calls have not often been admitted in 
that regime and therefore not observed). 

In most neural network classifier applications, training proceeds via 
a process in which the network is adapted 10 meet prespecified 
sample points in decision space. The case here is rather unusual: we 
do not know a priori for a given set of inputs whether the call 
should or should not be accepted, the answer to this resides in the 
statistical performance of the system or model. A solution can be 
obtained using a neural network in quite a general fashion. For each 
of K performance metrics of interest, say Fj , i=l, ... , K (which 
could represent delay for i=l, loss for i=2, jiUer for i=3, etc.) we 
s..an learn (adaptively estimate) the mean (or any other statistic) 
F; = Ii(n I, ... , nL) as a function of the parameters nI, ... , nl •• Then 



in order to decide on admission of the call we could consult the K 
neural networks (each with L inputs, one output) and admit the call 
if and only if for the resulting call vector, the estimate 
Fj ~ aj, i=l, ... , K, where aj is a threshold. Alternatively, we could 
construct a single neural network with output 

F(nlo ... , nd = I{F1(IIIo .... lid S 910 .... FL(III ..... IIfJ s 9«1 

and threshold the output to decide on call acceptance, although in 
Section 4.3 we discuss disadvantages of this approach. It should be 
noted that there is no assumption in this approach about the 
queueing system (multiplexer or network) reaching equilibrium 
between changes in (nit ... , nL); the system merely learns that 
packets admitted when the call vector is certain states either achieve 
or fail to achieve perfonnance requirements. If packets admitted in 
a certain state tend to violate perfonnance requirements, eventually 
calls will be blocked to prevent entry into that state. 

Looking at Figure 1, we see that the neural network's training is 
based on looking back at a set of observations of packet class and 
corresponding observed delay. The packet class is defined as the 
call vector when the packet is qu~.:;;xi. -i'he relationship between 
mean delay of a packet and packet class is learned by the neural 
network. When a new call is proposed, the neural network is 
consulted to see if the new call vector could be expected to result in 
mean packet delays exceeding a given figure. The answer controls 
the acceptance/rejection of the call. 

The process of training the network used here is rather unusual. 
Methods such as backpropagation are often proposed as operating 
one descent step per observation (in this sense they are not true 
gradient methods). In a dynamic application such as this, such an 
approach would correspond to a stochastic descent process, but 
given the volatility of our observations, stochastic convergence of 
such a scheme would be questionable. Instead we use the moving 
window corresponding )0 the circular buffer shown in Figure 1 and 

directly minimize J = 1: if (liP) - dP)2, where liP is the call vector 
p=l 

of p'th packet observed, and dP the corresponding observed 
perfonnance measure. The training process consists of search over 
the aj' and bjj parameters of equation (4) to minimize J. Having a 
past window available for more than one training attempt also plays 
another important role. It is known that feedforward networks can 
contain many local minima in weight space, and conventional 
backpropagation is prone to getting trapped in these local minima. 
This is cited as a fundamental shortcoming of backpropagation in 
[42] and the occurrence of local minima is more frequent than 
commonly realized [43]. A method of overcoming this problem 
using systematic initialization of local search (a multistart method) 
has been developed by the author with W. S. Wong [43] and this 
has been applied to the present problem. Furthennore, because of 
favorable experiences with random weight search [43,44], this 
technique has been used as the underlying local search method. The 
experimental simulation and control were implemented using Q+ 
Version 1.0 [45]. An important aspect of the training method used 
here is a method of "summarization" which greatly reduces the cost 
of training the neural network. This summarization technique is 
important because it makes the random multistart search method 
(with its global convergence properties) practical, and also because 
a fairly large window of observations is necessary owing to the 
large statistical variability in queueing behavior and the fact that 
certain call states are not witnessed very often. The summarization 
method relies on the accumulation of sample mean and sample 
variance for each packet class, and greatly reduces the cost of 
evaluation of J. It will be described in a fuller version of this paper. 
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4.1 Experimental Results: Long Term Learning of Multiplexer and 
Access Performance 

In the first set of experiments, we will demonstrate how the neural 
network controller can learn which combinations of calls can be 
accepted and still provide adequate perfonnance over a single link, 
namely the multiplexer and access link. Note that the intent here is 
to carry out long tenn learning, and not to react to network 
conditions. The access data link speed is taken to be 150 Mb/sec. 
The source model for both this experiment and the one in 
Section 4.2 is as follows. The video source model is a simplified 
fonn of the models and parameters from [38,39]. The multiple 
video sources ace assumed synchronized and to produce 30 
frames/second. The synchronization assumption is in some sense a 
worst case scenario, and is chosen here because it reduces the 
simulation time. Each frame is assumed coded to produce a random 
number of bits of the fonn a + B + e, where B is unifonnly 
distributed over [O,b], e is of size c with probability p, and size ° 
otherwise. By matching mean and variance of frame size with the 
data from [38,39], the parameters a = .319 Mbit, b = .476 Mbit and 
c = .5 Mbit, p = 11150 result This corresponds to a mean video 
source rate of 16.8 Mbit/sec, when on. The video sources ace turned 
off for an exponentially distributed duration of mean T W) seconds 
and on for a duration T w.. The file transfer sources ace turned off for 
an exponentially distributed duration of mean Tfo seconds, then 
execute a geometrically distributed cycle of bursts with mean 
Nf + 1 cycles of idle and Nf cycles of burst states. The idle 
duration is Tfi. During each burst state Nb bursts of B f Mbits ace 
separated by time Tjb. The experiments in this paper use 
T.o = T.b = Tfo = 10 seconds, Tfi = 1 sec, T jb = .1 sec, Nf = 5, 
Bf = 5 Mbit, Nb = 10. Thus the mean file transfer source rate is 
22.7 Mbit/sec, when on (idle or bursting). 

Figures 2 and 3 show the perfonnance of the controller. Figure 2 
consists of two plots of delay contours versus the <;all vector 
(n 1, It 2)' Figure 2a shows the observed mean delay versus packet 
class for a sampling period of 40,000 packets, and Figure 2b the 
estimate obtained using a neural network being trained every 4,000 
packets. The figure of 40,000 packets may seem to result in a large 
cost in evaluation of the neural network, however the technique of 
observation summarization mentioned earlier reduces the cost to the 
order of the number of distinct packet classes. Notice in Figure 2b 
the smoother version of this relationship that is obtained by the 
neural network. This smoothing can be viewed as a fonn of 
nonlinear regression in the classical statistical sense. Figure 2a 
exhibits a noisy call acceptance region, and regions obtained in this 
way are often observed to have spurious disconnected components. 
This noise is caused by the fact that there are few observations 
corresponding to certain call vectors, and many vectors ace never 
observed. Figure 2b exhibits a more credible call acceptance 
region. The neural network used to obtain these results has two 
input units for the two call classes, two hidden units with sigmOid 
output and a linear output unit 

Figure 3 shows how the neural network controller has learned to 
control perfonnance by not admitting calls that result in 
unacceptable delay. The control parameter of required delay was 
chosen to be .1 seconds, and the network link and interfering traffic 
shown on Figure 1 was omitted. Figure 3a [resp., 3b] shows the 
uncontrolled [resp., controlled] distribution of packets carried and 
mean delay by packet class. Each point on these figures 
corresponds to one packet class; points ace omitted for which there 
were less than 500 packets observed over a period of 180,000 
packets. Note that the number of call vectors violating the required 
mean delay requirement has been greatly reduced. Examination of 
detail~ experimental data (not included here) more closely shows 
that the control scheme has the desirable behavior of continually 
"testing" perfonnance of the system by occasionally offering a call 
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vector that might not have been previously carried, thereby allowing 
adaptation to changing call behavior. Because of the stochastic 
nature of both the system and the controller, occasionally a call wijl 
be admitted which slightly violates the objective, although this haS
no practical significance. Indeed, it is important to observe that the 
neural network is not "overcontrolling" the sources, and not getting 
into a state where it never observes longer delays. 

4.2 Experimental Results: Shorter Term Learning to React to 
Network Conditions 

We now describe results that show that the same method can react 
quickly to network effects and adjust call admission strategy 
accordingly. In these experiments, we introduce a second tandem 
queueing node, another 150 Mbit facility, and inject interfering 
traffic according to a random process which creates interference 
events according to a Poisson process occurring with mean rate of 
1/3000 seconds, and constituting an additional utilization of 20% at 
the tandem node (packets 100 mS apart with exponentially 
distributed service time of mean 20 mS), with the interference 
lasting for an exponentially distributed duration with mean 1667 
seconds. The number of packets used to train the neural network is 
now reduced from 40,000 to 8,000 but training still takes place 
every 4,000 packets. The observation being made is the mean 
network sojourn time, but in practice it need only be implemented 
on a sample basis and some delay in its return to the control node is 
not important The network mean delay objective is now set to .2 
seconds. 

Figure 4 shows the results in which the modulated interference is 
present throughout the experiment, but the neural network 
admission controller is only turned on at 7500 seconds. Before the 
first interference in the controlled period occurs, the network is seen 
to turn away a few calls to maintain the delay objective, but when 
the interference occurs many calls are turned away, but apparently 
not any more than are needed to keep the mean delay within limits. 
The lowest curve on Figure 4 shows a measure defined as 
"violation". It is defined as 

1: C (II)(D (11) - Ddt 
lieN 

1: C(II) 
"eN 

where 11 is the call vector, N is the call vector state space, C (11) the 
number of packets of class 11 carried in a window of 100 seconds, 
D (11) the mean delay of packets of class 11 over the same window, 
and Dd = .2 seconds, the required delay. The violation is seen to 
maintain a non negligible value when uncontrolled, and to be nicely 
maintained to a negligible level when the control is present. 

4.3 Discussion 

The method described in this section seems to provide an effective 
call control. It is interesting to compare it with a similar technique 
described by Hiramatsu [46]. Both the present technique and that of 
[46] attempt to determine a call admission region. This is a rather 
standard approach to the admission control problem as described for 
example in the papers [36,37]; it is the learning of this region from 
system behavior that makes the neural network approach novel. 
However there are some rather interesting distinctions between the 
present approach and the method described by Hiramatsu. 

Rather than using a past window of call states and actual observed 
performance (delay in the present model, loss in [46]), Hiramatsu 
uses something referred to as a Leaky Pattern Table from which he 
randomly selects an exemplar for training, and randomly replaces 

an old observation by the latest observation at each 
backpropagation step. Part of his motivation for this table is his 
observation that without a process such as this, the learning can 
become unstable, in that in a high loss regime the controller has not 
seen low loss call vectors and so does not know that these call can 
be accepted. In fact [46] uses two pattern tables, one for low loss 
events and one for high loss events, the table for training being 
chosen at random at each training step. This process of multiple 
tables could become rather unwieldy when there are multiple 
objectives to be met 

In our approach we do not use a backpropagation descent step at 
each observation for two reasons: (1) we cannot assure what 
learning rate parameters will lead to convergence, except 
experimentally, and (2) we wish to avoid convergence to local 
minima. Instead we use a rather large window of previous 
observations, and include all the observations in this window in 
each training step by the process of summarization already 
mentioned above, together with a systematic multistart method [43]. 
Thus we dissociate a single learning step from a single observation, 
and can carry out learning whenever desired. Another possible 
reason why we have not observed similar instability problems is 
that we are learning the relationship between the call vector and a 
continuous variable, namely the mean delay, rather than 
Hiramatsu's a(t) E (O,l), which is an indicator variable which 
describes whether the packet loss rate is above or below the 
required level. Because of this continuity (which is equally 
applicable to loss or jitter), the neural network is better able to 
"extrapolate" to regions of call vector space that it has not 
frequently experienced. and so we do not need to explicitly keep 
observations corresponding to "good" and "bad" performance. The 
generality in training to learn the performance as a continuous 
function of call state is also more desirable in case we wish to adjust 
the value of the requirement while the network is operational, 
perhaps in response to a higher level control or a negotiation 
process, without retraining. Note that we do not use the sigmoid 
function in our output neuron, so as to allow representation of a 
continuous variable rather than a (O,l) variable. 

Another difference with the approach of [46] is that Hiramatsu 
apparently controls admission by determining the neural network 
output, thresholding it to zero or one, and if it is zero "all call setup 
requests are accepted", and if it is one, "all requests are rejected" for 
the duration of the control interval, rather than selectively admitting 
calls. 

5. CONCLUSION 

The admission control method described and evaluated here has 
been found to work well both when controlling a single queue and 
when controlling performance in a changing network envirOnment 
subject to uncontrolled steps in interfering traffic. Some of the 
unique features of this approach are that it makes no assumptions 
about the nature of the sources, except for their declared call class 
(this "contracted" class can be enforced by policing methods such as 
the "leaky bucket") and is equally applicable to any control 
objective (delay, loss, jitter, etc.). It can be easily used to control 
admission with different performance objectives being used for 
different call classes. Because the scheme relies on learning and 
observation of performance in order to adapt to changing 
conditions, it will not react as quickly or as defensively as cell 
control methods. It complements cell control methods in a 
synergistic way, since it will leave short term problems to the cell 
level, but over the long term learns to avoid many situations (e.g. 
overcommitment) than necessitate cell level controls. 
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Table 1 

A Layered View of Broadband Network Resource Management 

NRMLayer Functions Sample of Proposals 
provisioning, • switch provisioning [3,14,15] 
engineering • transmission 

provisioning 
• source modeling 
• traffic forecasting 

user/transport • user-user error/flow [16] 
control 

• network performance/ 
quality enhancement 

network • routing [6,10,17] 
• connection management 
• recovery 

call control • admit or reject call [2,3,8,12,13,18,35,36, 
• negotiation or 37,46] 
renegotiation of service 
parameters 

• setting of window sizes 
cell control • switch queueing [1,8,9,10,11,12,13,17, 

• switch scheduling 18,19,32,33,34,35] 
• trunk queueing 
• access queueing 
• selective dropping 
• dynamic window control 
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