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We investigate the performance of an ATM switch as a function of the traffic model on its 
input lines. Three models are considered: (1) The traffic on each input line is described by a 
discrete time process which explicitly incorporates periodicities in the packet streams. (2) 
Each input line is modeled by a continuous time four-state Markov modulated Poisson 
Process (MMPP). (3) The traffic aggregated over all input lines is represented by a two-state 
MMPP. Although these models are directly comparable in the sense that many of their 
statistical characteristics agree, their microscopic features differ in the way packets are 
generated during bursts. The simulation results suggest that (1) When compared with the 
discrete model, the four-state per line MMPP performs reasonably well; while slightly 
overestimating cell loss probabilities, the four-state MMPP reacts to changes in the model 
parameters exactly the same way as the discrete model. Their steady-state queue length 
distributions differ only in the tails, irrespective of the parameter values. (2) The two-state 
MMPP model can give significantly different cell loss estimates and queue length 
distributions as compared to the discrete model. 

1. INTRODUCTION 

Several authors ([1]-[5], [9]) have shown that 
periodicities in traffic can have an undesirable impact 
on performance of packet communication systems. 
For example, in [2] it was noted that some sources 
could suffer unacceptable losses and/or delays for 
successive packets. Results in [9] have demonstrated 
that ATM switch performance is much worse for 
periodic streams as compared to commonly used 
[6,7] Bernoulli cell arrival processes. 

While periodicities at the edges of ATM networks 
usually arise due to source periodicity, periodicities on 
links inside the network could arise due to certain 
aspects of switch design. For example, under the 
preferred method of output buffering (see [6-8]), the 
flow out of the buffer is periodic due to the slotted 
nature of the link. Also, the link alternates between talk 
and silent periods (corresponding to non-empty and 
empty states of the buffer) and contributes to 
burstiness of the stream. In [9], the variability of the 
lengths of the active and silent periods are also shown 
to exert considerable influence on performance. Thus 
the question as to whether models must explicitly take 
into account traffic periodicities and attempt to capture 
the burstiness characteristics in greater detail is of 
fundamental importance. 

For an analytic approach, discrete time models are not 
as tractable as continuous time models such as 

Markov-modulated Poisson processes (MMPP) and 
fluid flow models (e.g., [11, 12, 13]). However, the 
latter cannot incorporate periodicity. It is then 
interesting to examine how well the continuous time 
models can predict performance compared to discrete 
time models incorporating periodicity explicitly. By 
comparing two different MMPPs with a discrete model, 
this paper attempts to provide a preliminary answer to 
that modeling question. 

The paper is structured as follows. In Section 2, we 
describe the ATM switch configuration and the three 
traffic models that are compared. Section 3 contains 
a sensitivity study of the effects of the parameters used 
in our discrete time reference model. A comparison of 
the traffic models is presented in Section 4. Finally, in 
Section 5, we summarize our observations and give 
specific recommendations for future performance 
modeling. 

2. TRAFFIC MODELS FOR INPUT UNES 

We consider the generic configuration of an ATM 
switch with non-blocking and self-routing fabric as 
shown in Figure 1. More specifically, we consider an 
8x8 switch with output buffer architecture and a 
switching speed that is eight times higher than the 
speed of the input and output ports; thus, irrespective 
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of the number of input ports contending for an output 
buffer, all cells can be switched in one time slot to the 
appropriate output buffer. We fix our attention on a 
particular "tagged" output buffer and concentrate only 
on traffic destined for that output port. Subsequently, 
when we talk about active periods, these periods are 
always def i ned from the perspective of the tagged 
output port; that is, when packets destined for other 
output ports arrive on one of the input lines, for our 
purpose, that input line is regarded to be in a silence 
period. This terminology should be kept in mind 
during the following discussion of the traffic models. 
The size of the tagged output buffer is fixed, and the 
results reported here correspond to a buffer size of 60 
cells. Other buffer sizes yielded similar qualitative 
features as reported here. 

TIMESLOT 
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OUTPUTS 

Figure 1. Model of an ATM switch 

2.1 A Discrete-time Model with Periodicities 

Consider an input line as alternating between periods 
of activity (A) when packets are sent and periods of 
silence (S). In order to explicitly incorporate 
periodicity, we assume that during active periods, the 
input line generates packets with a constant cell 
interarrival time k (A) (in slots). The lengths of the 
active and silent periods are assumed to be 
independent and identically distributed (and 
independently from one another) and to have 
respective means m (A) and m (S) and squared 
coefficients of variation (SCV) c 2(A) and c 2(S). 
Throughout the paper, we restrict attention to the case 
SCV> 1 and use a mixture of two geometric 
distributions for generating the lengths of active and 
silent periods of the packet traffic on each input line. 
For a detailed description of the associated four-state 
Markov chain (two active and two silent states) and of 
the moment matching procedure, we refer to [9]. Note 
that the idea of introducing periodicities this way has 
been used earlier in the literature [3, 10, 14], and that 
the present model is similar in nature to the one 
suggested in [10] for an individual CBO source. 

In specifying the model, we consider the basic 
parameters '\, k(A), c2(A), c2(S), and m (A)/k(A). 
Here,'\ = [m (A)/(m (A) + m (S))] x [1/k(A)] denotes 
the total offered load of one input line to the tagged 

output port, and m (A) /k (A) is the expected number 
of cells in an active period. Observe, that the feasible 
set of values for these parameters must satisfy the 
condition,\ < l/k (A ). 

The use of the discrete time model for individual CBO 
sources is well understood. Its use for modeling 
arrivals on input lines to an ATM switch is supported by 
the following: (i) output buffering has become the 
predominant method for queueing in space-division 
packet switching, and we have noted that the link flow 
out of the buffer has similar characteristics as the 
model; (ii) a large number of input lines (128-1024) is 
characteristic of high speed switches; thus, individual 
input lines typically carry only a very small load, and 
not many input lines are likely be active at the same 
time; and (iii) interior switches are more likely to switch 
whole bursts (active periods with small values of k) 
than switches at the edge of a network. A detailed ATM 
network simulation with a reasonable number of 
switches could provide further evidence for (or against) 
the overall applicability of the model. However, to our 
knowledge, such a full-fledged simulation does not yet 
exist. 

2.2 4-state per line MMPP model 

An MMPP is a Poisson process with randomly varying 
rates determined by a continuous-time Markov 
process. For the purpose at hand, we choose for each 
input line a four state MMPP that can be considered an 
"obvious" continuous-time analogue to the discrete 
model. Specifically, active and silent periods are 
modeled as a mixture of two exponential distributions 
matching respective means and variances. 
Specifically, given the mean m and SCV c2 > I, we 
use the hyperexponential aexp('\I) + (1- a)exp('\2) with 
a = 0.5 ( 1 + v' (c 2 - 1)/(c2 + 1), '\1 = 'la/m and 
'\2 = 2(1 - a)/m. Also, instead of the periodicity 
constant k arising in the discrete model, a Poisson 
arrival rate during the "active" states is chosen so that 
the overall load on the line is matched to that of the 
discrete model. 

The macroscopic dynamics of the resulting four-state 
per line MMPP agrees with that of the discrete time 
model, but their microscopic dynamics differ in the 
way packets are generated. It is then interesting to 
examine the effects of this difference on the 
performance of the switch. In Section 4 we illustrate 
and discuss some of these effects observed in our 
simulation study. 

2.3 2-state MMPP model: the (modified) Heffes
Lucantonl model 

We also include for comparison a 2-state MMPP 
process for the aggregate input from all input lines 
which is constructed by modifying a procedure 
proposed by Heffes and Lucantoni [11] for the case 



where traffic on each input line is renewal. Note that in 
our discrete model, the individual streams are not 
renewal. We therefore first use a renewal 
approximation for the packet interarrival process of 
each line. The "natural" choice for this distribution, 
G(.), has density functiong(.) given by 

g(x) = pS(x -k(A» + (l-P)[QlPlexp(-Pl(X -k(A»] 

+ Q2(3-zexp(-(3-z(x -k(A»», x ~k(A), 

where 

PIE [N 1]OI + P2E [N2]02 
P= 

PIE [N 1]+P2E [N 2] 

Here Pi is the probability of entering active state i after 
a silence, Qi is the probability of entering silent state i 
after a burst, 0; is the probability that another cell will 
be generated in a type i burst, E [Ni] is the expected 
number of cells in a type i burst and f3il is the mean 
length of time spent in silence i. 

Note that the analysis in [11] requires matching the 
index of dispersion of the arrival process at two time 
pOints tl and t2. As in [11], we set tl = t2 to be one 
half of the mean cycle time, that is, the mean time 
between the first packet arrivals in successive active 
periods. 

3. THE DISCRETE-TIME MODEL AS REFERENCE 
MODEL 

Before comparing the traffic models, we summarize 
our observations concerning the discrete time model, 
in particular, the sensitivity of switch performance to 
changes in the model parameters. 

Table 1 below gives cell loss probabilities for various 
values of the model parameters. Here, the case k = 1 
is taken to represent the "within-network" traffic, 
whereas the case k = 4 is assumed to be 
representative for modeling at the edge of a network. 
In the following, p = N)" is used to denote the total 
offered load where N is the number of input lines 
(N = 8 throughout this paper). p = 0.5 is used as 
typical value for a moderate load factor, p = 0.7 
represents a high load scenario. For a given value of k, 
different values of the overall load)" are obtained as a 
result of varying the average cycle length (Le., mean 
length of one active and silent period). In agreement 
with our expectations, for a fixed k-value, cell loss 
probabilities increase with p. More noteworthy, 
however, is the drastic effect of k = 1 versus k = 4 on 
cell losses; since the case k = 1 is expected to model 
traffic on connecting links within a network reasonably 
well, currently considered cell loss probabilities of the 
order of 10-10 (per switch, moderate load) seem to be 
overly optimistic and should be reconsidered in light of 
Table 1. Furthermore, the need to incorporate the 
variability of the active and silent periods (as partially 
captured by the parameters c 2(A) and c 2(S») is 
confirmed by our simulation experiments; as 
expected, cell loss increases as c 2(A) or c 2(S) 
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increases. Table 1 shows that each of the parameters 
included in the discrete model has a significant impact 
on performance. 

In summary, the proposed discrete time model is 
appealing in that (i) it is parametrized in a manner that 
one or more parameters may be varied holding the 
others constant so that effects of the former can be 
assessed, (ii) the parameters have physical meaning, 
and since they individually affect switch performance, 
\hey are candidates for traffic measurements, and (iii) 
it lends itself to easy simulation. 

In this paper we have used only a two-state MMPP 
model for the aggregate arrival process rather than 
using a two-state model for each line (as is done with 
the 4 state per line MMPP model). The two-state 
MMPP model with one state each for active and silent 
periods (Le., the interrupted Poisson) restricts one to 
the case c 2(A) = c 2(S) = 1. Table 1 shows that this 
would yield optimistic performance predictions. The 
Heffes-Lucantoni model would result in a further 
smoothing of the arrival process (both arrival rates are 
positive in that model). That is the reason for our not 
considering a 2-state MMPP model for each input line. 
The consideration of that model for the aggregate 
stream is to see if the mixing that occurs in the 
superposition makes it possible to capture the 
essential effects through such a simple model 
matching the index of dispersion. 

Table 1a. Cell Loss (discrete model), k = 1. 
See Footnote [A]. 

(c 2(A) , c 2(S») p = 0.5 p = 0.7 
(1.00, 1.00) 1.7xlO-2 6.5xlO-2 

(1.00, 2.25) 1.9x1O-2 7. Ix 10-2 

(1.00, 4.00) 2.OxlO-2 7.5xlO-2 

(2.25, 1.00) 3.5xlO-2 9.2x1O-2 

(4.00, 1.00) 5.5xlO-2 1.2xlO-1 

Table 1b. Cell Loss (discrete model), k = 4. 
(c 2(A) , c2(S») p = 0.56 p = 0.7 

(1.00, 1.00) O· 9.1xlO-6· 
(1.00, 2.25) O· 4.6xlO-s• 
(1.00, 4.00) O· 1.5xlO-4 
(2.25, 1.00) 3.7xlO-7 1.5xlO-4 
(4.00, 1.00) 3.2xlO-s 8.8xlO-4 

4. COMPARISON OF MODELS 

For the three different traffic models described in 
Section 2, performance measures were obtained using 
an event-driven simulator of an ATM switch of the type 
shown in Figure 1. They included cell dropping 
probabilities and the steady-state queue length 
distribution for the output buffer. 

4.1 Cell Loss Probabilities 
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In the ATM switch considered in our studies, cell losses 
occur if upon arriving at the "tagged" output buffer, 
cells find the buffer full. The results of our comparison 
studies are shown in Tables 1-3 and give a qualitative 
picture of the sensitivity of switch performance to 
(local) changes of the cell arrival dynamics. We have 
already commented on the drastic effect of small 
values of the periodicity constant k on cell loss 
probabilities for the discrete time model (see Table 1). 
Recall also that by appropriately choosing the means 
of an active and silent period for the MMPP models, it 
is easy to obtain overall load scenarios which match 
those selected for the discrete model and depicted in 
Table 1. Thus the entries in columns 2-5 of Tables 1-3 
are directly comparable since they represent the same 
input line loads for the different traffic models. 

Table 2a. Cell Loss (4-state MMPP model), k = 1. 
See Footnote [A]. 

(c 2(A) , c 2(S)) P = 0.5 p = 0.7 
(1.00, 1.00) 2.3x1O-2 7.7xlO-2 
(1.00, 2.25) 2.5x1O-2 8.4x1O-2 

(1.00, 4.00) 2.7x1O-2 8.7x1O-2 

(2.25, 1.00) 4.3x10-2 1.Oxl0-l 

(4.00, 1.00) 6.3x1O-2 1.3x1O-l 

Table 2b. Cell Loss (4-state per line MMPP model), k = 4. 
(c 2(A) , c 2(S)) P = 0.56 p = 0.7 

(1.00, 1.00) o· 1. Ix 10-4 
(1.00, 2.25) O· 2.6x1O-4 
(1.00, 4.00) 3.Oxl0-6· 5.3x1O-4 
(2.25, 1.00) 9.5xlO-6· 4.7xlO-4 
(4.00, 1.00) 1. Ox 10-4 1.7><10-3 

A close inspection of Table 2 shows that the four-state 
per line MMPP captures the qualitative features of our 
discrete time reference model reasonably well. More 
precisely, while typically overestimating cell loss 
probabilities, the four-state per line MMPP reacts to 
changes of the model parameters (e.g., squared 
coefficient of variation of length of active and silent 
period, respectively, overall load) exactly the same 
way as the discrete time model. Furthermore, the 
agreement between the two models increases as cell 
losses increase. 

Turning our attention to Table 3, we notice that using a 
two-state MMPP as model for the aggregate packet 
traffic results in significantly different estimates for cell 
loss probabilities as compared to the discrete model, 
especially for k = 4. More important, from the point of 
view of traffic engineering, these differences usually 
"go the wrong way" when the probability of cell loss is 
small; by consistently underestimating cell loss 
probabilities, they give rise to overly optimistic 
performance predictions. 

Although all three traffic models were chosen such 
that several of their statistical characteristics agree, 
they have quite different effects on switch performance 
as measured by cell loss probabilities. In particular, 
this shows that if periodicities in the cell arrival process 
cannot be ignored at the modeling stage, then it 

Table 3. Cell Loss (2-state MMPP model), k = 1. 
See Footnote [8]. 

(c 2(A) , c 2(S)) P = 0.5 p = 0.7 
(1.00,1.00) 1.9xl0-2 9.3x1O-2 

(1.00,2.25) 7.3x1O-3 9.8x1O-2 

(1.00,4.00) 7.1x1O-3 1.1xl0-l 

(2.25,1.00) 1.6x1O-2 8.8x1O-2 

(4.00,1.00) 1.6x1O-2 8.8x1O-2 

becomes necessary to go beyond a two-state model in 
order to capture its effects. 

4.2 Steady-state queue length distribution 

We also investigated the sensitivity of the steady-state 
queue length distribution of the "tagged" output buffer 
to changes in the traffic model on the input lines. The 
results shown in Figures ' 2-9 indicate, for k = 4, a 
stochastic monotonicity property for the queue length 
of the ''tagged'' output buffer in steady-state, especially 
for queue lengths greater than 10. The queue length 
resulting from the four-state per line MMPP model 
tends to be stochastically larger than that resulting 
from the discrete model which in turn tends to 
stochastically dominate the queue length 
corresponding to the two-state MMPP model. Whereas 
the four-state per line MMPP and discrete time models 
yield steady-state distributions which differ only in the 
tails over all parameter values, the distribution resulting 
from the two-state MMPP model differs significantly 
from its four-state (or discrete) model counterpart for 
k = 4 but performs reasonably well for k = 1. 
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5. CONCLUSION 

We investigated the performance of an ATM switch as 
function of the traffic model on its input lines. To this 
end, we considered a discrete time model which 
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explicitly incorporates periodicities of packet traffic, 
and two continuous time Markov modulated Poisson 
processes, one with four states and one with two 
states. All three models are comparable in the sense 
that several of their statistical characteristics agree. 
However, their packet generation dynamics within 
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bursts are different. 

Our comparison study indicates that switch 
performance measures are significantly different for 
the three traffic models considered. In particular, the 
results suggest the following: (1) When compared with 
the discrete model, the four-state per line MMPP 
performs reasonably well; while slightly overestimating 
cell loss probabilities, the four-state per line MMPP 
captures the same qualitative features and reacts to 
changes of the model parameters exactly the same 
way as the discrete model. Their steady-state queue 
length distributions differ only in the tails, irrespective 
of the parameter values. (2) The two-state MMPP 
results in significantly different cell loss estimates as 
compared to the discrete model, especially for k = 4; it 
consistently underestimates cell losses and gives 
optimistic switch performance. The steady-state queue 
length distribution resulting from the two-state MMPP 
model differs drastically from its discrete time (or four
state) model counterpart for k = 4. 

From the point of view of traffic engineering, the main 
conclusions of this study are: (a) Small values of k 
result in extremely high cell loss probabilities; 
consequently, currently discussed packet loss 
probabilities of the order of to-10 (per ATM switch) 
would only be achievable in very lightly loaded 
networks. (b) If periodicities in packet traffic cannot be 
ignored at the modeling stage, then it becomes 
necessary to take into account the variability of the 
active and silent periods and hence, to go beyond a 
two-state model in order to capture the effects on 
performance of packet arrival dynamics. 

FOOTNOTES 

A. Results marked (*) indicate that few, if any, lost cells 
were recorded in these experiments and hence the 
estimates for cell loss probability are imprecise. They 
do serve, however, as useful comparisons with the 
results presented in the other tables. 

B. No lost cells were observed in simulation trials with 
k = 4. 
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