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Abstract

In this paper, we consider the problem of carrier selection and scheduling for GPRS and EDGE
networks, where the backhaul bandwidth is aggregated across all data timeslots in a carrier. This
is in contrast to a circuit backhaul where the bandwidth is provisioned for each individual data
timeslot. To achieve statistical multiplexing gains, the aggregate backhaul bandwidth for each
carrier is allowed to be smaller than that needed for all the data timeslots to operate at the highest
modulation and coding scheme. We design carrier selection and scheduling algorithms that take into
account the provisioned backhaul bandwidth. We show that not taking the backhaul bandwidth
into account can yield sub-optimal performance. Our algorithms variously trade off performance,
computational complexity, and the amount and accuracy of information used.

1 INTRODUCTION

Cellular networks employ a hierarchical network architecture with multiple network elements that
accomplish different functionalities. Figure 1 shows the General Packet Radio Service (GPRS)
network where all the elements work together to perform different functions such as radio resource
management, session management, and mobility management, that are needed for the successful
operation of a cellular network,

Adaptive modulation and coding is one of the main techniques by which 2.5G and 3G systems
enhance end user data throughput. The fundamental idea in adaptive modulation and coding is to
reduce the redundant bits, i.e., increase the code rate, and/or go towards higher modulation schemes
when the channel is good, thereby increasing the data rates. The channel coding is typically done
at the BTS (Base Transceiver Station) to avoid having to transport the redundant bits over the
wired backhaul links, where such robust error protection is not required. Channel coding is only
required for the wireless channel, and hence it is reasonable that the channel coding is performed at
the BTS in the downlink direction. The radio link control (RLC) layer in GPRS/EDGE (Enhanced
Data Rates for Global Evolution) handles functions such as block segmentation, retransmission,
and reliable transfer [2]. The RLC protocol is terminated at the packet control unit (PCU) and
the GPRS/EDGE standards allow the PCU to be either located along with the BTS, BSC (Base
Station Controller), or SGSN (Serving GPRS Support Node) [3]. One of the main reasons to have
the PCU located along with the BSC or SGSN is that the need for transferring of buffers and the
RLC context between different network elements is reduced. For example, RLC buffers and contexts
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Figure 1: GPRS Network Architecture (Courtesy: http://communications.siemens.com/repository/31/3129)

need to be transferred for all inter-BTS handoffs when the PCU is co-located with the BTS, while
it needs to be transferred only for inter-BSC handoffs when the PCU is co-located with the BSC.

An implementation of GPRS/EDGE typically has the PCU co-located with the BSC. The PCU
terminates the RLC protocol and transports the useful bits along with the headers to the BTS, which
then performs the channel coding before transmitting the block over the air to the intended mobile.
In this paper, we restrict attention to those implementations that terminate the RLC protocol at
either the BSC or the SGSN, while doing the channel coding down at the BTS. We refer to the link
between where the RLC protocol is terminated and where the channel coding is performed as the
backhaul link. This backhaul link can be either circuit switched or packet switched.

A circuit backhaul for GPRS/EDGE would mean that we provision and reserve bandwidth in the
backhaul for each of the air interface timeslots separately. Typical circuit backhaul links are T1 or
E1 leased lines, and one timeslot in the T1/E1 link is called a DS0, whose bandwidth is 64 kbps.
In Table 1, we show the possible coding schemes of GPRS and the possible modulation and coding
schemes (MCS) of EDGE and their corresponding data rates. In order to allow sufficient bandwidth
in the backhaul for MCS 9, which corresponds to an over-the-air throughput of 59.2 kbps, we have
to provision one DS0 (64 kbps) for each data-capable air interface timeslot. For circuit backhaul,
regardless of whether or not there is a mobile on an air interface timeslot, one DS0 needs to be
allocated to the air interface timeslot.

Table 1
Coding Schemes and Data Rates for GPRS and EDGE

GPRS Data Rates

Coding Modulation Data Rate/
Scheme Timeslot (kbps)
CS-1 GMSK 8
CS-2 12
CS-3 14.4
CS-4 20

EDGE Data Rates

Modulation and Modulation Data Rate/
Coding Scheme Timeslot (kbps)

MCS-1 GMSK 8.8
MCS-2 11.2
MCS-3 14.8
MCS-4 17.6
MCS-5 8-PSK 22.4
MCS-6 29.6
MCS-7 44.8
MCS-8 54.4
MCS-9 59.2

Instead of nailed circuit connections, if we packetize the backhaul we could provision bandwidth
for all the data-capable air interface timeslots together. Packetized backhaul allows statistical mul-
tiplexing gains thereby enabling backhaul capacity reduction. The statistical multiplexing benefits
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would come not only from some air interface timeslots not having any mobiles assigned to them,
but also from the variability in the MCS being used by the scheduled users. In other words, we
need not provision the backhaul assuming the worst case of MCS 9 for all eight timeslots in a given
carrier. Instead, it should be possible to provision a lower capacity backhaul by making use of the
variability of MCS usage across mobiles assigned to that carrier, even if all the eight timeslots have
mobiles assigned to them. In this paper we consider the scenario where the backhaul is aggregated
for timeslots in a carrier but not for timeslots across carriers.

We design carrier selection and scheduling algorithms for the case of a packet backhaul, where the
total number of DS0s provisioned is fewer than the data timeslots in that carrier. In our approach,
there is no buffering capability at the BTS. Therefore, we will not be able to obtain statistical
multiplexing across time, whereby we transport the bits over the backhaul when it is less congested
and buffer it at the BTS.

2 PROBLEM DESCRIPTION

A GPRS/EDGE carrier is 200 KHz wide, and time is divided into block periods. A block period
contains eight timeslots and is of 20 ms duration. The operator is allowed to configure the number of
DS0s of backhaul meant for each carrier, and the aggregate data meant for all the timeslots in that
carrier cannot exceed this provisioned backhaul in any given block period. Clearly, the operator has
to provision at most as many DS0s as there are data timeslots on the air interface, but typically
the operator would configure fewer number of DS0s to obtain statistical multiplexing gains. In
addition, the operator would be allowed to configure backhaul only down to the granularity of a
DS0. Sub-rate DS0 allocations are generally not allowed. So all our numerical results are for the
case where an integer number of DS0s is provisioned as the backhaul. However, our algorithms do
not assume integer number of DS0s and are applicable more generally.

The carrier selection problem is to determine which carrier a newly arriving mobile should be
allocated, given the number of mobiles in each carrier, their Quality of Service (QoS) requirements,
the number of data timeslots in each carrier, and the backhaul associated with each carrier. A
number of techniques can be used to select the best carrier among a set of carriers. One approach
is to estimate the throughput the newly arriving mobile would obtain in each of the different
carriers, assuming full backhaul, and placing the mobile on the carrier that yields the highest
throughput estimate. In this paper, we are concerned with how one would modify such a throughput
estimate given the constrained backhaul. If the backhaul is not taken into account, we may end
up picking a wrong carrier because backhaul restrictions could change the carrier that yields the
highest throughput. Therefore, the carrier selection algorithm should be made backhaul aware.

In GPRS/EDGE, a single mobile may be allocated multiple timeslots, and multiple mobiles can be
allocated to the same data timeslot. The scheduling problem is to determine which mobile should be
allowed to transmit in the uplink and the mobile to which the BTS should transmit in the downlink,
among all mobiles allocated to that timeslot. The scheduling algorithm does not have to concern
itself with the MCS at which the chosen mobile will transmit when the backhaul is not a constraint
(i.e. when there are as many DS0s in the backhaul as there are data timeslots on the air interface
carrier). When the backhaul is a constraint, the number of bits that can be transported over the
backhaul is limited by the backhaul capacity. Therefore, some remedial measures have to be taken
when the schedule given by the backhaul-unaware scheduler exceeds the backhaul capacity. Some
alternative remedial measures include not scheduling any mobile on certain timeslots in a given
block period, forcibly reducing the MCS of the scheduled users, and looking for alternate mobiles
such that their MCSs are lower than that of the originally scheduled mobile. We consider all these
alternatives in Section 4. Fairness, efficiency of packing, and QoS requirements of mobiles need to
be considered while evaluating these remedial measures to fit the schedule within the backhaul.

1091



3 CARRIER SELECTION ALGORITHMS

3.1 Throughput Estimation for Circuit Backhaul Carriers

When a mobile requests a new connection setup, the first step is to determine the carrier in which
the mobile is to be scheduled. We can accomplish this by estimating the throughputs that will be
offered to the new mobile by each of the carriers (if the mobile is scheduled on that carrier) and
then selecting the carrier that gives the highest throughput estimate. We obtain the throughput
estimate by determining the average number of opportunities per block period that a mobile will
get and taking the product with the throughput per data timeslot for the new mobile on that
carrier. For a circuit backhaul carrier i, an estimate of the throughput can be expressed as follows:
Ri = TiR̄, where Ri is the estimated throughput for the user in carrier i, Ti is the estimated number
of opportunities that the user will get per block period, and R̄ is the average data rate that the
user will get if the user gets one opportunity per block period. The quantity R̄ depends on the
average channel condition of the user and can be based on past estimates on the average data rates
users get. All these quantities depend on the user’s characteristics, such as, whether the mobile is
a GPRS or an EDGE mobile, and the mobile’s slot capabilities.

The quantity Ri depends on several variables as described below.

• It depends on the existing load on the carrier, which in turn depends on the number of users
already scheduled on carrier i and their current coding schemes. As one can expect, the higher
the load on the carrier, the lower the throughput for the new user.

• It depends on the number of idle timeslots on carrier i on which no mobile is allocated before
the arrival of the new user.

• It depends on the total number of data timeslots on the carrier.

• It also depends on the average MCS that will be employed by the new mobile on the circuit
backhaul carrier. This can be estimated based on the type of the new mobile (GPRS/EDGE)
and any other prior knowledge such as the channel conditions for the incoming user.

• It depends on the multislot capability of the mobile, i.e., the number of timeslots on which
the new mobile can operate in a single block period.

• It also depends on the QoS requirement of the new mobile.

• It depends on the scheduler, which arbitrates and decides which among the mobiles on a given
timeslot gets served in a given block period. There are several scheduler choices, both channel
unaware [4], and channel aware [5], [6].

Note that for the simple case of a round-robin scheduler, when all the timeslots are occupied, one
can approximate Ti as the ratio of the number of timeslots in the carrier to the total number of
mobiles on the carrier. Based on the estimate of the throughputs on different carriers Ri, we choose
the best carrier i∗ from the set C of all carriers as i∗ = arg maxC Ri

3.2 Throughput Estimation for Packet Backhaul Carriers

The equation for estimating throughputs for packet backhaul carriers needs to be modified because
no specific backhaul can be attributed to each data timeslot of a packet backhaul carrier as opposed
to circuit backhaul carriers where each data timeslot always has one DS0 capacity associated with
it. We propose three different methods to obtain the throughput estimate of a packet backhaul
carrier. All the three methods have the general framework where the throughput estimate made
assuming circuit backhaul carrier is scaled down by a factor γi. Thus all the three methods use the
following general expression, but use different mechanisms to estimate the value of γi: Ri = γiTiR̄.
We denote by Ni the number of data timeslots in carrier i, and by Bi the backhaul bandwidth
provisioned for the data timeslots in carrier i in kbps.
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3.2.1 Static Scaling

In this case the scaling factor is the ratio of the actual backhaul capacity of the carrier to that
needed for the case where all data timeslots operate at MCS 9. We assume henceforth that we need
a capacity of 64 kbps on the backhaul to operate at MCS 9, then γi is given as Bi/(Ni ∗ 64).

We note that this solution does not take into consideration the extent to which there is congestion
on the backhaul, given the current number of occupied timeslots, the number of mobiles and their
coding schemes. The scaling factor does not depend on whether the coding schemes of mobiles
and the number of mobiles in the carrier will actually lead to a reduction in throughput for the
incoming mobile. For instance, two packet backhaul carriers with the same backhaul capacity and
same number of mobiles with identical QoS requirements will give the same throughput estimate
for an incoming user. However, one of the carriers can have most mobiles operating in very low
coding schemes, such that any schedule will not result in the backhaul bandwidth being exceeded,
while another may have all the mobiles operating in very high coding schemes where the backhaul
bandwidth is likely to be exceeded if we schedule mobiles on all data timeslots. Ideally, we would
prefer the former carrier for a new user, but because of the static nature of accounting for the
backhaul bandwidth, we will not be able to do so with this option. However, the benefit of this
scheme is that it is a fairly simple technique to obtain the throughput estimate of a packet backhaul
carrier.

3.2.2 Enhanced Static Scaling

The static scaling solution can be enhanced further by accounting for the number of idle timeslots
in the carrier while calculating the scaling factor. Under this scheme, we recommend the following
scaling factor.

min

{
1,

Bi

min {Oi + n,Ni}
}
, (1)

where Oi is the total number of data timeslots in carrier i occupied by at least one mobile, and n
is the timeslot capability of the mobile.

In the static scaling technique, the scaling is applied assuming that all data timeslots on the carrier
are occupied and that each data timeslot is operating at the highest MCS of an EDGE mobile. In
the enhanced static scaling method, we assume that each occupied timeslot (including those that
will be occupied by the new mobile) operates at MCS 9. We also estimate that the incoming mobile
chooses empty timeslots, if they are available. The min(·) function in the denominator of (1) gives
an estimate of the total number of data timeslots that will be occupied by atleast one mobile if
the new user is scheduled on carrier i. The presence of idle timeslots implies that the backhaul is
shared only among occupied data timeslots thereby enabling the incoming mobile to achieve higher
throughput as compared to the scenario where all data slots are occupied. This is reflected in the
scaling factor which is greater with higher number of idle data timeslots.

Although we consider the number of idle timeslots in the carrier, this approach is also static
because we assume that all the occupied data slots operate at MCS 9. Once all data slots have
atleast one mobile scheduled on them, this scheme performs exactly similar to the static scaling
solution. The next subsection describes a dynamic scaling technique to calculate the throughput
estimate.

3.2.3 Dynamic Scaling

Our idea in this case is to scale down the throughput estimate in proportion to the ratio of the
carrier backhaul capacity per data timeslot and the average throughput per data timeslot of the
packet backhaul carrier including the new mobile provided there are no backhaul constraints. This
protects against any reduction in throughput if mobiles in the carrier are functioning at coding
schemes such that the backhaul capacity is not exceeded.
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The scaling factor γi is given by

γi = min

{
1,
Bi

Ui

}
, (2)

where Ui is the average throughput of the carrier after adding the new user assuming an uncon-
strained backhaul. The quantity Ui is obtained as follows:

Ui =
∑
j∈Si

T ji Rj + TiR̄ (3)

where Si is the set of all users in carrier i excluding the new user, and Rj is the data rate per
transmission opportunity per block period at the current coding scheme of user j (as given by
Table 1. The quantity T ji is the number of transmission opportunities that user j will get in
carrier i after the new user is added. We compute an estimate of the average throughput per data
timeslot including the new mobile for the packet backhaul carrier assuming there were no backhaul
restrictions. We use the current coding schemes for all existing mobiles and the estimated MCS for
the new user to determine the per timeslot throughput Ui.

It is evident from the above equations that we do not scale down unless Ui > Bi, i.e., unless the
load is sufficiently high that the aggregate throughput exceeds the backhaul bandwidth. On the
other hand, the static scaling scheme always reduces the throughput as long as the carrier backhaul
capacity is smaller than the maximum backhaul required for an EDGE mobile, and the enhanced
scaling scheme reduces the throughput by just as much once all the data timeslots are occupied.

This solution is more accurate but slightly more complex than the static scaling and enhanced
static scaling options. The complexity arises from the computation of the average throughput
per data timeslot. This scheme does not distinguish between two carriers with the same average
throughput estimate per data timeslot but different carrier backhaul capacities so long as the average
throughput estimate per data timeslot is smaller than carrier backhaul bandwidths. Ideally, we
should prefer the carrier with higher backhaul so that even if the mobiles start operating at higher
coding schemes, there is still sufficient backhaul bandwidth. These can be overcome by appropriately
breaking ties in favor of carriers with higher backhaul.

Once a carrier has been chosen, the exact time slot configuration is allocated to the mobile based
on the capability of the mobile and the loads existing on the individual timeslots of the carrier. We
do not deal with this problem in this paper.

We carried out simulation-based analysis of the three different options, where we compare the
cell throughput, fairness, and complexity performance of the different options. See Section 5 for
a partial set of results. Due to space constraints, we have not included all the results. Based on
these results, we conclude that the dynamic scaling option, although more complex, is superior in
performance compared to the other options. The results also show that the enhanced static scaling
option is better than static scaling option under lightly loaded situations.

4 SCHEDULING ALGORITHMS

In this section, we first describe a naive approach to account for the reduced backhaul, and then
describe four different options that variously trade off between fairness, effeciency, and complexity of
the algorithms. The four options also consider the different alternatives of reducing MCS, searching
for alternate mobiles whose MCSs are lower, and working with updated or un-updated sort metrics.
We use the “class and channel condition based weighted proportional fair scheduler” described
in [1] as the baseline original scheduling algorithm. Each mobile has an associated sort metric,
which captures the mobile’s channel condition, its QoS requirements, and the service it has received
so far. The sort metric of a mobile gets updated when the mobile is scheduled on a time-slot.
The update rule takes into account the current channel condition of the mobile and the fairness-
throughput trade-off factor. In each time-slot in a block period, the contending active mobiles (i.e.,
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mobiles that have data) are sorted in increasing sort-metric order. The mobile that has the least
sort metric is picked for transmission. The schedule for uplink and downlink is determined in an
independent manner using the above scheme. If the backhaul is not a constraint, the data for the
scheduled mobiles can be transmitted on the backhaul regardless of the MCS of the mobile. The
backhaul is a constraint when there is insufficient capacity for all scheduled mobiles to operate at
the MCS recommended by the link adaptation algorithm.

4.1 Naive Scheduling Algorithm

One possible means of accounting for the reduced backhaul is to schedule only on as many timeslots
as there are DS0s and not schedule any mobile on the remaining slots in the carrier. We call this
the naive scheduling algorithm. We compare the performance of this naive scheduling algorithm
with that of the different backhaul-aware algorithms that follow.

4.2 Backhaul-Aware Scheduling Algorithms

To fit the schedule within the backhaul, there are two degrees of freedom that one can exploit.
The first is the possibility of MCS reduction. As a special case of this, we can decide not to
schedule any mobile on some timeslots. The MCS used for a transmission is suggested by the link
adaptation algorithm, which chooses the MCS that yields the highest throughput for the current
channel condition. One can also pack lesser bits without reducing the block error rate but at the cost
of lower throughput. The second is the possibility of choosing alternate mobiles for transmission
whose MCS is lower than that of the scheduled mobile. In some cases, reducing the MCS of a
mobile even to MCS 1 might not help or there may not be any alternate mobile with lower MCS.
In such cases, we may be forced not to schedule any mobile on some timeslots to fit the bits within
the available backhaul. In all the approaches that follow, we first determine the schedule as per
the scheduling algorithm in [1]. If the chosen schedule already fits within the backhaul capacity
then no change is required to the schedule or the MCSs of the chosen mobiles. However, if the
chosen schedule at the recommended MCSs do not fit within the backhaul, we can employ one of
the following four options.

4.2.1 Option 1: Reduce MCS based on updated sort metrics

In the first approach, we first update the sort metrics based on the original schedule using the MCSs
recommended by link adaptation algorithm. We then figure out which among the scheduled mobiles
is most ahead of others in terms of their updated sort metrics. We reduce the MCS of this mobile
by one step and compare if this schedule fits within backhaul. If not, we recompute the sort metric
for this mobile and the same procedure is repeated. A disadvantage with this algorithm is that it
does not try to distribute the scheduled bits across block periods, which the following two options
attempt to do. For example, with the above algorithm we may have the following type of periodic
behavior: In one block period the scheduled mobiles significantly overshoot the backhaul capacity,
and in the next block period the scheduled mobiles’ coding schemes fall well within the backhaul
bandwidth. The ideal solution may be to stagger the schedules a bit such that some mobiles with
high MCSs get scheduled with some other mobiles with low MCSs such that the backhaul utilization
is as close to backhaul capacity as possible, and such that the loss in throughput due to coding
scheme reductions is minimized.

4.2.2 Option 2: Search for alternate mobiles until schedule fits within backhaul

In the second approach, we search for alternate mobiles (other than the scheduled mobiles) whose
recommended MCS is smaller than that of the originally scheduled mobile. This search is carried
out only over a give tolerance band of the sort metric of the originally scheduled mobile to avoid
too much of unfairness in the schedule. We search for a configurable number of alternate mobiles
until the schedule fits within the backhaul limit. If the schedule still does not fit, we fall back to
the first option with the newly obtained schedule.
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4.2.3 Option 3: Search for alternate mobiles until schedule is just above backhaul

The third approach is the same as the second approach, except that we do not accept the replacement
if it takes the bits scheduled below the backhaul limit. Instead, we stop replacing mobiles when the
next replacement results in the scheduled bits falling below the backhaul limit, and go with option
1 from that point onwards. This is done because the MCS reduction option gives us fine granular
reduction in scheduled bits, which the option of replacing mobiles may not be able to give.

4.2.4 Option 4: Reduce MCS based on pre-updated sort metrics

The fourth approach is designed to reduce the processing requirements for computing a schedule
that fits within the backhaul. Here we do not update the sort metrics, but just pick the mobile
with the largest pre-updated sort metric, and reduce the mobile’s MCS until either the schedule
fits within the backhaul capacity, or the mobile is eliminated from the schedule. If the mobile gets
eliminated from the schedule, we pick the mobile with the next highest pre-updated sort metric
and repeat the process. At the cost of a slight increase in unfairness, we will be able to reduce the
processing requirements significantly using this approach. Note that the reduction in complexity is
coming not only from not updating sort metrics to begin with, but also from the fact that we do
not have to recompute the mobile with the largest sort metric after each MCS reduction.

5 NUMERICAL RESULTS AND DISCUSSION

In this section, we present simulation results to validate the different carrier selection and scheduling
algorithms. We used a GPRS/EDGE system simulator for our simulation results. This system
simulator has faithful implementations of the RLC/MAC and physical layers, and has support
for different traffic types. The metrics of interest are the overall average cell throughput and the
average user throughput. For the carrier selection, we simulated a system with 3 carriers all having
packetized backhaul. The backhaul for the individual carriers were 3 DS0s, 4 DS0s, and 5 DS0s,
respectively, and all the timeslots on all the carriers are dedicated data timeslots. All mobiles
belong to class 4 which means that they can operate in 3 timeslots in a single block period in the
downlink and 1 timeslot in the uplink. All the mobiles were assumed to have the same quality of
service requirements. Each timeslot can have up to 4 mobiles allocated to it, and one of them will
be scheduled during each block period.

We consider two different scenarios - heavy loading and light loading. In the heavily loaded
scenario, all the timeslots have four mobiles assigned to them during the entire simulation period
and each mobile has enough data to transmit over the entire duration. We study the performance
of the algorithms when carriers are deployed under different reuse patterns. Figure 2 shows the
average cell throughput and the average user throughput achieved in the downlink with different
EDGE fractions under three different reuse patterns. An EDGE fraction of 0.25 implies that 25 %
of the mobiles are EDGE mobiles and the rest are GPRS mobiles. In the figures, SS, ESS, and DS
denote the static scaling, enhanced static scaling, and dynamic scaling solutions, respectively.

As the figure shows, the overall cell throughput is consistently higher for dynamic scaling option
and this improved performance of dynamic scaling option is more prominent at more conservative
reuse patterns (e.g. 4x3). As mentioned earlier, the ESS option performs exactly the same as
SS option when all timeslots have atleast one mobile allocated to them, which is the case for
the entire duration in a heavily loaded system. Hence we are not able to observe difference in
performance between SS and ESS schemes. All the above observations also hold for the average
per user throughput. As expected, the overall cell throughput and the average per user throughput
values are higher for conservative reuse patterns where interference is low.

Under the lightly loaded scenario, we design a system where the input source rate is 100 kbps.
Hence, in this situation, there are possibilities of idle timeslots and timeslots with fewer than four
mobiles allocated on them. Figure 3 compares the performance of the three schemes in terms of
the average throughput obtained by a user for different EDGE fractions. In this case also, we
observe that DS option offers slightly better performance than the other two schemes in most of the
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Figure 2: Heavily Loaded Scenario (a) Average Cell Throughput (kbps) (b) Average User Through-
put (kbps)
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Figure 3: Lightly Loaded Scenario - Average User Throughput (kbps).

scenarios. We see that the ESS option performs better than SS scheme under light loading. This can
be attributed to the occurrence of idle timeslots. We also note that the average per-user throughput
is higher under light loading as compared to the heavily loaded scenario. This is because mobiles get
more transmission opportunities in a lightly loaded system. Overall, the dynamic scaling option,
although more complex, is superior in performance as compared to the other options. The ESS is
better than SS under lightly loaded situations.

For the scheduler, we simulate a system with one carrier having variable number of DS0s. Figure 4
shows the performance comparison of the different scheduler alternatives for the heavily loaded
scenario. We denote the naive scheduler as option 5 in this figure. In Figure 4(a), we plot the
carrier throughput as a function of the number of DS0s available in the backhaul. In Figure 4(b),
we plot the loss in the carrier throughput, which is computed by averaging over time the loss in
throughput due to MCS reduction. We see that the four backhaul-aware options perform better than
the naive scheduler, especially for lower number of DS0s. We also find that there is no significant
difference between the different options. Based on this, we conclude that, on the average, all four
algorithms offer similar performance. Although it is possible to come up with specific examples
and scenarios where options 2 and 3 will perform better, the probability of such scenarios occuring
seem to be fairly small. We also find that the carrier throughput increases with increasing number
of DS0s in the backhaul, as expected.
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6 CONCLUSIONS

In this paper, we designed and analyzed scheduling and carrier selection algorithms for a packetized
backhaul and showed the benefits from making these algorithms aware of the backhaul available
for each carrier. We considered three different carrier selection algorithms that variously make
use of total backhaul bandwidth, number of occupied timeslots, and current MCSs of mobiles to
estimate the throughput the new user will receive in each carrier. We showed that the dynamic
scaling approach performs better than the other two options. We designed four different scheduling
algorithms for taking the backhaul bandwidth into account. We showed that these four options
perform better than the naive scheduler option. We also found that the four options offer similar
performance. Therefore, we recommended option 4, which has significantly less computational
complexity.
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Figure 4: Performance comparison of the scheduling algorithms (a) Average cell throughput (kbps)
(b) Average cell throughput loss (kbps)
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