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Abstract:  In a recent paper [10], Web pages are classified to QoS classes and a caching 
scheme that provides lower access delay time for the higher class is proposed. In this paper, 
we investigate two particular cases for the QoS classification criteria, page priority and 
popularity. In the priority case, we proposed web cache partition by number of priority levels. 
This allows higher hit rate for the higher priority class with the overall hit rate is not reduced. 
In the case of pages are classified by levels of popularity, we introduce the Least-Level of 
Popularity caching scheme that is proved to result the best overall hit rate and also has higher 
hit rate for more popular class. The simulation model we developed verified the expected 
results. 
Keywords:  Caching, replacement algorithms, hit rate, QoS 
 
 
1. INTRODUCTION 

 
     As today’s most popular information service, accessing the World Wide Web (WWW) has 
become part of our daily life.  In the Web-based service model, all contents stored at the Web-
servers are accessible to all users unless explicitly prohibited. When a large number of users 
want to access specific content at the same time, Web server congestion results in long user 
waiting times. To minimize the response delay at the user side, congestion control is 
paramount. As a technique of improving Web server performance, Web caching has been 
extensively investigated. Caching the contents stored at the server can reduce network traffic 
and therefore lower the response time for a request from a customer. Topics in the area of 
Web cache research are wide and varied. For example, architecture (hierarchical, distributive, 
hybrid) [5], replacement algorithms (LRU: least-recently used, LFU: least-frequently used, 
Size, GD-Size [2], value-based Web caching [9], caching and prefetching [1], CRF [6] and 
others), cache prediction [7], and cache partitioning [8, 12].  It has been shown that 
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partitioning a cache based on different categories of files can increase the hit rate, lower user 
waiting time and greatly reduce the demand on network bandwidth. Some prior algorithms for 
cache partitioning have also been proposed [11]. 

 
     In [12], it is proposed that the cache is partitioned into two sections. One section stores 
files with small size (such as text) and the other stores large size files (audio and video). Later, 
a three section partition by size (small, middle and large) is discussed in [8]. Performance 
comparison (cache hit rate) between partitioned cache (by size) and cache without partition is 
presented as results of simulation and also analysis of queuing models [4]. When there are 
two partitions, the optimal partition size as a percentage of total cache size is also studied in 
[4]. Recently, a cache partition with dynamic allocation is introduced and studied in [3]. The 
idea of [3] is to allow the small partition to “borrow” some space from the large partition in 
the case that the small partition is full. It was proved that partition with dynamic allocation 
has better performance than the traditional algorithm. All the results above were based on the 
assumption that all customers and offered services are equally rated. 
 
     In reality, some customers and services are more important and require shorter response 
delay, more processing power or more bandwidth, i.e., higher quality of service. To optimize 
the utilization of the available processing power, a QoS based caching scheme is developed in 
[10]. Based on some classification criteria, Web-files stored on servers are categorized into 
fixed number (K) of QoS classes (Q1, Q2, Q3, …, Qk, where Q1 represents the highest class). A 
predetermined percentage (pc) of files for each QoS class is located in the cache memories. If 
the cache can store only a portion of the Web-files then only files of the highest QoS classes 
(Q1, Q2, …, QL) are located into the cache memories and the rest (files of the lower QoS 
classes QL, QL+1, … QK) are stored on the servers. This method allows support of different 
QoS classes, offers higher hit rate and shorter response delay for higher QoS class requests 
than lower class requests. However, in some cases, the conflict among the components of the 
classification criteria may affect the total cache hit rate. For example, if the QoS classification 
is based on the priority of the web files (higher priority files have higher QoS class) and more 
requests are in the lower classes (lower classes are more popular), then the total cache hit rate 
will not be optimal because the lower classes are not even cached.   
 
     In this paper, we consider two particular cases for the QoS classification criteria. The first 
case classifies the Web-files by their priority, thus how important the file is. In the second 
case, Web-files are grouped by their levels of popularity. We refer the Web-files stored at the 
server as pages. A page is more popular if there are more requests for it from customers.  A 
more popular page is not necessary to have a higher priority. Employing the idea of Web 
cache partition, we proposed a QoS caching scheme for the priority case that results a higher 
hit rate for the pages having higher priority level with the condition that the total cache hit rate 
is not reduced. When the pages are classified by their popularity levels, we introduce a new 
replacement algorithm called LLP (Least Level of Popularity). Using simulation programs, 
we compare total cache hit rate, hit rate for each QoS class, and response delay for the cases 
that partition by popularity (LRU replacement), partition by group of popularity (LRU 
replacement),  LRU without partition, and LLP without partition. Our simulation results show 
that the LLP without partition scheme gives the best performance in according to hit rate and 
response delay.  
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     The rest of the paper is organized as follows. In section 2, we introduce the caching 
schemes for QoS classification by priority and popularity respectively. Section 3 explains the 
simulation model used for performance comparison. Results from the simulation are outlined 
in section 4. Finally, some conclusions and further research are discussed in section 5.  
 

 
2. QoS BASED CACHING SCHEMES BY PAGE PRIORITY AND POPULARITY 
 
2.1 Cache Partition Based on Page Priorities 

 
     Page priority is based on page property, customers who require the page or combination of 
both. It may change according to different time period. For example, a service from a bank 
may have higher priority because customers may use it to do transactions at any time. At the 
time of income tax return, information on tax return from the government may have higher 
priority. Pages on a Web server can be categorized into fixed number of groups, or QoS 
classes based on its priority levels. Suppose the total number of pages stored at the server is M. 
Based on how important the file is, we assign k (k>1) priority levels (prio-1, prio-2, …, prio-k) 
to the M pages. A page that is in prio-k1 has higher priority than pages at priority level prio-k2 
if k1<k2.  For a coming request, we assume the probabilities for the customer to ask for a page 
at different priority levels are equal. Thus, requests for the k priority levels are uniformly 
distributed. We investigate the scenario that the cache is partitioned according to the page 
priority levels. In the case of k priority levels, the cache is partitioned into k sections with the 
partition size for pages at priority level i as (k-i+1)/(Σj=1

kj)=2(k-i+1)/(k(k+1)) percent of the 
total cache size. For example, if there are only two priority levels assigned, the cache will be 
partitioned into two sections as 2/3 (for level 1) and 1/3 (for level 2) of the total cache. In the 
case of ten priority levels, we will partition the cache into 10 sections with the size of 10/55, 
9/55, 8/55, …, 1/55 of the total cache size for pages at level 1, 2, 3, …, 10 respectively. The 
higher priority level always has more space. In every partition, the LRU replacement 
algorithm is applied. 
 
     Partition based on page priority is to increase the cache hit rate for pages that have higher 
priorities and thereby to minimize the response delay for requests to higher priority pages. In 
the mean time, the overall hit rate for the cache should not be affected.  
 

 
2.2 Page Popularity and the LLP Caching Scheme 

 
     Page popularity is defined to be the probability of a request from a customer to ask for the 
particular page. In reality, there are pages that are more popular than others and have more 
requests from the customers. In 2.1, we assumed that all the pages have same popularity. In 
this section, we discuss the case of different popularities. Based on the history of the requests, 
we assign k levels of popularity (popu-1, popu-2, …, popu-k) for pages at the server.  Assume 
the probability for a customer to request a page at level i is Pi = 2(k-i+1)/(k(k+1)), then 
P1>P2>…>Pk. We examine two scenarios. The first is similar as that described in 2.1, thus 
the cache is partitioned into k sections and Pi is the size for pages at popularity level i as a 
portion of the total cache size. In every partition, the LRU replacement algorithm is applied. 
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This partition scheme results higher hit rate for pages at the higher popularity level but the 
overall cache hit rate may be as similar as unified cache (no partition).  
 
     In the second scenario, instead of partitioning the cache into sections of popularity, we use 
the LLP replacement algorithm in a unified cache. The LLP replacement scheme works as 
follows: as a request for a page arrives, if the page is found in the cache (a cache hit), the 
page is simply returned to the customer and the access time for the page is updated. In the 
case that the page is not found in the cache (cache miss), the page has to be retrieved from the 
server and then returned to the customer. In the mean time, a copy of the page is saved in the 
cache. If the cache is full, a “victim” has to be “kicked out” to save the current page. The 
victim will be selected from the pages that have the least level of popularity. If there are more 
than one page at this level, the one that is least recently used (earliest access time) will be 
kicked out. 
 
     The advantage of the LLP replacement scheme is that the overall hit rate is greatly 
increased. However, the hit rates for the lower popularity pages are less than the LRU 
algorithm.  
 
 
3. THE SIMULATION MODEL 
 
     To verify the performance of the algorithm discussed in section 2, we developed a discrete 
event driving simulation model using Java.  In our model, pages at the server are grouped by 
priority or popularity levels and every page has a unique page number. Variables are used to 
set up the different parameters for the pages and the cache. Examples of input variables 
include the probabilities for a client to request every page, page size, number of partitions for 
the cache and size for each partition. Total cache hit rate and hit rate for every partition are 
collected as the output of the program. 
 
     In the simulation, arrivals of page requests are exponentially distributed. In the event of an 
arrival, a random number is generated according to the distribution of page priority and 
popularity to decide the QoS classes for this page.  The second step is to select the particular 
page (page number) in the class. This is done by random numbers with uniform distribution 
since we assume request probabilities for pages in the same class are equal. Next step is to 
check whether the requested page is in the cache (the partition for this class). The replacement 
algorithms described in section 2 is used to select the “victim” page in the case of a cache 
miss. The UML chart for the Java program (next page) shows the construction of the 
simulation program. 
 
     The simulation model allows manipulation of the parameters that characterize the cache 
partition by priority or popularity and the LLP scheme. Performance of the caching system 
can be studied by varying request arrival rate, cache size, sizes of pages, number of popularity 
levels, number of priority levels, number of partitions, size for each partition,  probabilities 
for popularity classes and replacement algorithms.  Some simulation results are discussed in 
section 4. 
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Figure 3.1:  UML Chart for the Simulation Model 
 

 
4. EXAMPLES OF SIMULATION CASES 
 
     We first present the results on partition by priority.  When there are only two priority 
levels (prio_1 and prio_2), the cache is partitioned into two sections. The partition for prio_1 
has 2/3 of the total cache size and 1/3 of the cache is for pages at prio_2.  We assumed that 
there are 1000 pages at the server and half of them have higher priority (prio_1).  The two 
QoS classes are assumed to have the same total page size.  

−size: long 
−type: string 
−loadTime: float 
−popularity: int 
−priority: int 

#id: int {key} #name: String{key} 

+constructors 
+get methods 
+set methods 
 
 

#totalSize: long 
#usedSize: long 
//#pages: Page[] 
#loadTime: double 
#hitCount: long 
#misCount: long 
+ find(Page):Boolean 
+ add(Page): void 
+ remove(Page): void 
+ clear() : void 
+ hitRate(): double 
+avgLoadTime(): double 
+ dequeue(): void 
 

#cacheSize: long 
#partitions: Partition[] 
#partitionBy: int 
#loadTime: double 
#hitCount: long 
#misCount: long 
+ initPartitions(int): void  
+ belong(Page): Partition 
+ find(Page):boolean 
+ isChached(Page):boolean 
+ add(Page): void 
+ remove(Page): void 
+clear() : void 
+ hitRate(): double 
+ avgLoadTime(): double 

1··*1··* 
Requests 

WebServer 
−ip: String {key} 
−files : Page[] 
−numFiles: long 
+ getAll(): Page[] 
+ getPage(int) : Page 
+getPage(String):Page 
+ getNumFiles(): long 
 

 
WebClient 

−ip: String {key} 
−cache:  Cache 
+ initCache(int rule); 
+ requestPage(String, Server): Page
+ runSimulation(Server): void 
 
 

CacheByPopularity 
 
+belong(Page): Partition

CacheByPriority 
 
+belong(Page): Partition 
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    Table 4.1 
 Cache Hit Rate at Two Priority Levels 

   
Cache Size 30% 

 
 Cache Size 20% 

   
  Cache Size 10% 

Priority 
Levels 

 Two 
partition 

 Two   Two 
partition 

 
Unified partition Unified Unified 

        prio_1 0.397 0.297 0.264 0.197 0.131 0.097 

prio_2  0.199 0.301 0.131 0.200 0.065 0.098 

Overall 
Hit Rate  0.298 0.299 0.197 0.198 0.098 0.098 

 
     Table 4.1 listed the hit rate comparison between the partitioned cache and the unified 
cache (no partition).  The cache size is varied at 10%, 20% and 30% of the server size 
respectively.  Although the overall cache hit rate is not much different for all the three cases, 
the hit rate for the higher priority class in the partitioned cache is about 100% higher than the 
ordinary class and 33% higher than the overall hit rate. In the unified cache, hit rate for both 
classes are similar. From QoS point of view, partitioned cache provides a better performance 
because customers who request higher priority pages will have lower waiting time.  When 
there are more priority levels, it is also possible to group the priority levels into less number 
of partitions. For example, when there are ten priority levels, we can have ten partitions with 
size 10/55, 9/55, …, and 1/55 of the total cache size respectively. If every two classes are 
grouped together (prio_1 and prio_2 are grouped in one partition with size 19/55, and so on), 
the cache will be partitioned into 5 sections.  Hit rate comparison for three schemes, 
partitioned by number of QoS classes, partitioned by groups of QoS classes and unified cache 
with 30% cache size are shown in Figure 4.1.  
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Figure 4.1:  Cache Hit Rate versus Level of Priority 
              (30% Cache Size, 10 Priority Levels) 
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Table 4.2 
 Cache Hit Rate with Two Popularity Levels 

Cache Size 30% Cache Size 20% Cache Size 10% 
 
Popularity 
Level 

LRU 
two 
partition  

LRU 
unified  

 
LLP 

LRU 
two 
partition  

LRU 
unified 

 
LLP 

LRU 
two 
partition  

LRU 
unified  

 
LLP 

popu_1 0.400   0.381 0.582 0.267 0.259 0.362 0.140 0.131 0.1 

popu_2 0.200   0.218 0.003 0.132 0.142 0.005 0.060 0.070 0.003

Overall 
Hit Rate 0.330  0.330 0.387 0.221 0.220 0.245 0.110 0.110 0.067

 
      
     It is noticed from Figure 4.1 that the overall hit rate for the three schemes are similar. 
However, in a non-partitioned cache, the hit rates for the ten classes are similar. When there 
are ten partitions, the hit rates strictly decreases as the priority levels getting larger. In the 
grouped partition, the hit rates are compromised between the two classes in the same group. 
For example, hit rate for pages at priority level 1 is less than that in the ten partitions case. For 
pages at prio_2, it is higher.  
 
     When the QoS classes are based on page popularity, results are compared among the 
partitioned cache, the unified cache and cache with the LLP replacement algorithm. Again, 
number of popularity levels is changed from two to ten. When there are only two classes of 
popularity (popular pages with request probability 2/3, normal pages with request probability 
1/3), the results for cache size 10%, 20% and 30% are listed in Table 4.2.  It is clear that the 
LLP caching scheme provides both the highest hit rate for popular pages (popu_1) and highest 
overall hit rate. For example, with 30% cache size, overall hit rate and hit rate for popu_1 
pages with the LLP scheme are higher than the two-partition caching scheme by 17% and 
46% respectively. Comparing with the unified cache with the normal LRU replacement 
algorithm, it is increased by 17% and 53% on the overall hit rate and hit rate for popu_1 pages. 
 
     As the number of popularity levels increases, the results are clearer. In the case of four 
popularity classes (request probabilities: 4/10, 3/10, 2/10, 1/10), we compare the hit rates for 
cache with four partitions (sizes as percent of server size: 40%, 30%, 20% and 10%), two 
partitions (size 70% and 30%), unified cache and unified with the LLP scheme (Figure 4.2).  
It shows that the first three caching scheme produce similar hit rates for the four classes of 
pages. The LLP scheme results the best hit rate for more popular pages (70% for popu_1) and 
lower hit rates for less popularity pages. When the overall hit rates are compared, the LLP 
caching scheme is about 15% higher than other three.  
 
     Results for ten classes of popularity are plot in Figure 4.3. With the LLP replacement 
algorithm, hit rate for the most popular pages (popu_1) almost reaches 80%, where for both 
cache with 10 partitions and unified cache with the LRU replacement algorithm, it is about 
50%. The LLP scheme does have the drawback of lower hit rate for the less popular pages, 
but its overall hit rate (best of the three) is about 25% higher than other two systems (10-
partition and unified cache).  
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Figure 4.2: Cache Hit Rate versus Level of Popularity 
(30% Cache Size, 4 Popularity Levels) 
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                              Figure 4.3:  Cache Hit Rate versus Level of Popularity 

(30% Cache Size, 10 Popularity Levels) 
 
 
5. CONCLUSIONS AND FURTHER RESEARCH 
 
     As a technique of enhancing Web server performance, Web cache has been a hot topic for 
intense research. In [10], a quality of service aware caching scheme was proposed. It separates 
the web pages into different classes (QoS classes) and only higher request classes are cached. 
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Although it provides less delay to the higher class requests, it is possible that the overall hit 
rate is affected due to the conflict among the components of the classification criteria. 
 
     In this paper, we study two particular classification criteria, page priority and popularity. 
Combining the idea of [10] and the web cache partition [8, 12], we proposed web cache 
partition by number of priority or popularity levels. In the priority partition, higher priority 
class is allocated bigger partition size. Thus, the hit rate for the higher priority class is bigger 
than that of the lower class and the response delay for requests in the higher priority class is 
less. Comparing with the unified cache, the overall hit rate for this scheme is not reduced. 
Different with the general algorithm of [10], the hit rate for the lower classes are small but not 
zero because there are partitions allocated for every priority class. The simulation model we 
developed by Java program verified the expected results. 
 
     In the case of the classification criterion is based on page popularity, we presented a new 
replacement caching scheme LLP. Using the simulation model, we compare the hit rates for 
cache partition by popularity levels (more popular class is allocated bigger partition size), 
partition by group of popularity levels, unified cache with the LRU replacement algorithm, 
and cache with LLP scheme. The results show that the LLP caching scheme not only provides 
higher hit rate for more popular class, but also gives higher overall hit rate. This is also 
reasonable because the least popular pages are always “kicked out” when the cache is full. 
The disadvantage for LLP is the lowest hit rate for the lower level popularity classes. Partition 
with the level of popularity, group partition and unified cache have the similar overall hit rate 
but partitioned cache gives higher hit rate for more popular class. Comparing with the 
partitioned and the LLP cache, the unified cache provides relatively higher hit rate for the 
lower popular class with the sacrifice of the hit rate for the more popular class and the overall 
hit rate. In the simulation, the partition sizes are allocated by the probability of request for 
every class. If the partition size for the more popular class is bigger than its probability and 
the size for the lower popular class is less than its probability, the overall hit rate for the 
partitioned cache should be much better than that of the unified cache with LRU algorithm.  
But it    will be still less than the LLP caching because part of the cache is allocated to the 
lower popular class. 
 
     There are more questions on this topic for further investigation. From the algorithm side, 
should the cache be partitioned when there are more than one classification criterion (i.e. 
combination of both priority and popularity factors)?  If yes, how to allocate number of 
partitions and size for each of them. Results on performance enhancement by partition with 
dynamic location [3] or integration of caching and prefetching would also be interesting. 
From the simulation side, when there are more parameters added to the model, a better 
approach would be to create databases for the simulation input and output.  
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