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Abstract. Fractionally autoregressive integrated moving average (FARIMA) processes
have been proposed for network traffic modeling. In this paper we focus on the gener-
alization of those processes, considering heavy-tailed (Stable) innovations. The resulted
linear Stable FARIMA model captures the short and long range dependences as well as the
heavy-tailed behavior of the network traffic. The contribution is an integrated procedure
of fitting Stable FARIMA parameters to real data and generating artificial data series. We
reduce the complexity of the problem, considering a three-step algorithm for parameter
estimation and system identification. We finally test the accuracy of our algorithm and
we apply it to a real network data series.
Keywords: Long Range Dependence, Self-similarity, Fat-tailed Distributions.

1 Introduction

It has been suggested that Internet traffic is far too complicated to be modeled using the
techniques developed for telephone networks or computer systems [26], [43], [21]. More
specifically, there is increasing evidence of the so-called self-similar (or fractal) and heavy-
tailed nature of data traffic [37], [13], [22], [25], [1], [12]. Self-similarity manifests itself
usually through the display of persistence or long range dependence (LRD) [4], [2], [11],
[20].

As a consequence, a large number of traffic models have been proposed in order to
successfully characterize the nature of the traffic in networks today. The reason is that
fractality and heavy-tailness have serious implications for analysis, design, and control of
computer networks. In contrast, traditional schemes, typically Markovian in nature, which
have been (and currently are) extensively used, may lead to substantial underestimation of
Quality of Service (QoS) metrics such as delay and blocking (see [35] for a comprehensive
treatment of the problem).
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Unfortunately, the proposed self-similar models, such as the ones based on Fractional
Brownian Motion (FBM) [34] and Linear Fractional Stable Motion (LFSM) [22], cannot
be used to describe the short range Dependences (SRD). For example, it is known that
the Variable Bit Rate (VBR) video frame sizes exhibit both short and long range de-
pendences [5] and their distribution is non-Gaussian [14]. Therefore, models are required
to describe both short and long memories, as well as heavy-tailed marginal distribution
simultaneously.

In this paper, we recommend the fractional autoregressive integrated moving average
(FARIMA) process with Stable innovations [38] as a unified approach to characterize real
network traffic. Although there have been several attempts to model real traffic using
ARMA and FARIMA processes, e.g., [14], [3], [8], [33], [28], [19], [12], to the authors
knowledge, this is the first systematic effort to fit a FARIMA process with Stable innova-
tions to real data. The main contribution of our work is in designing the overall process
of calibrating such a model, using identification algorithms and parameter estimation
methods suitable for Stable and self-similar processes. We also test the accuracy of the
algorithm and we apply it to real and simulated data series.

In more detail, the contributions and organization of the paper are as follows: Section
2 is the background section: we review basic definitions, describe the Stable FARIMA
process and refer to related work in the literature. In Section 3 we provide a novel proce-
dure to fit a FARIMA process with Stable innovations to real traffic data. The procedure
is based on a three-step identification algorithm. In Section 4 we describe a method to
generate artificially a Stable FARIMA process with given parameters. We also present
simulation experiments and numerical results, in order to test the performance of the
proposed algorithm. Finally, in the Conclusions we summarize the main observations and
contributions of our work.

2 The Stable FARIMA Process

The family of fractional ARIMA(p, d, q) (FARIMA) processes, a versatile parametric fam-
ily of models, were introduced in [17], [18], [27]. They arise as natural extensions of the
standard ARIMA(p, d, q) models defined in [6], by allowing the degree of differencing d to
take non-integer values. The theory of statistical inference for these processes is well devel-
oped. A detailed account of statistical methods and references can be found for example
in [7], or Beran [4].

In classical time series literature, the innovations of the FARIMA process are either
Gaussian or non-Gaussian with finite variance. Although those processes can capture both
short and long memories, they concentrate their mass around the mean. α-Stable distri-
butions with 0 < α < 2, on the other hand allow for much greater variability (burstiness)
[38]. By assuming that that the innovations of the FARIMA process follow the α-Stable
distribution, we are, in fact, dealing with powerful traffic models that can exhibit both
short/long range dependence and heavy-tailness. Infinite variance α-Stable distributions
are a rich class of distributions with numerous applications in telecommunications, engi-
neering, finance, insurance, physics etc. [2]. We review them shortly below.
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2.1 Stable Distributions

A Stable distribution is characterized by four parameters [38], [32]: The characteristic
exponent, or index of stability, α ∈ (0, 2]; the scale, or spread parameter, σ ≥ 0; the
skewness, or symmetry parameter, β ∈ [−1, 1]; and the shift, or location parameter, µ ∈ ℜ.
A random variable X is said to have a Stable distribution if and only if its characteristic
function has the form:

E(expiXt) =
{

exp{−σα|t|α(1 − iβsign(t) tan πα
2

) + iµt} ; α 6= 1

exp{−σ|t|(1 + 2iβ

π
sign(t)ln|t|) + iµt} ; α = 1

We shall call such a distribution α-Stable and denote it by writing X ∼ Sα(σ, β, µ). The
characteristic exponent α determines the rate of decay, i.e., the heaviness of the tails of the
distribution, while the parameter β is an indication of the skewness of the distribution,
with β = 0 corresponding to the symmetric case; α and β together determine the shape
of the distribution. The parameter µ shifts the distribution to the left or right, whereas
the parameter σ merely expands or contracts it around µ; they both have no effect on
its shape. We may therefore represent the standard Stable distribution with σ = 1 and
µ = 0, by X ∼ Sα(1, β, 0). We also write X ∼ SαS when X is symmetric α-Stable, i.e.,
when β = 0. Finally, X ∼ Sα(σ, 1, µ) when X is a totally (positively) skewed α-Stable.

2.2 ARMA Process

Formally, the sequence X = {Xt : t = . . . − 1, 0, 1, . . .} is called Autoregressive-moving
average ARMA(p, q) process if it satisfies the difference equation

Φ(B)Xt = Θ(B)ǫt (1)

where the innovations {ǫt : t = . . . ,−1, 0, 1, . . .} are i.i.d. random variables (uncorrelated
white noise process), Φ(B) and Θ(B) are the pth and qth degree polynomials (p and q are
non-negative integers)

Φ(B) = 1 −

p
∑

j=1

φjB
j and Θ(B) = 1 +

q
∑

j=1

θjB
j

representing the AR and MA components respectively, and B is the backward operator
defined by BXt = Xt−1, B

2Xt = Xt−2, . . ., where Bj denotes the backward operator
iterated j times. The ARMA series models were popularized by Box and Jenkins [6]
for purposes of modeling time series data, and can generally characterize well the short
memory processes.

2.3 Fractional ARIMA Process

The fractional ARIMA model is defined by

Φ(B)Xt = Θ(B)∆−dǫt, or, formally, Xt = Φ(B)−1Θ(B)∆−dǫt. (2)

where ∆ is the difference operator, defined by ∆Xt = Xt − Xt−1 = (I − B)Xt and let ∆d

be ∆ iterated d times (the parameter d is allowed to take fractional values, either positive
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or negative). The way we interpret ∆−d = (I − B)−d is by using the formal power series
expansion as follows:

∆−d = (I − B)−d =
∞

∑

j=0

bj(−d)Bj,

where the coefficients bj(−d) in the expansion are b0(−d) = 1 and

bj(−d) =

j
∏

k=1

k + d − 1

k
=

Γ (j + d)

Γ (d)Γ (j + 1)
, j = 1, 2, . . . , (3)

where Γ denotes the familiar Gamma function: Γ (x + 1) = xΓ (x) and Γ (j + 1) = j! for j
integer. It is well known [31] that any stationary ARMA process driven by i.i.d. SαS noise
with 1 < α < 2 is Stable and has the following infinite order moving average (MA(∞))
representation

Xt =
∞

∑

j=0

cjǫt−j, (4)

provided that the α-summability condition is satisfied: ∃δ ∈ (0, α) ∩ (0, 1) such that
∑

m |cm|
δ < ∞. The cjs are the coefficients in the series expansion of Θ(z)/Φ(z), |z| < 1,

as in the Gaussian case.
It has been shown in [23] that there is a unique moving average

Xt =
∞

∑

j=0

ujǫt−j (5)

satisfying (2), provided that the polynomials Φ and Θ have no zeros in the closed unit disk
D = {z : |z| ≤ 1} and no zeros in common and that d < 1 − 1/α. The coefficients ujs in
(5) are the coefficients in the power series expansion of Φ−1(z)Θ(z)(1− z)−d, |z| < 1, and
are asymptotically proportional to jd−1 as j → ∞ (ujs are not absolutely summable in
the Stable case). Thus, the parameter d determines the long-range behavior. So, FARIMA
time series with innovations that have infinite variance is a finite parameter model which
exhibits both short and long range dependence (SRD/LRD) and high-variability.

Furthermore, in [38] the following relation is developed between the Hurst parameter
H and the differencing parameter d:

H = d +
1

α
, (6)

where d > 0 corresponds to LRD and d < 0 corresponds to SRD. Since the necessary
condition for the series (2) to converge is d < 1 − 1/α, LRD can occur only if 1 < α < 2.
Since 0 < H < 1, this becomes

−
1

α
< d < 1 −

1

α
, (7)

an important range for FARIMA. For more information on FARIMA with Stable innova-
tions, see [38] and [23].
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Fig. 1. Linear model for the FARIMA(p, d, q) process.

2.4 Literature Review

In the literature so far, FARIMA models are generally designed to adjust first-order statis-
tics, such as the probability distribution function (PDF), the mean or variance, as well as
SRD and/or LRD that the time series exhibits (if important for traffic engineering). [14]
designed and implemented a VBR video source model, using a FARIMA(0, d, 0) process
with d = H − 0.5 to generate the background sequence, and a hybrid Gamma/Pareto
distribution to match the heavy-tailed empirical distribution. However, explicit modeling
of the SRD structure was left for future work. [3] modeled Internet traffic as ARMA and
multiplicative (seasonal) ARIMA processes; the white noise process that drives the MA
filter is, in most cases, non-Gaussian. [8] suggested that a FARIMA log-normal model of-
fers a compact representation of real VBR video traffic, since it is able to approximate the
queuing parameters for a wide range of channel utilizations and buffer sizes. [33] as well
agree with the short/long memories behavior of VBR video streams with log-normal mar-
ginal distribution; they propose transformation of the VBR data as a Gaussian FARIMA
process, in order to employ the Whittle estimator in the Gaussian case [4]. [28] fit a
FARIMA(p, d, q) model to measured traffic data, assuming normal innovations though.
Finally, a similar approach to ours using, however, polyspectra and non-Stable innovations
has been proposed recently [19].

3 The Proposed Identification Algorithm

We model an observed data sequence, i.e., signal, as the output of a linear filter. The
sequence is considered to be a realization of a stationary random process. The input of
the filter is taken to be i.i.d. totally skewed Stable noise. The linear model we use is
the FARIMA model, described in Section 2. The method we propose for identification
purposes consists of three steps and takes advantage of several algorithms, estimators and
high-order statistics techniques.

Here we focus on the estimation of totally skewed Stable random variables. Totally
(positively) skewed Stable random variables are more appropriate for traffic modeling,
e.g., [22], since they support more positive values compared to the symmetric ones. We
should note that the existing work in the estimation of ARMA parameters, deals with
symmetric random variables only, e.g.,

Let Xt be the FARIMA process as defined in (2) and depicted in Figure 1 as the output
of a two-component filter (Xt is the observed time series). The noise which drives the filter,
ǫt, follows a standard positively skewed α-Stable distribution, i.e., ǫt ∼ Sα(1, 1, 0); Φ(z)
and Θ(z) are the AR and MA polynomials of orders p and q, respectively. Then [42], the
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transfer function of the ARMA(p, q) (short memory) part of the system is

HARMA(z) =
Θ(z)

Φ(z)
=

∞
∑

i=0

hiz
−1 (8)

where {hi} is its impulse response.

The FARIMA(0, d, 0) (long memory) part, based on a pure integrative process, has
the following transfer function:

HI(z) = (1 − z−1)−d (9)

This function can be developed in the following way:

HI(z) =
∞

∑

j=0

bjz
−j (10)

where the coefficients bj can be derived applying Taylor’s series (see relation (3) in Section
2):

bj =
Γ (j + d)

Γ (d)Γ (j + 1)
= (−1)j (−d)(−d − 1) · · · (−d − j + 1)

j!
(11)

Therefore, these coefficients can be related recursively through the formula:

b0 = 1, bj =
j − 1 + d

j
bj−1 (12)

Moreover, these coefficients constitute the impulse response of the FARIMA(0, d, 0) filter.

In conclusion, the FARIMA process Xt in Figure 1, can be expressed by the interaction
of the two components as:

H(z) = HI(z)HARMA(z) =
Θ(z)

(1 − z−1)dΦ(z)
(13)

Existing parameter estimation methods for Stable FARIMA processes can be classified
into two categories: (i) methods that estimate the long memory parameter d or the Hurst
parameter H only, for example the graphical methods [41]; (ii) methods that jointly
estimate d and the coefficients of the polynomials Φ and Θ (Whittle-type estimators
[24]).

In this paper, we propose a three-step parameter estimation method for FARIMA
processes based on the given time series {Xt, t = 1, . . . , N}. First, we obtain an estimate
for the characteristic exponent α̂ and then an estimate of the differencing parameter d̂
(these steps are carried out independently of the ARMA part of the system). Finally, we
estimate the coefficients of the numerator and denominator polynomials of the ARMA
part, using normalized correlations and cumulants. In the ARMA estimation, we operate
on the data sequence {Yt} obtained by passing {Xt} through the filter (1 − z−1)d̂. The
three-step estimation scheme described in this section is illustrated in Figure 2.
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Fig. 2. Proposed algorithm for Stable FARIMA process parameter estimation: α̂, d̂, p̂, q̂.

3.1 Step 1: Estimation of the Stable Parameters

There are several techniques available in the literature for the parameter estimation of
α-Stable distributions [32]. This is one of the reasons we can assume a specifically Stable
model rather than one generically heavy-tailed. In the Stable case there exists an excellent
estimator of the parameters due to McCulloch [30], based in essence on fitting tabulated
quantiles of Stable distributions. The estimator works for α ∈ [0.6, 2.0] and β ∈ [−1, 1]
(which covers most of the cases met in practice), and all values of other parameters. The
estimator was originally designed for, and indeed works best on, i.i.d. data. Nevertheless,
some initial information on the parameters, especially α, is generally required for model
identification so that one has no choice but to work with the time series data.

3.2 Step 2: Estimation of the Differencing Parameter

Many methods for estimating the self-similarity parameter and/or the intensity of LRD in
a time series are available. The intensity of these phenomena is measured by a parameter
d. For the finite variance processes, d is related to the self-similarity parameter H by the
relation d = H − 1/2, and for infinite variance processes, d = H − 1/α.

The exclusion of infinite variance processes requires the making of a sharp distinction
between the two parameters H and d which are used almost indistinguishably in the finite
variance case. It is important, therefore, to know whether an estimator is estimating H
or d.

Most of the estimators had been developed for Gaussian (or at most finite variance)
series, some of which are described in detail in [4]. Testing whether they still work in the
infinite variance case is very important. In [41], the practitioner can find benchmarks for
measuring the intensity of LRD in finite and infinite variance time series; most of the
estimators, estimate d (or d+1/2) but not H. The authors analyzed the performance and
study the robustness of eight estimators of LRD, when there is additional short-range
dependence structure and/or infinite variance. They found that the estimators tend to
perform worse when there is additional short-range structure. For most of the estimators,
however, the use of infinite variance instead of finite variance does not cause a great
decline in performance.

Here, we decided to use the R/S method, one of the oldest and better known estima-
tors, which does not suffer of a loss of efficiency for non-Gaussian series [41].
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3.3 Step 3: Estimation of the ARMA Parameters

The concept of covariance between two random variables plays an essential role in the
second-order moment theory [42]. When the innovations are in the domain of traction
of an infinite variance Stable random variance, covariances stop making sense. This and
other features of the Stable distributions often appear to make system identification prob-
lems intractable. However, the problem of estimating the ARMA parameters with Stable
innovations has been addressed in the literature. Since a Stable random variable has ‘in-
finite variance’, the covariation has often used instead of the correlation [38], [32]. In
[29] it is proposed for parameter estimation of MA processes with small orders (q ≤ 3)
and SαS innovations. In addition, the authors propose a robust method based on a new
spectral representation of impulsive environments: the α-Spectrum, and they prove the
blind identificability of any FIR channel with i.i.d. SαS input. However, consistency of
the sample estimate of the α-Spectrum, or the resulting (truncated) cepstral coefficients
was not established.

Results from the statistics literature show that the normalized correlations of linear
processes with infinite variance are well-behaved. [10], [31], [40] and [39] define and es-
timate normalized cumulants of linear processes with SαS innovations. They show that
suitably normalized correlations, moments, and cumulants of linear α-Stable processes can
be defined and the corresponding sample estimates converge to the true values in prob-
ability. Hence, having estimated the higher order statistics, one can use the usual model
fitting and diagnostic tools such as the Akaike Information Criterion or Yule-Walker esti-
mators. In the case of artificial data sets, the orders of the ARMA polynomials are known.
In a real data scenario, someone can either assume that orders are known or determine
the degrees of the two polynomials using cumulant-based techniques [16]. In the real data
example we provide here, we determine the orders as well.

In our case, where the innovations follow a standard positively skewed α-Stable dis-
tribution, the results are well-behaved as well. We shall see, basically via simulation, that
both the normalized sample autocorrelation function (ACF) and normalized cumulants
provide excellent tools for studying Stable time series. It is perhaps rather surprising that
although second and higher moments are infinite in the Stable case, the tools that are
used to from the Gaussian case are still available.

The overall implementation of the identification algorithm is summarized below (the
reader should also look at Figure 2): Denote {Xt, t = 1, . . . , N} the given time-series that
we plan to model.

– Estimate the following Stable parameters: the location parameter µ by taking the
sample mean of Xt, the scale σ and characteristic exponent α by using the McCulloch
estimator [30].

– Estimate the LRD parameter d by using the R/S method or any other unbiased
estimator for non-Gaussian series from [41].

– Select the length of the FARIMA(0, d, 0) filter, i.e., J = 1, 000. Calculate the impulse
response using the recursion relation (12).

– Remove the LRD by deconvolving the FARIMA(0, d, 0) filter coefficients out of Xt; Yt

is the resulting SRD signal.
– Using cumulant-based techniques on Yt, you estimate the orders of the ARMA poly-

nomials and the coefficients p and q of the ARMA(p, q) filter.
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4 Experimental Results and Simulations

In this section, we describe a way to generate Stable FARIMA data and examine the
performance of the three-step algorithm proposed in Section 3. We first use artificial
data, and then demonstrate the applicability of the Stable FARIMA model to real network
traffic.

4.1 Artificial Traffic

It is desirable to be able to generate synthetic data sequences that exhibit features of
measured real traffic, especially in simulation studies of resource allocation (for example,
in background traffic modeling, and in sensitivity studies of parameter estimates). Due to
its origins in time series analysis, the Stable FARIMA model can generate synthetic data
easily.

Because there is no known technique to generate an exact FARIMA in the Stable case,
we will approximate the infinite moving average (5) as follows, where J is finite:

Xt =
J

∑

j=0

ujǫt−j, t = 1, . . . , N. (14)

We have set J = 1, 000 in (14) and simulated Stable FARIMA(0, d, 0) series, passing the
totally skewed Stable innovations through the long memory filter HI(z). Here, we have
used the recursion relation (12) to obtain the impulse response of the filter, focusing on
long-range dependent processes, i.e., d > 0. The Stable innovations were obtained using
the version of the [9] algorithm described in [38]. We simulated time series of length
N = 10, 000.

Then, the generated fractionally differenced noise FARIMA(0, d, 0) was passed through
the following ARMA filters to generate the following artificial data traces:

Xt − 0.8Xt−1 + 0.7Xt−2 = ǫt (15)

Xt = ǫt + 0.5ǫt−1 − 0.3ǫt−2 (16)

Xt − 0.5Xt−1 = ǫt − 0.2ǫt−1 (17)

The procedure to generate artificial FARIMA(p, d, q) data points is summarized below
(the reader should also look at Figure 1):

– Generate N totally skewed Stable Stable i.i.d.s, i.e., ǫ ∼ Sα(σ, 1, µ)

– Select the length of the Long Memory filter, i.e., J = 1, 000. Calculate the impulse
response using the recursion relation (12).

– Generate fractionally differenced noise Yt by convolving the FARIMA(0, d, 0) filter
coefficients with the Stable innovations.

– Select the order and the coefficient of the ARMA(p, q) filter.

– Generate artificial FARIMA(p, d, q) data points Xt by passing Yt through the Short
Memory filter.
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Table 1. Mean and standard deviation (in parenthe-
sis) of 100 estimates of α using simulated time series:
FARIMA processes with H = 0.85 and totally skewed
Stable innovations

α FARIMA(2, d, 0) FARIMA(0, d, 2) FARIMA(1, d, 1)

α = 1.2 1.131 1.191 1.200

(0.0426) (0.0280) (0.0486)

α = 1.3 1.264 1.298 1.310

(0.0392) (0.0661) (0.0835)

α = 1.4 1.383 1.409 1.409

(0.0560) (0.0487) (0.0620)

α = 1.5 1.500 1.507 1.528

(0.0486) (0.0474) (0.0495)

α = 1.6 1.600 1.613 1.626

(0.0524) (0.0577) (0.0553)

α = 1.7 1.709 1.707 1.710

(0.0407) (0.0510) (0.0599)

α = 1.8 1.811 1.803 1.801

(0.0433) (0.0547) (0.1013)

α = 1.9 1.906 1.903 1.911

(0.0464) (0.0440) (0.0540)

Table 2. Mean and standard deviation (in parenthesis)
of 100 estimates of d using the R/S Method: Totally
skewed Stable innovations with α = 1.7 in FARIMA
processes

Model d = 0.1 d = 0.2 d = 0.3 d = 0.4

FARIMA 0.045 0.138 0.235 0.306

(2, d, 0) (0.0222) (0.0242) (0.0324) (0.0338)

FARIMA 0.108 0.195 0.267 0.313

(0, d, 2) (0.0238) (0.0256) (0.0324) (0.0341)

FARIMA 0.145 0.217 0.270 0.294

(1, d, 1) (0.0289) (0.0320) (0.0322) (0.0319)

4.2 Performance of the Proposed Three-Step Algorithm

A typical example of the precision of the McCulloch estimator of α is given in Table 1.
The mean and standard deviation of 100 estimates of α from 10,000 observations from
the three models with H = 0.85 are presented for various α. The effectiveness of the
estimator is clearly demonstrated, especially when α > 1.5. In addition, the estimator
performs better in the cases of the MA(2) and ARMA(1,1) filters than in the AR(2) case.

Table 2 gives the results of a study of the accuracy of the R/S method when totally
skewed Stable FARIMA(p, d, q) series are used. We have estimated the parameter d for
time series obtained from three different types of FARIMA models when α = 1.7, for
d = 0.1, 0.2, 0.3 and 0.4, assuming that the parameter α is known.

The estimator seems to be biased upward for small values of d and downward for large
values of d. The method is again more biased when FARIMA(2, d, 0) series are used. The
estimator is not extremely inaccurate and it should be used at least to get a rough idea of
LRD. Although the use of Stable innovations does not cause a great decline in accuracy
compared to the Gaussian case, other estimators should be also tested. For example,
according to [41], the periodogram method is perhaps the best of the graphical methods
for symmetric Stable FARIMA series. Table 3 shows the parameter estimates for the three
ARMA models and different values of α. We have estimated the normalized third- and
forth- order cumulants and estimated the parameters of the liner Stable processes. Notice
the excellent fit of the estimates for the three types of series, with few exceptions, e.g,
ARMA(1,1) driven by totally skewed Stable noise with α = 1.6.

Having considered the accuracy and effectiveness of the different methods used in
each isolated step, we have tested the overall performance of the algorithm, estimating
the vector of parameters (α, d,p,q). Tables 4, 5, 4.2 present the results of the three-

444



Table 3. Mean and standard deviation (in parenthesis) of 50 esti-
mates of polynomial coefficients using normalized cumulants (3rd
order): ARMA models with totally skewed Stable innovations

AR(2) MA(2) ARMA(1,1)

α φ1 = −0.8,φ2 = 0.7 θ1 = 0.5,θ2 = −0.3 φ1 = −0.5,θ1 = −0.2

1.1 -0.800, 0.701 0.509, -0.300 -0.499, -0.198

(0.0044),(0.0028) (0.0367),(0.0068) (0.0083),(0.0199)

1.2 -0.800,0.700 0.496, -0.300 -0.507,-0.208

(0.0039),(0.0060) (0.0164),(0.0088) (0.0625),(0.0587)

1.3 -0.800,0.701 0.500, -0.302 -0.502,-0.197

(0.0054),(0.0059) (0.0176),(0.0102) (0.0201),(0.0153)

1.4 -0.799,0.699 0.496,-0.301 -0.499,-0.198

(0.0050),(0.0074) (0.0226),(0.0114) (0.0033),(0.0087)

1.5 -0.801,0.701 0.494,-0.298 -0.498,-0.195

(0.0063),(0.0073) (0.0433),(0.0174) (0.0036),(0.0056)

1.6 -0.801,0.702 0.504,-0.300 -0.496,-0.245

(0.0185),(0.0124) (0.0370),(0.0088) (0.0099),(0.3219)

1.7 -0.799,0.700 0.496,-0.299 -0.497,-0.214

(0.0136),(0.0111) (0.0381),(0.0122) (0.0068),(0.0948)

1.8 -0.803,0.706 0.498,-0.295 -0.513,-0.209

(0.0114),(0.0156) (0.0546),(0.0189) (0.0686),(0.0693)

1.9 -0.795,0.705 0.515,-0.299 -0.501,-0.199

(0.0182),(0.0209) (0.0742),(0.0257) (0.0193),(0.0186)

Table 4. Mean and standard deviation (in
parenthesis) of 50 estimates of parameters us-
ing the proposed algorithm: FARIMA(2,d,0)
process with H = 0.85 (d = 0.85 − 1/α) and
totally skewed Stable innovations

φ1 = −0.8

φ2 = 0.7 α̂ d̂ φ̂1 φ̂2

α = 1.2 1.120 -0.004 -0.814 0.699

d = 0.0167 (0.0403) (0.0165) (0.0107) (0.0059)

α = 1.3 1.257 0.024 -0.837 0.696

d = 0.0808 (0.0415) (0.0225) (0.0152) (0.0046)

α = 1.4 1.378 0.072 -0.841 0.696

d = 0.1357 (0.0517) (0.0250) (0.0167) (0.0047)

α = 1.5 1.485 0.118 -0.843 0.695

d = 0.1833 (0.0748) (0.0246) (0.0167) (0.0060)

α = 1.6 1.617 0.163 -0.838 0.692

d = 0.2250 (0.0347) (0.0220) (0.0162) (0.0106)

α = 1.7 1.697 0.192 -0.844 0.695

d = 0.2618 (0.0382) (0.0271) (0.0199) (0.0101)

α = 1.8 1.802 0.231 -0.840 0.697

d = 0.2944 (0.0674) (0.0327) (0.0248) (0.0096)

α = 1.9 1.904 0.260 -0.839 0.694

d = 0.3237 (0.0458) (0.0334) (0.0334) (0.0205)

step algorithm for the FARIMA(2,d,0), FARIMA(0,d,2) and FARIMA(1,d,1) respectively,
combining the estimation of the parameter d first and the lag parameters after.

In conclusion, we have proposed and tested an identification (parameter estimation)
algorithm for totally skewed Stable FARIMA processes. The algorithm performs well in
all cases we considered.

4.3 TCP WAN Traffic

Although the purpose of this paper is not to identify the superiority of a Stable FARIMA
model relative to the numerous traffic models in the literature, we have performed a
preliminary investigation in the case of wide area network (WAN) TCP/IP traffic. We
used the TCP packets from a two-hour trace of all the wide-area TCP traffic between the
Lawrence Berkeley Laboratory (LBL) and the rest of the world. (This trace, made by Vern
Paxson, is available from the Internet Traffic Archive 3 and corresponds to LBL-PKT-3
in [36]). The timestamps on the packets have millisecond precision; the original trace has
been modified by breaking it into 50 ms blocks (study of fine timescales). We expressed
the trace in terms of number of packets per time unit (one can also measure and model
the number of bytes per time unit). This data set is widely used, and as Figures 3 and 5
show, it is highly “spiky”, i.e., non-Gaussian, with a slowly decaying normalized sample
ACF.

Applying the Stable FARIMA model to the LBL-TCP-3 traffic trace and following our
algorithm step by step, we obtained the following fitted parameters: First, we estimated
the index of stability of the innovations as α=1.86. Knowing α, we proceeded to the

3 http://ita.ee.lbl.gov/
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Table 5. Mean and standard deviation (in parenthe-
sis) of 50 estimates of parameters using the proposed
algorithm: FARIMA(0,d,2) process with H = 0.85 (d =
0.85 − 1/α) and totally skewed Stable innovations

θ1 = 0.5

θ2 = −0.3 α̂ d̂ θ̂1 θ̂2

α = 1.2 1.199 0.034 0.477 -0.313

d = 0.0167 (0.0313) (0.0180) (0.0287) (0.0180)

α = 1.3 1.301 0.078 0.507 -0.299

d = 0.0808 (0.0378) (0.0233) (0.0347) (0.0251)

α = 1.4 1.406 0.125 0.505 -0.287

d = 0.1357 (0.0441) (0.0200) (0.1298) (0.0268)

α = 1.5 1.505 0.172 0.519 -0.291

d = 0.1833 (0.1008) (0.0320) (0.0551) (0.0283)

α = 1.6 1.605 0.215 0.510 -0.287

d = 0.2250 (0.0864) (0.0297) (0.0497) (0.0300)

α = 1.7 1.710 0.244 0.531 -0.284

d = 0.2618 (0.0387) (0.0235) (0.0581) (0.0251)

α = 1.8 1.795 0.270 0.544 -0.273

d = 0.2944 (0.0704) (0.0286) (0.1159) (0.0358)

α = 1.9 1.895 0.291 0.587 -0.265

d = 0.3237 (0.0424) (0.0326) (0.2511) (0.0471)

Table 6. Mean and standard deviation (in parenthe-
sis) of 50 estimates of parameters using the proposed
algorithm: FARIMA(1,d,1) process with H = 0.85 (d =
0.85 − 1/α) and totally skewed Stable innovations

φ1 = −0.5

θ1 = −0.2 α̂ d̂ φ̂1 θ̂1

α = 1.2 1.215 0.071 -0.434 -0.259

d = 0.0167 (0.0311) (0.0176) (0.0246) (0.0211)

α = 1.3 1.315 0.117 -0.463 -0.281

d = 0.0808 (0.0411) (0.0239) (0.0413) (0.0279)

α = 1.4 1.411 0.156 -0.477 -0.298

d = 0.1357 (0.0441) (0.0309) (0.0447) (0.0359)

α = 1.5 1.498 0.195 -0.488 -0.313

d = 0.1833 (0.1039) (0.0297) (0.0478) (0.0377)

α = 1.6 1.602 0.218 -0.505 -0.331

d = 0.2250 (0.0645) (0.0272) (0.0453) (0.0325)

α = 1.7 1.683 0.255 -0.500 -0.330

d = 0.2618 (0.1246) (0.0290) (0.0382) (0.0356)

α = 1.8 1.796 0.279 -0.503 -0.339

d = 0.2944 (0.1509) (0.0333) (0.0500) (0.0417)

α = 1.9 1.904 0.312 -0.504 -0.336

d = 0.3237 (0.0670) (0.0315) (0.0725) (0.0419)

estimation of the Hurst parameter. In Figure 4 the slope of the regression line (the center
line) should give the fractality parameter of the data set. According to [41], the slope
should equal d+ 1

2
= H− 1

α
+ 1

2
, i.e., H = 0.85. After having passed the signal through the

long memory removal filter, we are dealing with the cumulant-based order determination
and parametric estimation problem for ARMA processes. In the LBL-TCP-3 case, we
obtained the a forth order AR processes as the best fit, with parameters [1, -0.058, 0.013,
0.038, -0.058]. Notice that the value of H indicates strong dependence, the value of α is
less that 2 which recommends non-Gaussianity, and there is also a SRD component in the
process.

Synthetic traffic was generated by the Stable FARIMA model using different AR co-
effcients and the proposed procedure in subsection 4.1. Traffic generated by the Stable
self-similar model in [22], was also generated. Notice that both models (the one based on
the FARIMA process and other on the LFSM process) are Stable and LRD. However,
Stable FARIMA can better capture the SRD component of the signal. For evidence of
short-range dependence we should look at normalized sample ACFs.

Figures 5 and 6 depict plots of the normalized ACF of the real traffic and correspond-
ing plots for the artificial data, for small and large lags. Visual inspection of Figure 5
suggests that the rate of decay of the normalized ACK of the real traffic is slow and well
approximated by those of the artificial data. However, for short lags, the ACF of the
real data is better approximated by the corresponding part of the ACF of the FARIMA
data series, as Figure 6 shows. It is interesting to observe that the greater the number of
coeffients you use for the ARMA part, the better you approximate the normalized ACK
of the real traffic (e.g., with AR(10) you capture the structure of the ACF of the real data
series up the tenth lag, with AR(20) up to the twentieth etc.).
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Although the goodness of fit of the autocorrelation function is only visual, it shows
the clear advantage of the Stable FARIMA model compared to the existing Stable models
that can capture only the LRD component of the signal. However, in order to show the
superiority of the Stable FARIMA model over other traffic models, e.g., Gaussian, non-
Gaussian, Markovian, self-similar, etc., a more detailed study is required that involves
real traffic measurements as well. A study like this, is above the scope of our research.

5 Summary and Conclusions

There is a large number of traffic models in the literature that have been proposed for
effective network traffic characterization. Lately, self-similar type of models, even in a
non-Gaussian setting, gain significant momentum. There is also empirical evidence that
models capable to capture both short and long memories might be more suitable for
specific applications, e.g. broadband network traffic, video traffic, etc.

In this paper we focus on Stable FARIMA processes, since they can incorporate full cor-
relation structure and heavy-tailness in a parsimonious manner. Therefore, it is expected
that Stable FARIMA models could capture more characteristics of real traffic, unlike the
limited traditional SRD Markovian models, the popular Gaussian LRD models, e.g., the
FBM, and other Stable models which cannot capture SRD, e.g., the LFSM.

For that matter, we propose a novel algorithm which simplifies the fitting procedure,
based on a filter identification problem for totally skewed Stable innovations. This three-
step algorithm performed very well estimating the parameters of several artificial data
sets. An application of this algorithm to real TCP WAN data is also included here. In
conclusion, if the network engineers decide to base their decisions on the assumption that a
Stable FARIMA could serve as an effective traffic model, then our proposed methodology
can accurately estimate model parameters based on real-time measurements and reduce
simulation time of artificial data sets.
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tion and Its Application to Network Traffic Modeling. Computer Networks, Vol. 40,
pp. 363–375, 2002.

26. W.E. Leland, M.S. Taqqu, W. Willinger, and D.V. Wilson. On the Self-similar Nature
of Ethernet Traffic (Extended Version). IEEE/ACM Trans. on Networking, Vol. 2, pp.
1–15, 1994.

27. W.K. Li and A.I. McLeod. Fractional Time Series Modelling. Biometrika, Vol. 73, pp.
217–212, 1986.

28. J. Liu, O. Yang, Y. Shu, F. Xue, and L. Zhang. Traffic Modeling Based on FARIMA
Models. In Proc. IEEE CCECE’99, pp. 162–167, 1999.

29. X. Ma and C.L. Nikias. Parameter Estimation and Blind Channel Identification in
Impulsive Signal Environments. IEEE Trans. Sig. Proc., Vol. 43, pp. 2884–2897, 1995.

30. J.H. McCulloch. Simple Consistent Estimators of Stable Distribution Parameters.
Commun. Stat. - Simul., Vol. 15, pp. 1109–1136, 1986.

449



31. T. Mikosch, T. Gadrich, T. Kluppelberg, and R. J. Adler. Parameter Estimation for
ARMA Models with Infinite Variance Innovations. The Annals of Statistics, Vol. 23,
pp. 305–326, 1995.

32. C.L. Nikias and M. Shao. Signal Processing with Alpha-Stable Distributions and Ap-
plications. Wiley, 1995.

33. K. Nagarajan and G.T. Zhou. Modeling the Short and Long Memories of VBR Video
Streams. Proc. Intl. Workshop on Applications of Heavy Tailed Distributions in Eco-
nomics, Engineering and Statistics, Washington, DC, June 1999.

34. I. Norros. A Storage Model with Self-Similar Input. Queuing Systems, Vol. 16, pp.
387–396, 1994.

35. K. Park and W. Willinger. Self-Similar Network Traffic and Performance Evaluation.
Wiley, 2000.

36. V. Paxson and S. Floyd. Wide-Area Traffic: The Failure of Poisson Modeling.
IEEE/ACM Trans. on Networking, Vol.3, pp. 226–244, 1995.

37. S.I. Resnick. Heavy Tail Modeling and Teletraffic Data. The Annals of Statistics, Vol.
25, pp. 1805–1869, 1997.

38. G. Samorodnitsky and M.S. Taqqu. Stable Non-Gaussian Random Processes: Stochas-
tic Models with Infinite Variance. London, UK: Chapman and Hall, 1994.

39. A. Swami and B. Sadler. Parameter Estimation for Linear Alpha-Stable Processes.
IEEE Trans. Signal Proc. Lett., Vol. 5, pp. 48–50, 1998.

40. A. Swami. On Some Parameter Estimation Problems in Alpha-Stable Processes. In
Proc. ICASSP’97, pp. 3541–3544, 1997.

41. M.S. Taqqu and V. Teverovsky. On Estimating the Intensity of Long-Range Depen-
dence in Finite and Infinite Variance Time Series. In A Practical Guide to Heavy
Tails: Statistical techniques and Applications, pp. 177–217. R.J. Adler, R.E. Feldman
and M.S. Taqqu, Editors. Birkhauser, Boston, 1998.

42. C. W. Therrien. Discrete Random Signals and Statistical Signal Processing. Prentice-
Hall, 1992.

43. W. Willinger and V. Paxson. Where Mathematics meets the Internet. Notices of the
American Mathematical Society, Vol.45, pp. 961–970, 1998.

450


