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Abstract. Obtaining (tail) probabilities from a transform function is an important topic
in queueing theory. To obtain these probabilities in discrete-time queueing systems, we
have to invert probability generating functions, since most important distributions in
discrete-time queueing systems can be determined in the form of generating functions. In
this paper, we analyze the tail behavior of two particular random variables in priority
queueing systems, by means of the dominant pole approximation. We show that obtain-
ing this tail behavior can be complex and that the obtained tail probabilities are not
necessarily exponential (as in most queueing systems). Further, we show the impact and
significance of the various system parameters for the type of tail behavior. Finally, we
compare our approximation results with simulations.
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1 Introduction

Many probability distributions of interest in (discrete-time) queueing systems can be
determined in the form of probability generating functions (pgf’s). It is widely recognized
that pgf’s are very useful to extract numerical results, e.g., to calculate moments. However,
a seeming disadvantage of working with pgf’s is that it is not always easy to explicitly
calculate corresponding probability mass functions (pmf’s). Often, we are only interested
in the (asymptotic behavior of) tail probabilities (pmf for larger values), because these
tail probabilities typically represent the ’exceptional’ situations in a queueing system (or
more generally, a communication network), of which we want to estimate the frequency of
behavior. E.g. the probability that the delay is larger than a given value N or the packet
loss are examples of interesting performance measures for which the calculation of the tail
probability is usually sufficient.
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Exact theoterical solutions for this inversion problem make use of the probability gen-
erating property of pgf’s or use the residue theory, but are often quite unpractical. As
a consequence, several numerical techniques and/or approximate analytic solution tech-
niques have been proposed in the literature. For instance, in [1] and [2], the authors
investigate a Fourier-series method for numerically inverting transforms of probability dis-
tributions. With regard to numerical implementation, this method is quite attractive. Dis-
advantages of this approach are possible problems with underflow in the calculations and
the choice of efficient parameters.

Approximate solution techniques are used in e.g. [3] and [5]. In [3], the authors use
the Reduced Service Rate (RSR) approximation, while in [5], the Bahadur-Rao approach
is employed. In this paper, we use the dominant-singularity approximation. It is widely
known (see e.g. [4]), that the pmf x(n) of a discrete variable X is - for high n - domi-
nated by the contribution of the singularity of the corresponding pgf, with the smallest
absolute value. This dominant singularity is necessarily positive real and larger than 1. In
traditional single-class queueing systems with a FIFO scheduling discipline, the pgf’s of
the system quantities usually have the same type of dominant singularity, i.e., a simple
pole with multiplicity 1. This leads to the well-known geometric (or exponential) behavior
x(n) = Kz−n with z the “smallest” pole of the corresponding pgf. In e.g. priority queueing
systems however, several singularities may play a role. In other words, the pgf has several
singularities on the positive real axis which can all dominate. It then depends on the
system parameters which singularity is dominant. Furthermore, tail probabilities are not
necessarily exponential, but can also be non-exponential. In this paper, we analyze the
tail behavior of two particular random variables in priority queueing systems, whereby
several singularities may exist and each of them may dominate, depending on the values
of the various system parameters. We derive expressions for the tail probabilities and
we show that non-exponential tail probabilities may occur. Finally, we also compare our
approximations with simulations to validate the dominant singularity approximations.

2 The total system contents of a HOL priority queue

2.1 Preliminaries

First, we concentrate on the total system contents of a single-server, two-class priority
queueing system with an arrival process which is characterized by the joint pgf A(z1, z2)
and the marginal pgf’s AT (z) = A(z, z), A1(z) = A(z, 1) and A2(z) = A(1, z) (with λj

the arrival rate of class j). The waiting room is of infinite capacity and the service times
are generally distributed (with Sj(z) the pgf of the service times of class j packets and µj

the mean service time of a class j packet). Arriving packets are scheduled according to a
non-preemptive priority scheduling discipline, where class 1 packets are assumed to have
priority over class 2 packets. The pgf of the total system contents (i.e., of class 1 and class
2) has been derived in [9] and is given by

UT (z) =
(1 − ρT )(z − 1)

(z − S1(AT (z)))(z − S2(A(Y (z), z)))(AT (z) − 1)

× [S1(AT (z))(z − S2(A(Y (z), z)))(AT (z) − 1)

+z(A(Y (z), z) − 1)(S2(AT (z)) − S1(AT (z)))] , (1)
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Fig. 1. Solutions of x − S1(A(x, z)) = 0

where ρT , ρ1 + ρ2 = λ1µ1 + λ2µ2 denotes the total load and where Y (z) is the so-
lution of x − S1(A(x, z)) = 0 with |x| < 1 if |z| < 1 and is thus implicitly defined as
S1(A(Y (z), z)). We assume in the remainder that the pgf’s AT (z), Aj(z) and Sj(z) (j =
1, 2) and their derivatives go to infinity for z equal to their radii of convergence or for z →
∞. Note that this includes all ’usual’ arrival and service processes, except e.g. processes
with a long tail. For the numerical examples in this section, we use a two-dimensional bi-
nomial arrival process, with joint pgf A(z1, z2) = (1−λ1(1−z1)/N−λ2(1−z2)/N)N (with
N = 16) and deterministic service times, with pgf Sj(z) = zµj . It should be noted that
most figures serve only as an illustration to show that the values of the system parameters
play a role in the existence, and thus also in the dominance, of the possible singularities.

It is obvious that the derivation of the tail behavior of the total system contents is
not straightforward, since it is not a priori clear from expression (1) which singularity of
UT (z) is dominant. Several singularities may play a role, namely the dominant positive
real (> 1) zeros of z − S1(AT (z)) - denoted by sT - and of z − S2(A(Y (z), z)) - denoted
by sL. Furthermore, the tail behavior of the total system contents may also be influenced
by the dominant singularity of the function Y (z) - denoted by sB. We first take a closer
look at this function on the positive real axis.

2.2 Singularity sB

As z increases along the positive real axis, a branch point sB will be encountered in Y (z)
where Y ′(z) → ∞ (see e.g. [7] for a similar case). For values of z beyond that point, Y (z)
is no longer properly defined. However, a second real and positive solution Y ∗(z) of the
functional equation x − S1(A(x, z)) = 0, which is real and positive for z real, exists and
it decreases as z increases (see Figure 1). Both solutions coincide for z = sB. sB is the
solution of

{

Y (sB) = S1(A(Y (sB), sB))
Y ′(sB) → ∞ ⇒

{

Y (sB) − S1(A(Y (sB), sB)) = 0
S ′

1(A(Y (sB), sB))A(1)(Y (sB), sB) = 1
. (2)

Note that Y ′(sB) is infinite but that Y (sB) remains finite. Applying the results of [6], one
can show that in the neighbourhood of sB, Y (z) is approximately given by

Y (z) ≈ Y (sB) − KY (sB − z)1/2, (3)
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Fig. 2. The singularity sT

with KY =

√

2A(2)(Y (sB), sB)

S ′′

1 (A(Y (sB), sB))(A(1)(Y (sB), sB))3 + A(11)(Y (sB), sB))
, which is found by

substituting z = sB in expression (3) and by using the definition of Y (z). Since Y (z)
appears in the expression of UT (z), sB is also a singularity of UT (z), and may thus play
a role in the tail behavior of the total system contents.

2.3 Singularity sT

A second potential singularity sT of UT (z) on the real positive axis (> 1) is given by the
zero of z − S1(AT (z)). We will show that sT is however not always a singularity.

Since sT is a zero of z−S1(A(z, z)), it is easily seen that (x, z) = (sT , sT ) is a solution
of x−S1(A(x, z)) = 0. As a consequence, sT has to be smaller than sB, since this equation
has no solution for z > sB (see previous subsection). Furthermore, we have shown in the
previous paragraph that the equation x − S1(A(x, z)) = 0 has 2 possible real solutions
- namely (Y (z), z) and (Y ∗(z), z) - for z < sB positive real. Therefore, sT = Y (sT ) or
sT = Y ∗(sT ), depending on the pgf S1(AT (z)). Both cases are illustrated in Figure 2,
where the functions Y (z), Y ∗(z), z and S1(AT (z)) are shown. Note that sT = Y (sT ) if
sT < Y (sB) and sT = Y ∗(sT ) if sT > Y (sB). It is now easily verified that in the case that
sT = Y (sT ), sT is also a zero of the numerator of UT (z) (see expression (1)) and that it
is thus not a singularity of UT (z). If sT = Y ∗(sT ) on the other hand, sT is not a zero of
the numerator and thus indeed a (potential dominant) singularity.

So, summarizing, three cases are possible for sT : sT = Y (sT ) < Y (sB), sT = Y (sB) (in
which case the branch point sB and sT coincide, see further) and sT = Y ∗(sT ) > Y (sB). sT

is a singularity in the second and third case.

2.4 Singularity sL

A third potential singularity sL of UT (z) is given by the (dominant) solution of z −
S2(A(Y (z), z)) = 0, on the positive real axis. Note that since Y (z) appears in this equation
and since Y (z) does not exist for z > sB, this possible solution sL has to be smaller
than sB. If we transform the latter equation into a system of two equations, namely
z − S2(A(x, z)) = 0 and x = Y (z), then it is obvious that (Y (sL), sL) can be a solution
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Fig. 4. Regions for tail behavior as a function of the load of both classes

of this system (see Figure 3a.). However, this system does not always have a solution, in
which case sL does not exist. This can be seen in Figure 3b., where the function x = Y (z)
does not cut the function z − S2(A(x, z)) for x, z > 1. In summary, three possible cases
can occur for the singularity sL: sL exists and sL < sB, sL exists and sL = sB or sL does
not exist. Finally, the singularities sL and sT mutually behave in three manners (if they
both exist): sL < sT , sL = sT and sL > sT .

2.5 Bringing everything together

Summarizing, the tail behavior of UT (z) is characterized by sB, sT or sL, depending on
which singularity is dominant. In case of a two-dimensional binomial arrival process and
deterministic service times, the curves in Figures 4a. and 4b. show for which combination
of class 1 and class 2 loads, sT = Y (sB) (i.e., sT and sB coincide), sL = sB (i.e., sL and
sB coincide) and sL = sT (i.e., sL and sT coincide), when µ1 = 2, µ2 = 4 and µ1 = 4,
µ2 = 2 respectively. The curve sT = Y (sB) represents the following: above the curve
sT = Y (sT ) < Y (sB), while below the curve sT = Y ∗(sT ) > Y (sB). Or, in other words,
below this curve, sT is a potential dominant singularity, while above the curve, sT is not
a singularity (see subsection 2.3). The curve sL = sB can be interpreted in a similar way:
below this curve, sL does not exist, while above the curve, it does. Finally, below the
curve sL = sT , sT < sL, while above the curve, sT > sL. Note that in the area above the
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linear line (defined by ρ1 + ρ2 = 1), the total load is larger than 1, and as a result, the
system becomes unstable.

It can be easily seen that these curves split the (ρ1, ρ2)-space in several regions. In each
region, one particular singularity is dominant, depending on which singularity (of those
who exist in that region) has the smallest value. On the curves, singularities coincide. By
observing the values of the several existing singularities in a certain region, one can easily
determine which singularity is dominant in that particalur region. For instance, when
µ1 = 2 and µ2 = 4, only two singularities play a role in the tail behavior of UT (z): sT

and sL (see Figure 4a.). sB is thus never dominant in this case. When µ1 = 4 and µ2 = 2,
the singularity sB can also be dominant (see Figure 4b.). Note furthermore that other
distributions of the arrival and service processes yield other tail behaviors. So, the values
of all system parameters play a role in the dominance of the possible singularities and
thus in the tail behavior of the total system contents.

2.6 Tail behavior

Summarizing, 7 cases may occur: sT is dominant, sL is dominant, sL = sT is dominant, sB

is dominant, sT = sB is dominant, sL = sB is dominant or sT = sL = sB is dominant. Since
the behavior of UT (z) in its dominant singularity is important for the calculation of the
tail probabilities, we will first look into this behavior for all cases. At the end of this
subsection, we then derive the expressions of the tail probabilities. In the first case, the
singularity sT is dominant. We can easily see that this singularity is a pole with multiplicity
1 (since the first derivative of UT (z) does not go to infinity for z → sT ). As a consequence,

UT (z) ≈ K
(1)
T

sT − z
, for z → sT . K

(1)
T can be obtained by calculating lim

z→sT

UT (z)(sT − z):

K
(1)
T =







(1 − ρT )(sT − 1)sT

[

(sT − S2(A(Y (sT ), sT )))(AT (sT ) − 1)

+(A(Y (sT ), sT ) − 1)(S2(AT (sT )) − S1(AT (sT )))
]







(sT − S2(A(Y (sT ), sT )))(AT (sT ) − 1)(S ′

1(AT (sT ))A′

T (sT ) − 1)
.

In the second case, the pole sL, which has also multiplicity 1, is dominant and thus

a similar behavior of UT (z) can be found as in the first case, i.e., UT (z) ≈ K
(2)
T

sL − z
, for

z → sL. Consequently, K
(2)
T can be obtained in a similar way as K

(1)
T . From here on, we

will call this type of behavior behavior A, for convenience.

In the third case, the poles sL and sT coincide. We can easily verify that this leads to

a dominant pole with multiplicity 2 and thus UT (z) ≈ K
(3)
T

(sL − z)2
, for z → sL = sT . K

(3)
T

can also be obtained in a similar way as K
(1)
T . We denote this behavior by behavior B.
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In the fourth case, the branch point sB is dominant. We first study the behavior of
UT (z) in the neighbourhood of sB. Using expression (3) in (1), yields

UT (z) ≈ (1 − ρT )



























































(z − 1)

[

S1(AT (z))(AT (z) − 1)
(

z − S2(A(Y (sB), sB))

+KY S ′

2(A(Y (sB), sB))A(1)(Y (sB), sB)(sB − z)1/2
)

+z (S2(AT (z)) − S1(AT (z)))

×
(

A(Y (sB), sB) − KY A(1)(Y (sB), sB)(sB − z)1/2 − 1
)

]

×
(

z − S2(A(Y (sB), sB))

+KY S ′

2(A(Y (sB), sB))A(1)(Y (sB), sB)(sB − z)1/2
)

































































(z − S1(AT (z)))(AT (z) − 1)
(

(z − S2(A(Y (sB), sB)))2

−K2
Y S ′

2(A(Y (sB), sB))2A(1)(Y (sB), sB)2(sB − z)
)







.

This expression leads to UT (z) ≈ UT (sB) − K
(4)
T (sB − z)1/2, for z → sB, with

K
(4)
T =

{

(1 − ρT )KY (sB − 1)sB(S2(AT (sB)) − S1(AT (sB)))A(1)(Y (sB), sB)

×
(

sB − S2(A(Y (sB), sB)) + (A(Y (sB), sB) − 1)S ′

2(A(Y (sB), sB))
)

}

(sB − S1(AT (sB)))(AT (sB) − 1)(sB − S2(A(Y (sB), sB)))2
.

We denote this behavior by behavior C.
In the fifth case, sT and sB coincide. Again, we study the behavior of UT (z) in the

neighbourhood of this dominant singularity by substituting expression (3) in (1). This

leads to UT (z) ≈ K
(5)
T

(sB − z)1/2
in the neighbourhood of its dominant singularity, with

K
(5)
T =

{

(1 − ρT )(sB − 1)KY A(1)(Y (sB), sB)

×
(

sBS ′

2(A(Y (sB), sB)(AT (sB) − 1) − sB(S2(AT (sB)) − sB)
)

}

(sB − S2(AT (sB)))(AT (sB) − 1)(S ′

1(AT (sB))A′

T (sB) − 1)
, (4)

where we have also used the fact that Y (sB) = sB (since sT = Y (sT )(= Y ∗(sT )) when
sT = sB). We denote this type of behavior by behavior D.

In the sixth case, sL and sB coincide. Studying the behavior of UT (z) in the neigh-
bourhood of its dominant singularity yields a similar behavior of UT (z) as in the previous

case. This means that UT (z) ≈ K
(6)
T

(sB − z)1/2
, with K

(6)
T obtained in a similar way as K

(5)
T .

Finally, in the seventh case, all singularities coincide. Substituting expression (3) in (1),

leads surprisingly to UT (z) ≈ K
(7)
T

sB − z
in the neighbourhood of its dominant singularity,

with K
(7)
T =

(1 − ρT )(sB − 1)S1(AT (sB))

S ′

1(AT (sB))A′

T (sB) − 1
. So, we find a similar behavior as in the first

and second case (i.e., behavior A). Note that in the numerical example of Figure 4, the
case that all singularities coincide, does not occur. However, we can show that this case
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Fig. 5. Tail behavior of UT (z) for some combinations of class 1 and class 2 loads

can occur when the service times are geometrically distributed, but it would lead us to
far to go deeper into detail here.

Summarizing, we have expressions for the behavior of UT (z) in its dominant singularity
for all possible cases, and we have encountered 4 different behaviors. Using Darboux’s
theorem (see Appendix A), we find the tail probabilities for the 4 different cases:

uT (n) , Prob[uT = n] ≈



































K∗

T s−n−1
∗

behavior A
K∗

T (n + 1)s−n−2
∗

behavior B
K∗

T n−3/2s−n
∗

2
√

π/s∗
behavior C

K∗

T n−1/2s−n
∗√

πs∗
behavior D

, (5)

with s∗ and K∗

T general notations for the dominant singularity and the K
(i)
T ’s (i =

1, · · · , 7). Behavior A constitutes a typical geometric (exponential) behavior - as en-
countered in many queueing studies - while the others are clearly of a non-geometric
(non-exponential) nature.

Figures 5a. and 5b. show the tail behavior of UT (z) for the (ρ1, ρ2)-combinations in-
dicated by the marks in Figures 4a. and 4b. respectively, when µ1 = 2 and µ2 = 4 and
µ1 = 4 and µ2 = 2. Note that the capital letter next to a (ρ1, ρ2)-combination in the
legend of Figures 5a. and 5b., indicates the type of behavior (A, B, C or D) to which that
particular combination belongs. Further, we have compared our approximations with sim-
ulation results (marks in Figures 5a. and 5b.). The figures show that the approximations
of behavior A, B en D are excellent while the approximations of behavior C are more than
satisfactory.

3 The delay of the low-priority class in a HOL-PJ queue

The packet delay of a class 2 packet in a single-server, two-class priority queueing system
with the same arrival process and infinite waiting room, with deterministic service times
equal to 1 slot and influenced by a jumping process, shows an identical (complexity in the)
tail behavior. The jumping process works as follows: class 2 packets, which are initially
stored in the low-priority queue, jump with a probability β to the high-priority queue at
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the end of each slot, in which arriving class 1 packets are queued. This queueing system
has been analyzed in [8] and the pgf of the packet delay of a class 2 packet is given by

D2(z) =
β(1 − λT )

λ2

z(AT (z) − A1(z))(V0(z) − AT (V0(z)))

(z − AT (z))(1 − (1 − β)A1(z))(V0(z) − AT (V0(z)))

+
(1 − β)(1 − λT )

λ2

z(AT (V0(z)) − A1(V0(z)))(1 − A1(z))(z − AT (z))

(z − AT (z))(V0(z) − AT (V0(z)))(1 − (1 − β)A1(z))
, (6)

where λT = λ1 +λ2 denotes the total arrival rate and where V0(z) is a solution of x− (1−
β)zA1(x) = 0 with |x| < 1 if |z| < 1 and is thus implicitly given by (1 − β)zA1(V0(z)).

As for UT (z) in the previous section, it is not a priori clear what the dominant singu-
larity is of D2(z). This is, in the first place, due to the occurence of the function V0(z),
which is only implicitly known and which shows a similar behavior as Y (z) (see previous
section). As a consequence, V0(z) has a branch point dB, and since V0(z) also appears
in the expression of D2(z), dB is also a singularity of D2(z). Furthermore, several other
singularities may play a role in the tail behavior: the respective zeros of z − AT (z) - de-
noted by dT - of V0(z) − AT (V0(z)) - denoted by dV - and of 1 − (1 − β)A1(z) - denoted
by dH . In a similar way as for UT (z) in the previous section, we can show that all system
parameters (in this case, the arrival process and the jumping probability β) play a role
in which singularity is dominant and thus in the tail behavior of D2(z). Tail probabilities
are calculated in the same way as in section 2. Since the calculations and the eventually
obtained expressions of the tail probabilities are similar to those in section 2 (and because
of the page limit), we will not go in further detail in this section. This second example
shows however that these complex tail behavior situations may occur in several (priority)
queueing studies.

4 Conclusions

In this paper, we have shown that the tail behavior in (priority) queueing systems may
differ from the tail behavior in traditional (FIFO) queueing systems. For instance, non-
exponential tail behavior occurs in priority queueing systems, where the tail behavior
in traditional systems is geometric. By means of the dominant pole approximation, we
have analyzed the tail behavior of two particular variables in priority queueing systems,
whereby we have shown that several singularities may play a role. Indeed, depending on
the values of the various system parameters, several singularities exist and they can each
be dominant, which makes studying the tail behavior much more complicated than in
traditional queueing systems. Expressions of the tail probabilities are found. Once the
value of the dominant singularity is calculated, these expressions are easy to evaluate,
which makes them extremely suitable to study these queueing systems. We have also
compared our approximations with simulations, and we have shown that the obtained
results are excellent.
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Appendix A: Darboux’s Theorem

Theorem 1.1 Suppose X(z) =
∑

∞

n=0 x(n)zn with positive real coefficients x(n) is analytic
near 0 and has only algebraic singularities αk on its circle of convergence |z| = R, in other
words, in a neighbourhood of αk we have

X(z) ∼ (1 − z

αk

)−ωkGk(z), (7)

where ωk 6= 0,−1,−2, . . . and Gk(z) denotes a nonzero analytic function near αk. Let
ω = maxkRe(ωk) denote the maximum of the real parts of the ωk. Then we have

x(n) =
∑

j

Gj(αj)

Γ (ωj)
nωj−1α−n

j + o(nω−1R−n), (8)

with the sum taken over all j with Re(ωj) = ω and Γ (ω) the Gamma-function of ω (with
Γ (n) = (n − 1)! for n discrete).
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