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Abstract. One of the weaknesses in conventional routing management is that it bases
on given and often ”worst case” traffic matrices. Imprecision in a single element of the
traffic matrix could result in inefficient routing decisions and unpredictable performance
forecast errors. As the number of communication endpoints and diverse applications grows
increasingly, the task to accurately forecast demands is becoming more and more difficult.
Therefore, explicitly including traffic variations when making long-term network planning
decisions as well as medium-term network provisioning policies has recently attracted
much attention. In this paper, we consider an offline traffic engineering (TE) problem in IP
networks for partially uncertain demands to address a situation where traffic is composed
of both fixed and uncertain parts. This model is particularly appropriate for dealing with
two different types of demands simultaneously i.e. (i) the fixed part of demands that have
to be guaranteed according to some service level agreements; and (ii) the uncertain part
of demands that vary over time. The proposed model improves efficiency compared to the
case where all traffic is considered as uncertain, while still allowing traffic variations. We
present several computational results for both multiple and unique shortest path routing,
which show the benefits of our model.
Keywords: routing, traffic engineering, demand uncertainty, IGP, IP networks.

1 INTRODUCTION

Due to the increasing number of communication endpoints and diverse services, the need
for a more robust and flexible routing management in IP networks is becoming an urgent
issue. Most classical planning approaches are based on a given traffic matrix and thus
require precise forecast of traffic demands in order to achieve a predictable quality. This
means that imprecision in a single element of the traffic matrix could result in inefficient
routing decisions and unpredictable performance forecast errors. This drawback leads to
some efforts to explicitly include traffic variability in the planning process. Moreover, from
network operators’ standpoint it may also be desirable to have a routing configuration
which is sufficiently flexible to capture certain traffic variations, while keeping resource
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utilization as efficient as possible. Considering traffic uncertainty for design and planning
IP networks has recently attracted much attention [2, 5, 7, 12, 13, 15, 16]. From authors’
point of view, there are basically three main approaches: (i) based on some probabilistic
traffic assumption as in [12, 13]; (ii) based on the polyhedral model [5], where vectors of
traffic demands are bounded and satisfy some linear inequalities [5, 7, 16]; and (iii) based
on multiple demand matrices [2, 9].

As our main contribution, in this paper we consider the problem of metric-based traffic
engineering (TE) in IP networks for partially uncertain demands to address a situation
where traffic is composed of both fixed and uncertain parts. This model provides flexibility
to deal with common practical cases, since today’s IP networks support different types of
services which may require different treatment. The fixed part could represent demands
that have to be guaranteed according to some Service Level Agreements (SLAs), while
the uncertain part represents those with lower priorities that can vary over time. The
model can also be applied to achieve a better network efficiency in situations where
only a subset of traffic matrix elements is available or can precisely be determined, since
planning approaches with the assumption that all traffic is uncertain, are more expensive
than those based on a given traffic matrix. In this work traffic uncertainty is modeled
as hose [7] which is a simple form of a more general polyhedral model as introduced in
[5]. Several other simple traffic models which can also be used, are discussed in [15]. As
stated previously, here we apply the proposed demand model for the offline TE problem
in IP networks running an IGP (Interior Gateway Protocol) like OSPF (Open Shortest
Path First) or IS-IS (Intermediate System to Intermediate Sistem), where TE can be
deployed by optimizing the parameters used for routing decision [4, 6, 8, 10, 14, 18]. With
appropriate modifications, a similar approach can also be applied to other routing schemes
e.g. for offline path design for IP/MPLS (Multi-Protocol Label Switching [3, 20]) networks.
The remainder of this paper is organized as follows. The next section introduces some
notations and mathematically describes the problem of metric-based TE for partially
uncertain demands. In Section 3 we present some results for the network shown in Figure
3. Finally, Section 4 gives some concluding remarks.
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Figure 1. An example of routing demands using the ECMP rule for calculating link loads
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2 PROBLEM DESCRIPTION

In a classical IP network running an IGP, demands are routed along shortest paths with
respect to metric values (weights), which are associated to each link in the network. In
the existence of multiple shortest paths, traffic will be split over those paths roughly
evenly. This is known as the ECMP (Equal Cost Multi-Path) rule. For a given traffic
matrix, metric-based TE approaches, e.g. those as discussed in [4, 6, 8, 10, 14, 18], will try
to find a set of metric values (a weight-system) that optimize performance, e.g. with
respect to network utilization. There are basically two types of weight-systems i.e. (i)
that for multiple shortest paths (MSP) routing strategy by taking the advantage of ECMP
capability on routers; and (ii) that for unique shortest path (USP) routing strategy. In
this paper we consider the problem of metric-based TE for partially uncertain demands
in both MSP and USP routing strategies.

Since traffic is partially uncertain i.e. composed of both fixed and uncertain parts, the
load on links is a summation of load contributed by those traffic parts. The calculation
of link load shall be illustrated by the following example. Consider the network shown in
Figure 1(a) with homogeneous metric values of 1. For traffic originating from node 1, this
setting causes split of traffic destined to node 4 and 6 as shown in Figure 1(b), while traffic
to the rest of the nodes is not split and follows the paths (1− 2), (1− 3) and (1− 3− 5),
respectively. Thus, link (1, 3) for instance, is occupied by four different flows i.e. those
destined to node 3, 4, 5 and 6 with the per-flow traffic portion of 100%, 50%, 100% and
50%, respectively. For the fixed part of the demands, the corresponding load on a link is the
summation of loads contributed by all (fixed) demands that are routed through that link.
That is, if we consider only traffic originating from node 1, the load on link (1, 3) caused
by the fixed part of the demands, is the summation of: 100% of the traffic destined to node
3, 50% of the traffic destined to node 4, 100% of the traffic destined to node 5 and 50% of
the traffic destined to node 6. For the uncertain part of the demands, the load on a link is
computed as follows. Using the hose model we are given the maximum aggregate demands
originating and terminating at the nodes (as expressed by inequalities (1−2) below), which
in the worst case could be carried only by a single flow. Here we use the term aggregate
simply to point to the total uncertain traffic originating or terminating at a certain node.
Furthermore, for the following discussion concerning uncertain traffic, the term ”link load”
is always meant as the maximum possible link capacity can be occupied, which is derived
from the worst case scenarios for inbound and outbound models, as explained below.

To determine the link loads contributed by uncertain traffic satisfying the hose model,
first we need to calculate those for both outbound (i.e. only aggregate originating traffic is
given) and inbound (i.e. only aggregate terminating traffic is given) models independently.
Figure 1(c) shows the resulting maximum load fraction on the links using the outbound
model for uncertain traffic originating from node 1: (i) 100% of the total outbound traffic
from node 1 could occupy the link (1, 3) for the cases where the traffic aggregate is assigned
entirely to the flow terminating at nodes 3 or 5; (ii) 50% of the total outbound traffic
could occupy the link (3, 4) for the case where the traffic aggregate is assigned entirely to
the flow terminating at node 4; etc. For traffic terminating at node 6, flows originating
from node 1 and 3 are split as shown in Figure 1(d), while traffic from the rest of the
nodes is not split and follows the paths (5−6), (4−6) and (2−4−6), respectively. Figure
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1(e) shows the resulting maximum load fraction on the links using the inbound model for
uncertain traffic terminating at node 6: (i) 100% of the total inbound traffic to node 6
could occupy the link (4, 6) for the cases where the traffic aggregate is assigned entirely
to the flow originating from nodes 2 or 4; (ii) 50% of the total inbound traffic could
occupy the link (3, 4) for the case where the traffic aggregate is assigned entirely to the
flow originating from node 3; etc. The total load on a certain link for both outbound and
inbound models is the summation of the loads contributed by each node in the network.
For the hose uncertainty model, the outbound and inbound traffic constraints have to be
fulfilled simultaneously. This means that for the hose model, the total load on a certain
link is the minimum of either the total load calculated using the outbound model or that
calculated using the inbound model.

We will now formulate the problem. Given is a directed network G = (N,A), where N
is the set of nodes representing the network’s routers and A is the set of arcs representing
the network’s links. Each link (i, j) ∈ A has a capacity ci,j. F1 = (fu,v1 ) denotes the fixed
and F2 = (fu,v2 ) the uncertain traffic matrix, respectively. A demand fu,v1 (fu,v2 ) gives the
fixed (uncertain) demand to be carried from source u to destination v, u �= v ∈ N . The
elements of F2 satisfy the hose model, that is:∑

v∈N\{u}
fu,v2 ≤ fu2,out (1)

∑
v∈N\{u}

f v,u2 ≤ fu2,in (2)

where fu2,out and fu2,in denote the given maximum outbound and inbound traffic at node
u. A real variable (lu,vi,j )1 is associated with the load on link (i, j) resulting from flow fu,v1 ,
and (lui,j)2 with that resulting from flow aggregate originating from node u. Let Au,v =
{Au,v1 , ..., Au,vk , ..., Au,vK } be defined as the set of shortest paths for the flow fu,vα ,α ∈ {1, 2},
Au,vk = {(nk1 = u, nk2), ..., (n

k
s−1, n

k
s = v)} as the set of links that belong to the shortest

path k for the flow fu,vα , and ξu,vk as a (normalized) fraction of fu,vα that is routed through
Au,vk (calculated using the ECMP rule). The total load on the link (i, j) can be computed
as follows:

li,j =
∑
uv

(lu,vi,j )1 + (li,j)2 (3)

where

(lu,vi,j )1 = fu,v1 · βu,vi,j (4)

(li,j)2 = min(
∑
u

fu2,out · max
v∈N\{u}

βu,vi,j ,
∑
u

fu2,in · max
v∈N\{u}

βv,ui,j ) (5)

βu,vi,j =
∑
k

∑
l∈Au,v

k

δli,j · ξu,vk (6)

where
∑
k ξ

u,v
k = 1 and δli,j is a constant having the value of 1 if l = (i, j) and 0 otherwise.

Note that in the case of unique shortest path routing i.e. K = 1, (6) becomes βu,vi,j =∑
l∈Au,v

1
δli,j, which has the value of 1 if (i, j) ∈ Au,v1 and 0 otherwise. For a given fixed
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traffic matrix F1 and a given vector of maximum outbound/inbound traffic fu2,out and fu2,in
∀u, the problem of offline metric-based TE (denoted by P1) is to find a set of metric values
W = (wi,j), ∀(i, j) ∈ A to optimize the network performance which can be formulated as:

Objective : min { ρmax } (7)

Constraint : ρi,j ≤ ρmax , ∀(i, j) ∈ A (8)

where ρi,j =
li,j
ci,j

is the utilization of the link (i, j). With (7) we prefer solutions with

a low ρmax, which implies that the network is better utilized. For solving the problem
we are using a heuristic approach based on simulated annealing that will be introduced
in the next section. In this approach (8) is implemented as soft constraints and can be
violated during the search process. Validity of the resulting solutions is always checked at
the end of the optimization. Futhermore, for comparison or other purposes it might be
of interest to maximize the uniform uncertain traffic. Given the maximum allowable link
utilization ρcmax, the problem variant P2 is to maximize the uncertain part of traffic for
fu2,out = fu2,in = f c2 , ∀u ∈ N , which can be expressed as follows:

Objective : max { f c2 } (9)

Constraint : ρi,j ≤ ρcmax , ∀(i, j) ∈ A (10)

Finally, the problem variant P3 is defined to maximize the equivalent uniform traffic
outbound/inbound at the nodes if all demands are considered as uncertain. The corre-
spondingly modified vector of maximum outbound/inbound traffic is obtained as follows:

fuout = fu2,out +
∑

v∈N\{u}
fu,v1 (11)

fuin = fu2,in +
∑

v∈N\{u}
f v,u1 (12)

Thus for P3, fuout = fuin = f c, ∀u ∈ N . It can now be expressed as:

Objective : max { f c } (13)

Constraint : (10)

3 A SIMULATED ANNEALING APPROACH FOR
METRIC-BASED TE

Simulated Annealing (SA) belongs to the oldest metaheuristics and is one of the first
algorithms which had an explicit strategy to avoid local optima by allowing moves towards
less performing solutions with a certain probability, which is a function of the parameter
called temperature. The probability of doing such a move is decreasing during the search.
Here we focus on a general SA framework as displayed in Figure 2 and refer to [1] for
a comprehensive review of local-search based (including SA) optimization methods. In
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Simulated Annealing
x∗ ← xo; x← xo; T ← To;
while (not stopCriterion) do
while (not equilibriumAt(T)) do
x′ ← move(x);
evaluate(x′);
p← computeProbability(T, x′, x);
if(accept(x′, p)) x← x′;
if(x′ better than x∗) x∗ ← x′;

end while
T ← update(T );

end while

Figure 2. A general simulated an-
nealing framework
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Figure 3. An example ISP network (14 nodes, 22
bidirectional-links)

each iteration step a move operator is called to pick a neighbour x′ around the current
(search) agent x. After evaluating x′ and computing the acceptance probability p, it will
be checked whether x′ is accepted and whether the best agent x∗ needs to be updated.
The temperature is decreased each time the equilibrium for the current temperature is
reached. The search process is terminated if the system is frozen i.e. all stopping criteria
are satisfied. In our implementation, the SA is joint with a plain local-search (PLS)
approach by forcing the probability to have the value of zero, if at least one of the following
conditions is satisfied: (i) the neighbourhood around x∗ is not yet completely explored;
or (ii) x∗ is just improved in the previous iteration. This hybridization aims among other
things, at speeding-up convergence at small number of iterations, by concentrating the
search around x∗ first, before exploring other neighbourhood regions. Let σPLS be defined
as a boolean variable which expresses whether a condition for performing PLS is satisfied
(σPLS = 1) or not (σPLS = 0), the acceptance probability for the case of minimization can
thus be expressed by:

p =




1 if ψ(x′) < ψ(x)

exp(−ψ(x′)−ψ(x)
T

) if ψ(x′) ≥ ψ(x)and σPLS = 0
0 otherwise

(14)

where ψ denotes the objective function, and T the temperature parameter, respectively.
In what follows, we shortly explain the solution representation and the neighbourhood

structure, which are used in our algorithm. A solution x is represented as a vector of
weights (w1, · · · , ws, · · · , w|A|), where each position corresponds to a certain link in the
network. A neighbourhood is defined by changing the value of one or more elements in
the vector. To increase the capability of avoiding local optima, we use variable neighbour-
hood structures [1]. Let Λ = {λ1, · · · , λmax} be a set of numbers, where each λp ∈ Λ is
representing the number of different elements between the current agent x and a neigh-
bour x′ in the neighbourhood Hλp. A neighbourhood Hλp is characterized by the following
function:

y(x, x′(Hλp)) = λp (15)

814



where

y(x, x′) =
∑
s

ys(x, x
′) (16)

ys =

{
1 if ws �= w

′
s

0 else
(17)

Hλp ∩Hλq = ∅; ∀λp �= λq ∈ Λ (18)

During the search process, the choice of an element in Λ depends on the number of
previous iterations which did not improve x∗. The larger the number, the larger element
i.e. the ”larger” neighbourhood will be selected.
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4 RESULTS AND ANALYSIS

For the following discussion we use the network as shown in Figure 3 consisting of 14 nodes
and 44 directed links (each of 2.5 Gbps capacity). The fixed part of the demands for each
node pair is taken randomly from several predefined values in the interval [10, 150] Mbps,
while the maximum uncertain outbound/inbound demands for each node are set as follows:
300 Mbps for nodes {10, 13}; 200 Mbps for nodes {2, 6, 7, 9, 11, 14}; and 100 Mbps for rest
of the nodes. Figure 4 shows the total traffic from/to each node both for the fixed and
uncertain parts. The (maximum, minimum, mean) values for the fixed, uncertain and total
demands originating/terminating at the nodes are (1010; 570; 799.3), (300; 100; 171.4) and
(1210; 770; 970.7) Mbps, respectively. Table 1 and Table 2 display typical computation
results for some performance parameters. It basically shows the optimization results for
P1, P2 and P3 compared to the performance obtained by the original routing pattern
resulting from inverse capacity metrics (denoted by InvCap), which in this case matches
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the result of unit metrics due to the homogeneity of link capacities. The last three columns

indicate: the number of different flows carried by a link (ωlink), the number of hops

for a path (hpath) and the static path delay (δpath), which is modeled statically and
mainly determined by propagation time. For the P1 case, using inverse capacity (InvCap)
metrics, 56 flows are split and the maximum value of ρmax is bounded by 72.65%. After
optimization, it can be reduced to the value of 55.97% for MSP case and correspondingly
56.87% for the USP case. Fewer flows that are split for the MSP case in all problems
(P1,P2 and P3) compared to the InvCap case indicate that traffic splitting does not
always result in better performance with respect to maximum utilization in the network.
Not surprisingly, the average number of different flows carried by a link for the USP case is

lower than that for the MSP case. The average values of the parameters hpath and δpath

do not differ very much implying that the network topology provides enough flexibility
for routing.

Table 1
Some typical computation results (P1)

ρmax ρ #flows ωlink hpath δpath (ms)
(%) (%) (split) max ave max ave max ave

InvCap 72.649 43.906 56 17 12.6818 3 2.17969 43.542 18.8868
P1 multi-path 55.967 42.796 18 17 9.77273 4 2.15 35.262 18.0078

unique 56.873 41.006 0 14 9.13636 4 2.20879 39.17 18.2318

Table 2
Some typical computation results (P2 and P3)

f c2 f c ρcmax ρ #flows ωlink hpath δpath (ms)
(Mbps) (Mbps) (%) (%) (split) max ave max ave max ave

MSP P2 254.15 − 70 56.8855 32 16 10.82 4 2.2037 39.17 18.1202
P3 − 435.4 70 55.6155 40 16 11.27 3 2.15652 43.542 18.5696

USP P2 217.32 − 70 48.2884 0 16 9.27 4 2.24176 40.688 18.4069
P3 − 435.4 70 43.75 0 21 9.41 5 2.27473 48.56 19.7821

Figure 5 shows link utilizations after optimization for the USP case using the above
mentioned partially uncertain demands. The (maximum, minimum, average) link utiliza-
tion values are (56.9; 11.5; 41.0) % for the aggregate demands, (35.8; 7.4; 22.9) % for the
fixed part and (32.2; 4.0; 18.1) % for the uncertain part. Looking at Figure 4 and Figure
5, it is obvious that though the uncertain part is much smaller than the fixed one, in the
worst case it can occupy quite a lot of network resources. This is the cost that has to be
paid for allowing traffic variations. In general, the more knowledge we have about traffic
(variations), the more efficient resource usage will be. This fact is supported by Figure 5
and also by Figure 6. The last figure shows a comparison of theoretical link utilization
using partially (the first histogram) and fully uncertain demands (the last histogram) us-
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ing equivalent uncertain traffic vectors as described in Section 2. By considering all traffic
shown in Figure 4 as uncertain, the theoritical values of maximum, minimum and average
utilization are (166.6; 35.8; 121.6) %, which are much larger than the corresponding values
for partially uncertain demands. Table 2 additionally shows the maximum uncertain de-
mands for both P2 (partially uncertain) and P3 (fully uncertain) that can be achieved by
upperbounding the aggregate maximum utilization ρcmax by the value of 70%. The value
f c2 of 254 Mbps for the MSP and 217 Mbps for the USP case is about the half of the value
f c of 435 Mbps for both cases. But recall that for the problem P2 there exists the fixed
traffic component as shown in Figure 4.

5 CONCLUSION

In this paper we have considered the problem of offline metric-based traffic engineering in
IP networks for partially uncertain demands. This demand model is particularly appropri-
ate to deal with two different types of demands simultaneously e.g. where the fixed part
models demands that have to be guaranteed according to some service agreements, while
the uncertain part models demands with lower priorities which can vary over time. In our
study using the simple hose uncertainty model, the uncertain part of the demands in
the worst case can dominate network usage, though it represents only 10% to 35% of the
fixed part. This is the cost that has to be paid for allowing traffic variability. Depending
on the network situations, a large traffic variation as introduced by the hose model might
not be necessary. Therefore by specifying more information about traffic variations as in
[15] network efficiency could likely be improved.
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