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Abstract. This paper presents a modelling approach for analysing tcp flow throughputs
and transfer times in ieee 802.11 wlans. The model captures the behaviour of tcp
packets sent over the wlan mac layer and takes into account the system dynamics due
to the initiation and completion of data flow transfers. In particular, at the flow-level the
system is modelled by a processor sharing type of queue, reflecting both the ieee 802.11
mac design principle and tcp behaviour of sharing the transmission capacity fairly among
the active flows. The modelling results are validated by simulations.

Key words: wireless lan • ieee 802.11 • tcp • flow-level • transfer time • processor
sharing

1 INTRODUCTION

wireless local area networks (wlans) networks are taking an important position in pro-
viding internet access at public hot spots like airports, railway stations and conference
centers. Many portable devices are nowadays equipped with wlan interface cards based
on the leading ieee 802.11b standard. As the commercial deployment of wlan continu-
ously increases, wlan performance becomes a critical issue.

wlan performance is largely determined by the maximum data rate at the phys-
ical layer and the mac (medium access control) layer protocols defined by the ieee
802.11 standards [7, 8]. The most widely employed wlan mac protocol is the distributed
coordination function (dcf). The dcf is a random access scheme based on carrier sense
multiple access with collision avoidance (csma/ca), which uses random backoffs in order
to manage packet retransmissions in case of a destructive collision. If the dcf is used in
its basic access mode, the aggregate wlan throughput decreases drastically for a larger
number of active stations, due to a rapidly increasing number of collisions. The occur-
rence of collisions is particularly significant in cases with so-called hidden stations, i.e.
when stations cannot detect each other’s activity simply by sensing the medium. In order
to overcome this throughput degradation the request-to-send/clear-to-send (rts/cts)
mechanism has been standardised, where a station sends a small control packet in order
to reserve the channel for transmission of a data packet.
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Fig. 1. Architecture of a bss with an ap connected to a server via an intermediate network.

The ieee 802.11 wlan can operate in infrastructure mode or in ad hoc mode. In ad
hoc mode all stations can transmit packets directly to other stations that are within the
sending range (basic service set (bss)). In the infrastructure mode an access point (ap)
is used to link the stations in a bss. An ap may be connected to a distribution system
(e.g. a wired lan) via which stations are linked to other aps or e.g. a remote server can
be reached, cf. Figure 1.

Most data transfers (e.g., file downloads and web page retrievals) use tcp as under-
lying end-to-end transport protocol. tcp provides reliable transport by a communication
feedback loop between sender and receiver. In particular, the receiver confirms the receipt
of data packets by returning small acknowledgement packets (acks) to the sender. This
feedback loop is not only used for the discovery and resending of lost packets, but also for
flow control purposes: based on implicit information about the level of network conges-
tion (round-trip time, packet loss) tcp increases or decreases the sending rate in order to
attempt to provide a fair share of the available network resources to all users.

It is important to note that in a wlan tcp data segments and tcp acknowledgements
have to compete for the same resources, in contrast to wired network environments where
mostly full duplex connections are used. Thus, an important issue that we address in the
present paper is the effect of the interaction between tcp’s feedback control loop and the
dcf mac protocol on tcp throughputs and file transfer times. In particular, we aim at
developing a tractable analytical performance model capturing this effect.

1.1 Related literature

A number of papers study the throughput performance of ieee 802.11 dcf mac for
both the basic and rts/cts access modes. Several of them are based on simulation. A
detailed mathematical performance model of dcf has been developed and analysed by
Bianchi [3] that was slightly improved by Wu et al. [20]. These papers rely on a relatively
simple Markov chain analysis, neglecting only minor dependencies among the behavior of
different stations. Comparison with simulation shows that the analytical results are gen-
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erally accurate. [3, 20] both assume a constant number of persistently contending stations
and a simplified physical layer model.

In [6, 13, 19] the situation with non-persistent traffic sources is considered, i.e. the
number of active stations varies dynamically in time according to the initiation and com-
pletion of file transfers at random time instants. These papers propose and analyze simpli-
fied analytical models yielding approximations for the expected flow (file) transfer time.
In particular, in [13] the analysis is based on the modeling assumption that, from the
flow-level point of view, the wlan can be viewed as a processor sharing type of queueing
system. The analyses in [6, 13, 19] ignore the effects of higher layer protocols, in particular
tcp, on the traffic behavior.

Many analytical tcp performance studies are available, see e.g. [10, 12, 16]. [10] and
[16] study the steady-state throughput of a tcp flow under given packet loss and round-
trip time conditions. Lassila et al. [12] propose an integrated packet/flow-level model for
estimation of the mean transfer time of tcp flows over a fixed capacity (full duplex)
bottleneck link. For the packet-level they use the results of Kelly [10]; for the flow-level a
processor sharing type of queueing model is used reflecting tcp’s design principle of fair
resource sharing.

Several papers consider tcp over wlan focussing on the impact of the interaction
between tcp’s feedback control loop and the dcf mac protocol on tcp throughputs
and fairness, see e.g., [1, 17, 20]. In particular, in [17] the unfairness between up- and
downstream tcp flows is studied. Two recent papers [14, 18] study the transfer times of
tcp flows over wlan using an analytical packet/flow-level approach analogue to the one in
[13]. They first determine the aggregate system throughput for a fixed number of persistent
tcp-flows (from a system of 2 non-liniar equations which is solved numerically) essentially
obtained using an analysis similar to the one of [3]. The resulting throughput are used
as the service capacities in a (state-dependent) processor sharing queue to determine the
mean tcp flow tranfer time for a fixed number of on-off sources.

1.2 Contribution

We present an analytical approach to the performance evaluation of tcp over ieee 802.11
wlan with non-persistent traffic. Our analysis is based on a packet/flow-level approach
similar to the ones in [14, 18], see also [13]. The main distinction with [14, 18] is the key-
observation that, due to tcp, besides the ap most of the time at most one additional other
station is contending. This observation allows for a very simple (closed-form) expression,
which is insensitive to the number of stations present, to approximate the aggregate system
throughput. This observation, from the flow-level point of view, allows that the wlan
can be considered as an egalitarian processor sharing queueing system with fixed service
capacity. Besides the mean transfer times, this model also allows for an approximation of
the variance of the transfer times of tcp flows over the wlan. ns-2 simulations are used
to validate the results of these approximations.

1.3 Outline

The outline of this paper is as follows. In Section 2, the ieee 802.11 dcf mac protocol
is explained in more detail. Section 3 describes the system and traffic models underlying
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Fig. 2. basic access mode in the distributed coordination function.

the analytical performance study. The performance study itself is presented in Section
4. In Section 5 we present numerical results in order to validate the accuracy of the
analytical models (by comparison with simulation). Finally, the principal conclusions of
our investigation as well as some topics for further research are outlined in Section 6.

2 DISTRIBUTED COORDINATION FUNCTION

The distributed coordination function (dcf) [7] is based on the carrier sense multiple
access with collision avoidance (csma/ca) scheme. In basic access mode (Figure 2)
whenever a station wants to transmit a packet, it first senses the channel to determine
whether or not it is already in use by another station. If the channel is idle, and remains
idle for a contiguous period of time called difs (distributed interframe space), the station
can transmit the packet. Otherwise the station waits until the channel becomes idle for a
difs period, after which it has to wait a random number of time slots before it is permitted
to send a packet. This random backoff procedure is intended to reduce the probability of
multiple stations sending at the same time resulting in a collision.

The backoff procedure uniformly draws a random backoff counter between 0 and cwr,
where cwr is the so-called contention window at the r-th re-attempt to send the packet.
As long as the channel remains idle after a difs period, a station will decrement its
backoff counter by 1 for each time slot. When the backoff counter reaches 0, the station
transmits a packet. If the packet is received correctly, the destination responds by sending
an acknowledgment (ack) after a sifs (short ifs) period. In case multiple packets are
transmitted concurrently, the packet with the strongest received signal may be captured

by the intended destination, as long as the carrier-to-interference ratio exceeds a minimum
threshold. If the source does not receive an ack, it assumes that the packet was lost and
it will initiate the procedure for a retransmission of the packet after an eifs period. This
means that cwr is doubled for the first r∗ re-attempts and a new backoff counter is drawn.
The total number of re-attempts to send a packet is limited to rmax. After a successful
transmission, the cwr is reset to cw0 and the procedure repeats for subsequent packets.

Besides the basic access mode the dcf can also operate in rts/cts-access mode. In
this mode instead of directly sending a data packet, the source station first sends a small
rts frame (request to send). If the destination station is able to receive a packet, it
responds with a cts frame (clear to send). After receipt of the cts the source transmits
the data packet which is subsequently acknowledged by the destination.
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A station has a finite size interface queue (ifq) where ip packets, which arrive from
higher osi-layers, have to wait for their turn to content for the medium. ip packets that
find the ifq full upon arrival will be dropped.

3 SCENARIO AND MODELLING ASSUMPTIONS

This section sets the framework for the performance analysis in Section 4 by describing
the system and traffic models in generic terms. The actual parameter settings used in the
numerical experiments are specified in Table 1 in Section 5.

3.1 System model

We consider a single bss with stations contending for the shared wlan radio access
medium. The fixed channel rate rwlan is 11 mbits/s, while the physical layer preamble
(required for synchronisation purposes) and header are always transmitted at a fixed
rate of 1 mbits/s to ensure compatibility between the ieee 802.11 and ieee 802.11b
standards (see [8]). The applied dcf is considered in basic access mode only, however,
it is also presented how the results can be extended easily for rts/cts mode. The dcf
model includes difs and sifs timers, mac layer acknowledgements, and it captures the
backoff behavior of a randomly sampled backoff counter that is decremented towards a
packet transfer attempt and ‘frozen’ if the shared medium is sensed busy.

3.2 Traffic model

The considered wlan serves stations which generate file downloads according to a Poisson
process with rate λ. The file sizes have a general distribution with mean 1/µ (in bytes).
The traffic load is denoted ρ ≡ λ/ (µrwlan). A cac scheme is deployed to limit the
number of contending data flows to nmax and thus ensure system stability and provide
some minimum qos. Although strictly speaking the inclusion of cac in the ieee 802.11
standard family is still in preparation by task group tg-e [9], it is noted that even in
the ieee 802.11b products some maximum exists on the number of stations that can
associate with an ap.

3.3 Characteristics of the TCP connections

File transfers are controlled by tcp. Each file is segmented into packets of a given size
(with a final packet containing the flow’s remainder) which are processed at the wlan’s
mac-layer (a tcp packet fits in a single wlan mac-layer packet). The tcp version used
in our study includes delayed acknowledgements, as is usually the case in practise. This
means that if a station receives a data segment and the previous received segment is
already acknowledged, the receiver delays the acknowledgement hoping that within a
pre-defined time-out period another segment is received such that both segments can be
acknowledged by sending only one acknowledgement.

The files are downloaded from a server that is located outside the bss. The ap is
connected to the server via an intermediate (wireline) network (e.g. Internet) and stations
can access the server via the ap. It is assumed that the intermediate network is not a
bottleneck; there is no packet loss and the packet delay is constant.
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Fig. 3. Typical transmission cycle of tcp downloads over wlan.

3.4 Performance measure

The system level performance is assessed in terms of the aggregate throughput, while
the data qos is expressed by the expected file transfer time and the variance of the file
transfer time.

4 PERFORMANCE ANALYSIS

The performance analysis can be divided into two parts, namely a packet-level analysis
that is used to determine the effective throughput of a bss and a flow-level analysis to
determine the mean and variance of the flow transfer times.

4.1 Aggregate throughput of TCP file transfers over WLAN

In the download scenario described in Section 3 all tcp data packets are sent from the ap
to the stations and only the tcp acknowledgements are sent in the upstream direction.
Two important observations have to be made: (i) according to tcp’s delayed acknowl-
edgement policy only every other data segment is acknowledged, and (ii) an ap does not
have more privileges than other stations.

By the first observation, a station only has to send a tcp ack directly after receiving
its second unacknowledged tcp data packet. Because the file transfers are in the down-
stream direction, the ap normally only has to content with a station every other packet,
and 2/3 of all packets are tcp data packets sent by the ap to the stations and 1/3 are tcp
acknowledgments sent by the stations. Hence by the second observation, the ap sending
in downstream direction becomes the bottleneck and will always have packets to sent.
The result of this behavior is that the number of contending stations (including the ap)
is always low, independent of the number of stations simultaneously downloading files.
This allows to approximate the aggregate system throughput rtcp by considering a typical
transmission cycle of 2 tcp data packets sent in downstream direction by the ap and 1
tcp ack sent upstream by a station, see Figure 3. Besides the three tcp packets a cycle
also contains the corresponding mac ack, sifs and difs-timings and contention periods.
The duration of the contention periods can be approximated by considering the following.
The ap always has packets to transmit and has to start a new backoff period for each
packet. A station that correctly receives its second unacknowledged tcp packet also has
to start a backoff period, despite that the station probably has entirely decremented its
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post-backoff counter after the last succesful transmission. The reason is that mostly the
tcp ack is offered to the mac-layer even before the transmission of the mac ack is
finished; hence the tcp ack finds the medium busy upon arrival and it has to content
according to the dcf mechanism. Although there are three contention periods during a
cycle, the contention period of the station is concurrent with the contention periods of
the ap and the total time during a cycle spent in contention will be 2 times an average
backoff period of cwmin/2 timeslots.

There is also the possibility that packets collide and even that the packets are involved
in multiple collisions. However, due to the low number of contending stations, the proba-
bility of multiple collisions is small and therefore ignored. A simple approximation of the
collision probability is 1/cwmin, which is the probability that two stations draw the same
contention window.

The aggregate system throughput is derived after introducing some additional notation
and parameters. Let τ denote the ieee 802.11 time slot duration and Tdata, Tack and
Tcol denote respectively the time of a successful tcp data packet transfer, tcp ack
transfer and the time of a collision. In the basic access mode, these event times are











Tdata = phy + mac + r−1
wlan

[

xtcp/ip + xdata

]

+ δ + sifs + mac ack + δ + difs,

Tack = phy + mac + r−1
wlan

[

xtcp/ip

]

+ δ + sifs + mac ack + δ + difs,

Tcol = phy + mac + r−1
wlan

[

xtcp/ip + xdata

]

+ δ + eifs,

where phy and mac denote the physical header (plus preamble) and mac header sizes
(converted to seconds), xtcp/ip the size of the tcp and ip headers (in bits), xdata is the
payload size (in bits) of a tcp data packet, δ is the propagation delay between sender
and receiver (in seconds), mac ack is the transmission time of a mac acknowledgement
(in seconds).

Then we obtain the following approximation of the aggregate throughput rtcp, which
is independent of the number of users downloading files as the always low number of
contending users is included via the contention mechanism

rtcp =
2 · xdata

2 · Tdata + Tack + 2 · 1

2
cwmin · τ + 2

2·cwmin
Tcol

rwlan. (1)

The above results are for a download scenario in basic access mode for tcp with
delayed acknowledgements. However, only small modifications are required for rts/cts
access mode and tcp without delayed acknowledgements. For rts/cts access mode, Tdata

should also include the transmission time of the rts and cts packets and Tcol is obtained
by replacing r−1

wlan

[

xtcp/ip + xdata

]

with the transmission time of a rts packet. Tack will
be identical as the size of a tcp ack is smaller than the rtsthreshold and rts/cts will
not be used for efficiency reason. For tcp without delayed acknowledgements, each tcp
packet is acknowledged and the denominator of (1) should contain an extra Tack.

The idea of this subsection to consider a typical transmission cycle can also be applied
for scenarios where users are both uploading and downloading files.
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4.2 Tractable flow-level model

Both tcp and wlan tend to divide the available capacity equally among the users and at
flow-level both have been modelled before using processor sharing (ps) queueing models,
see e.g. [4] and [12]. We assume that flows with mean size µ−1 arrive at a processor sharing
(ps) queue with service capacity c according to a Poisson process with rate λ.

The expected number of simultaneous ongoing flows is given by EN = ρ/(1 − ρ) (see
e.g. [11]). The mean transfer time can be determined using Little’s formula ET = EN/λ =
((cµ(1− ρ))−1. Also expressions are available for the second moment of the transfer time
in a processor sharing queue. The second moment is not insensitive to the flow size
distribution. For an exponentially distributed file size the following exact expression is
available:

ET 2
exp =

(

1 +
2 + ρ

2 − ρ

)

β2

(1 − ρ)2
,

where β = 1/cµ. Approximations are available for other file size distributions (e.g. see
[2]). The variance of the transfer times follows from Var(T ) = ET 2 − (ET )2.

In the simulations call admission control (cac) and the number of users simultane-
ously downloading files is at most nmax. The cac prevents that too many users enter the
system if the load is too high (e.g. ρ > 1). Unfortunately, the expressions are slightly
different for the case with cac. The equilibrium distribution of the number of users in
the system is given by

π (n) =
(1 − ρ)ρn

(1 − ρ)
∑nmax

k=0
ρk

=
(1 − ρ)ρn

1 − ρnmax+1

and the expected number of users in the system is

EN =
ρnmax +1(nmax(ρ − 1) − 1) + ρ

(1 − ρ)(1 − ρnmax+1)
.

The mean transfer time can be determined using Little’s formula ET = EN/λ(1 −
π(nmax)). Unfortunately, there are no closed-form expression for the variance of the trans-
fer time (e.g. the sojourn time). For comparison with the simulation results we will use
the mean transfer time with cac and we will use the variance of a system without cac.
For low and moderate loads the cac is not used often and we expect that the simulation
results are approximated well.

For a comparison with the simulation results we define ρo = λ/(µ ·rwlan) as the offered
load w.r.t. the wlan rate. However, the aggregate throughput rtcp is lower than the wlan
rate (as seen in section 4.1) and the effective load ρe is higher. The effective load of the
system can be defined as ρe = ρorwlan/rtcp and the effective load should be used in the
expressions above. The mean file size β should also be corrected for the higher load and
is βe = 1/(µ · rwlan).

5 NUMERICAL RESULTS

In order to validate the analytical approximations presented in the previous section, and to
obtain valuable insights into the tcp over wlan performance, we now present the results
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Table 1. System, traffic and capture model parameter settings for the wlan performance analysis, based on the
dsss physical layer.

system model traffic model

rwlan 11 mbits/s µ−1 ∈ {15, 1500} kbytes
phy 96 µs file size distribution exponential
mac 272 bits ρ ∈ [0, 1]

mac ack phy + 112 bits nmax 50 flows
δ 1 µs packet size 1500 Bytes
τ 20 µs tcp model

sifs 10 µs tcp ack 40 Bytes
difs sifs + 2 × τ = 50 µs window size 20 packets
eifs sifs+mac ack+difs = 278 µs delayed ack time-out 200 ms

cwmin 31 Intermediate network model
cwmax 1023 capacity 10 mbits/s

r⋆ 5 one way delay 10 ms
rmax basic: 3

ifq length 50 packets

of a number of numerical experiments that are obtained by means of the formulae derived
in Section 4 and by dynamic simulations. The simulations are performed using ns-2 [15]
which features the specified traffic and tcp models as well as a detailed representation
of the ieee 802.11 dcf mac protocol. Numerical results are presented both for the
aggregate throughput in the case of a fixed number of users, as well as for the transfer time
analysis for non-persistent data users. The mac and dsss physical layer parameter settings
are outlined in Table 1, along with the relevant traffic and system model parameters. In
the simulations the short phy preamble and header (see [8]) are used and all phy and
mac headers are sent at a rate of 1 mbit/s and the payloads are sent at 11 mbit/s.

5.1 Throughput results for a fixed number of users downloading files

First we will consider the aggregate throughput for a fixed number of users that are
simultaneoulsy downloading files. By persistent users is meant that users are continuously
downloading files of finite size. As soon as a transfer is completed, a new download is
started, so the number of users simultaneously downloading files is constant. Remark
that although the users are persistent at flow-level (e.g. they are always downloading
a file), this is not the case at packet-level as tcp controls when packets are offered to
the wlan. The parameter settings of Table 1 are used for the approximation (based on
expression (1)) and ns-2 simulations of which the results are shown in Figure 4.

A comparison amongst each other of the simulated capacities with different average
file sizes illustrates that in the case of a small number of users, the aggregate throughput
is lower for small files than for large files. This is due to the slow start phase of tcp,
which is relatively long for small files.

Figure 4 also presents two approximation results of expression (1). The approximation
where 1 ack is sent per 2 data packets, which results in rtcp = 5.2 mbit/s, is close to
the simulated results for large file sizes, especially for low number of users. However, for
an increasing number of stations, the simulated throughput slowly decreases due to time-
outs of tcp’s delayed acknowledgements. Although the number of contending stations
remains low, the ap has to serve more stations and the time between a station’s receipt
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Fig. 4. Approximated and simulated aggegrate system throughput as a function of the number of users present.

of consecutive packets increases. If this time is longer than the delayed acknowledgement
time-out value, an ack is generated and sent to the tcp source. As a result the average
number of acks send per received data packet increases asymptotically from 1/2 in the
situation with a small number of downloading stations to 1 in the situation with many
stations.

Also shown in the graph is the approximated throughput when each packet is acknowl-
edged, which has rtcp = 4.7 mbit/s. For an increasing number of stations, the simulated
throughput comes very close to this approximation and even drops below the approxi-
mation for a high number of users. The reason is that the effect of collisions is slightly
underrated, resulting in a capacity which is slightly too high.

5.2 Transfer times of TCP files

This subsection presents analytical results based on the processor sharing (ps) modelling
approach as described in Section 4.2. For the ps-model a capacity of 5.2 mbit/s is used to
obtain the results (e.g. the aggregate throughput rtcp obtained from (1)). Figure 5 shows
the mean and variance of the transfer times for a wlan with a data rate of 11 mbits/s.
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Fig. 5. Mean and variance of the transfer time as a function of the offered load for ns-2 simulation and processor
sharing model with capacity of 5.2 mbit/s.
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Fig. 6. Mean and variance of the transfer time as a function of the offered load for ns-2 simulation and processor
sharing model with capacity of 4.7 mbit/s.

Note that due to the inefficient use of the medium, caused by both the dcf and tcp, the
channel becomes saturated at an offered load of ρo = 5.2/11 = 0.47.

The left graph shows the results for an average file size of only 10 packets of 1500
bytes. It is seen that the ps-model underestimates the transfer times, especially for low
loads. Obviously, this is due to the fact that small files are not able to use the system
capacity of 5.2 mbit/s due to tcp’s slow start (cf. results of Figure 4), while the ps-model
does assign all the available capacity to the tcp flows and, hence, underestimates the
transfer times; in particular this occurs for low loads when only a few tcp flows tend to
be in progress simultaneously.

Further, note that the rapid increase of the mean and variance of the transfer times,
in the neighborhood of the critical load, is somewhat delayed in our ps-model. The mean
transfer times of both the simulations and the ps-model smooth off for higher loads. For
loads above the critical load the system will be filled with the maximum number of users
most of the time, however, the ps-model still underestimates the mean transfer time. The
reason is that, as seen in Figure 4, the actual aggregate throughput for a large number
of users simultaneously downloading files is around 4.7 mbit/s instead of the 5.2 mbit/s
(determined by approximation (1)) used in our ps-model. Remark that the variance of
the flow transfer times in the ps-model, a system without limitations on the number of
users, goes to infinity for high loads , i.e. for ρe > 1 (≈ ρo > 0.47), as the system becomes
unstable. The simulated variance smooths off because cac is used to limit the number of
users.

The right graph of Figure 5 presents the results for an average file size of 1000 packets.
The ps-model captures the behaviour of the simulations well, also for low loads. The
influence of tcp’s slow start is small, as only a relatively small part of the file is transferred
during the slow start phase. The model also captures well the load where the transfer times
start to increase rapidly.

Figure 6 presents results of the same scenario as Figure 5 but for a ps-model with
capacity 4.7 mbit/s instead of 5.2 mbit/s, as Section 5.1 already illustrated that the
aggregrate throughput for a high number of users is 4.7 mbits. For both large and small
files the load for which the transfer times start to increase rapidly is captured well. For
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Fig. 7. Mean and variance of the transfer time as a function of the offered load for ns-2 simulation with fixed
link, wlan and processor sharing model with capacity of 4.7 mbit/s.

large files the mean and variance of the ps-model follow the simulated results well. For
small files the results for high loads are well, while the ps-model still underestimates for
low loads, as it does not capture tcp slow start.

5.3 Discussion on Processor Sharing modelling

The previous two subsections illustrated that the ps-model captures the behaviour of tcp
file transfers over wlan fairly well. The model is not always accurate for two reasons.
First, for small files the aggregate throughput is largely influenced by tcp’s slow start
phase, which is not captured by the ps-model. Second, the ps-model assumes that the
capacity is constant, independently of the number of users simultaneously downloading
files. The results of Section 5.1 showed that this is not the case: the aggregate throughput
slowly decreases for an increasing number of users downloading a file.

Figure 7 shows simulation results of the same scenario as above, but now the wlan
medium is replaced by a fixed (full-duplex) network link of 4.7 mbit/s. These simulation
results illustrate the improvements of the model that can be obtained if tcp is perfectly
modelled. It appears indeed that the slow start problem is ’solved’ (see left graph of Figure
7 for low loads), but the shortcoming of the model w.r.t. the state dependent capacity
of the wlan remains; the capacity used in the ps-model and the new simulations is
too conservative. Therefore the transfer times of the simulation with the fixed link are
above the simulation results of the wlan for each load. This problem could be dealt
with by using a processor sharing queue with state-dependent service rates to model the
flow-level behaviour. The states are the number of downloading users and the associated
aggregate service rates are the system throughputs depicted in Figure 4. This should
improve the capture of the load where the transfer times start to increase rapidly. The
model is still tractable for the mean values, the variances cannot be obtained by this
model (see [5]). Another issue is of course how to obtain analytical expressions for the
aggregate throughput per number of downloading users.
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6 CONCLUDING REMARKS

We have presented an analysis of tcp file downloads over ieee 802.11b wireless lans.
First, the interaction between tcp traffic and the mac layer’s contention mechanism
was studied. The key observation made there was that the number of actual contending
stations is always low, independent of the number of users that are simultaneously down-
loading files. This led to an approximation of the aggregate wireless medium throughput.
Next, at the flow-level we modelled the system by a processor sharing queue with service
capacity equal to the approximated aggregate wlan throughput. From known results for
this model we obtained approximations for the mean and variance of the file download
times. The approximation was validated by ns-2 simulations.

Our numerical results show that the transfer times can be modelled quite accurately
by the ps-model. The approximation results and simulation results slightly differ for two
main reasons: first, tcp’s slow start behaviour was not captured entirely, and second the
approximation assumes a constant throughput of the wlan medium while in reality the
throughput slightly depends on the number of downloading stations. This paper also pre-
sented some hints for the improvement of the latter shortcoming. Further, its is explained
how to alter the approximation for rts/cts access mode and tcp without delayed ac-
knowledgements. Possible future research include scenarios where different users are both
uploading and downloading files and file download times in a multi-service scenario sup-
ported by e.g. the qos-enabled ieee 802.11e version.
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