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Abstract—Content Delivery over the Internet continues to be a
challenge as there is no centralized control system [1]. Software
Defined Networking has paved the way to provide this control
of network traffic. OpenFlow is now being standardized as
part of the Open Networking Foundation, and Software Defined
Exchange provides a framework to use OpenFlow for multi-
domain routing. Prototype deployments of Software Defined
Exchanges have recently come into existence as a platform for
Future Internet architecture to eliminate the need for core routing
technology used in today’s Internet. In this paper, we look at how
application delivery, in particular, Dynamic Adaptive Streaming
over HTTP (DASH) and Nowcasting take advantage of Software
Defined Exchange. We compare unsophisticated controllers to
more sophisticated ones which we call a ”load balancer” and
find that implementing a good reactive controller for inter-
domain routing can result in better network utilization and better
application performance.

I. INTRODUCTION

Software Defined Networking (SDN) which, in contrast
to traditional IP-based routing, decouples the data and the
control plane is seen as a promising approach to enable new
functionalities in the future Internet. While single-domain
SDNs have been around for a few years (e.g., data centers,
research networks [2] [3], and WANs of organizations [4]),
inter-domain deployments that involve SDN implementations
for inter-AS routing using BGP have only come into existence
in the recent past [5].

Recently, the research community is proposing the intro-
duction of so-called Software Defined Exchange (SDX) [6]
[7], which can be seen as the SDN equivalent to an Internet
Exchange Point (IXP). The basic idea of an SDX is to
connect several domains, allow traffic exchange and provide
a platform for implementation of new policies through third-
party control in future Internet architectures. Since SDN is
radically different from today’s Internet technology, some of
the functionality aspects such as flow management between
autonomous systems (similar to BGF, OSPF, etc. in today’s
Internet) and higher-level ones like peering policies, peak-
usage scheduling and route-based prioritization [9] have to
be further investigated. An SDX should also incorporate SDN
advantages such as complete resource virtualization, real-time
traffic analysis, flow-based routing, plug-and-play hardware
integration, security and third-party control services.

One of the challenges faced by Network Service Providers
is seamless content delivery over bottleneck links in the
Internet [1]. The recent developments in optical technology
and proliferation in bandwidth-intensive applications motivates
the need for SDX, which provides complete control over
transferring application data from one location to another for
processing and delivery so as to maximize overall resource
utilization over such domains.

In this paper, we make use of two prototype SDXs to
demonstrate how applications can benefit from using multiple
domains and exercising control over data forwarding. Here,
we make use of a topology that connects two SDXs via three
different domains with one SDX is located at StarLight in
Chicago and the other one at Southern Crossroads (SoX)
in Atlanta. Both SDXs are connected via three domains,
Internet2 AL2S, ESNet, and ORNL, respectively. On top of
this topology we use a simple throughput-based OpenFlow
controller to analyze the performance of two different types
of bandwidth intensive applications. One application called
Nowcasting is based on a weather detection and prediction
project, CASA [10] mainly used to detect severe weather
hazards, and the second is a video streaming application based
on a VLC implementation of Dynamic Adaptive Streaming
over HTTP (DASH) [11].

While a production deployment of SDXs in New Zealand
has proven that SDX is a pragmatic approach for traffic
exchange, our work is a step forward in validating the per-
formance of real-world applications over an SDX-enabled
network of multiple domains using reactive control. In the
case of the present SDX prototype the SDX domains use
OpenFlow [13] which provides a ”world-view” of the network
and we advocate the use of SDX to improve traffic monitoring,
network performance and provide high quality content delivery
through reactive flow installation. SDN comes with an open
API [14], which opens up a plethora of possibilities for policy
management between domains, content providers and end-
users. Thus, prototype SDXs will allow researchers to create
and analyze realistic, at-scale Future Internet architectures.

The remainder of this paper is outlined as follows. An
overview of the related work on SDNs and SDXs is given
in Section II. In Section III, we present the multi-domain
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architecture, coupled by a set of SDXs, which is followed by a
description of the experiments and their analysis we performed
on the SDX testbed in Section IV and Section V respectively.
Section VI concludes the paper and describes future research
of SDXs.

II. RELATED WORK

OpenFlow [13] has been successfully deployed in several
production data centers today. B4 [4] by Google is one of
the first large scale deployments of a Wide Area Network
that uses OpenFlow. Following this, there is some work that
discusses network virtualization using Open APIs defined
for Software Defined Networking [14]. In [16], Podleski et
al. have discussed the feasibility of Software Defined Net-
working with multi-domain architectures using both slice-
based and connection oriented approaches. The connection-
oriented approach places emphasis on using namespace to
enable the use of connection-related applications such as
load-balancing, traffic monitoring and packet inspection while
the slice-oriented approach talks about how slices may be
provisioned for different service providers. Another work
talks about implementing a backward compatible algorithm
to outsource control logic for BGP routing using SDNs. The
authors run real traffic data on a simulated network to evaluate
their approach [17].

During the last couple of years there has been a substantial
amount of work that discusses the feasibility of deploying
Software Defined Networks within the Internet. In [18], Nunes
et al. discuss programmable networks in detail. They present a
survey of several Software Defined Networks beginning with
Ethane [15] to OpenFlow and present-day SDN applications.
The authors of OSHI [12] describe the use of OpenFlow
for SDN based IP forwarding and routing and emulate such
a system on OFELIA [3], which is also an SDN-enabled
research testbed. The authors of [12] use Mininet and examine
the effectiveness of different monitoring methods.

A large scale deployment for Software Defined Exchange
was setup by Gupta et al. [6]. Their paper contains details
of their SDX deployment, Southern Crossroads (SoX), which
is a part of the network we use to run our applications.
Here, the authors explain how their SDX can be used to
implement different peering policies, efficient DNS-based load
balancing and middle box traffic steering. Cardigan is one of
the first OpenFlow SDX networking environments that has
been deployed in a production setting [7]. Their paper contains
details about a real deployment of a ”distributed routing fabric”
between Research and Education Advanced Network of New
Zealand (REANNZ) to the Wellington Internet Exchange
(WIX). RouteFlow [8], an extension of Cardigan is an SDX
deployment that carries real Internet traffic. However, their
production deployment limits their ability to conduct perfor-
mance characterisation. Our controller uses flow statistics from
production SDXs to conduct application performance tests.

While all of these papers have presented the advantages
of Software Defined Networking in several ways and some
also present production deployments of Software Defined

Exchanges, we have not seen any work that presents the
performance analysis of actual applications using reactive
OpenFlow controllers on an existing infrastructure. In this
paper, we use an SDX-enabled GENI testbed and evaluate the
performance of two real-world applications based on video
streaming and short-term weather prediction to give some
insight into the capability of such a testbed for future Internet.

III. ARCHITECTURE

In this section, we give a brief explanation of the setup used
to run applications over the SDX network. All the resource
reservations to set up our architecture were made using GENI
Aggregate Manager APIs [2]. Our architecture mainly consists
of three parts.

A. Local Rack VMs

(a) Nowcast - It consists of a network of 4 radars at
one location where each radar sends measured data to a
central processing location. The application we run, called
Nowcasting, is highly time-sensitive and is used for short-term
weather prediction. The VMs that run on the Northwestern
rack have previously collected radar data stored on them,
which is replayed just as if it would come from a real radar.
(b) VLC DASH - A raw PC in the Northwestern rack runs
an Apache server and has DASH videos stored on it which
streams to a VLC client that runs in the process box.

B. SDXs

The SDX OpenFlow switches are at: (a) Southern Cross-
roads (SoX) - This is located in Atlanta, Georgia and is
configured with a programmable FOAM/Flowvisor [6]. (b)
StarLight - This Exchange network is located in Chicago and is
the first provider to implement both national and international
communications exchange to provide better management and
control over provisioning resources within an Exchange net-
work [19].

C. Domains

The Domains are: (a) Oakridge National Lab (ORNL) - This
is shown in Figure 1 as Domain 2 and is one of the non-SDN
domains that connects the Northwestern rack to the SoX rack.
(b) Energy Sciences network (ESnet) - A large scale national
network shown in Figure 1 as Domain 3. Although ESNET
provides the option of using SDN Domains, this topology uses
a non-SDN domain. (c) Internet 2 (I2) - is represented by
Domain 1 in Figure 1. We use the Advanced Layer 2 Service
link (AL2S) offered by Internet 2-AL2S, an SDN Domain,
provides us with a VLAN between the Starlight Pronto switch
in Chicago and the SoX NEC Switch in Atlanta. Each of these
domains provides 100Gbps network speeds.

IV. EXPERIMENTS

This section describes our experimental setup and scenarios.

A. Experimental Setup

This section contains details on applications we run and the
tools we use.
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1) Nowcasting: For the Nowcasting application, we do not
use actual radars but use virtual machines in the Northwestern
GENI rack to emulate radars. We load actual radar data that
we previously collected from four real radars in Oklahoma
on each of the virtual machines named r1, r2, r3 and r4 in
Figure 1. The Nowcasting algorithm runs on a bare metal
server in the SoX rack. An Apache server is installed in a
Xen virtual machine that runs on the Georgia Tech GENI
rack. The Nowcasting algorithm processes the received radar
data to generate Nowcast images of weather data which are
transferred to the Georgia Tech rack to be displayed on a web
page hosted at the web server.

2) VLC DASH: The second experiment we run is the
VLC Dynamic Adaptive Streaming over HTTP Application.
An Apache server running on a bare metal server in the
Northwestern rack hosts DASH enabled videos of varying
segment sizes which are 2s, 4s, 6s, 8s and 10s segments
in varying bitrates. This implementation of DASH measures
client bandwidth and streams the segment of highest quality
bitrate supported by the client. The Decision Rate specifies
the perceived bitrate of the video based on the previous
segment requested by the client and is a direct measure of how
the application is affected by bandwidth variations. For this
experiment, we stream a 10-minute video with 2s segments
from the Apache server at Northwestern to a client running in
a VM at the SoX rack in Atlanta and measure the Decision
Rate.

3) Trema Controller: We programmed our OpenFlow con-
trollers using Trema [20], a Ruby-based tool. Both controllers
below use the help of a ”Learning Switch”. This is a simple
controller that is a part of the Trema package which floods the
interfaces of all switches connected to the controller and stores
a mapping of the interface and MAC address in a database that
is local on the controller. This controller runs in the Georgia
Tech rack also used to host the web server for IV-A1. As
shown in Figure 1, the switches that connect to it are the SoX
rack switch, GaTech rack switch and the NEC OpenFlow in

the SoXSDX Domain.
a) Timer-based Switching: This controller switches paths

every 30s or every 60s based on the type of controller we
run. There is no feedback control implemented here. We run
the VLC DASH application with each of these timer-based
controllers.

b) Load Balancer: This controller gathers the instanta-
neous throughput from the SDX Switch at Starlight through
flow statistics API provided by the Trema controller and
switches the flow to the least congested domain based on
the cumulative throughput, which is an aggregate of the
instantaneous throughput over time and provides a better
controller performance as compared to switching based only
on the instantaneous throughput.

4) LabWiki: LabWiki is a tool used to collect and show
live visualizations of network related experiments and is a
web-interface for an integrated tool called Orbit Measurement
Framework OMF [21] that was developed at NICTA and
provides an interface to write Ruby scripts (OEDL) to run
experiments. We run two such scripts for our measurement.
(a)VLC Client Application - This script gives us a measure
of the parameter described in IV-A2. (b) OpenFlow Statistics
Application - This gives us a measure of the statistics gathered
from the Trema controller such as cumulative throughput and
instantaneous throughput. Here, we switch flows based on
the sum of the instantaneous and cumulative throughput flow
statistics when a flow arrives.

B. Experiment Scenarios

In this section, we describe the different experiments we
run to analyze the performance of a well-controlled SDX that
switches between the three domains based on the throughput
in each domain. To clearly describe the motivation for this
approach, we present the application performance and through-
put variation results for each individual domain. For switching
between the domains, we compare the performance of a load
balanced controller with a naı̈ve, timer-based approach.
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1) Experiment 1: Single Domain Single Application: We
start the VLC DASH client application from LabWiki along
with three Iperf flows from each radar to the process box.
We run this experiment in each of the domains, that is,
ESNET, I2 and ORNL individually to analyze the video
quality degradation within a single domain for a ten-minute
video.

2) Experiment 2: Multi Domain Single Application: This
experiment is similar to IV-B1 but instead of using just one
domain we use all three domains and we program our Trema
controller to switch between these paths. We have two main
types of Trema controllers as described in Section IV-A3. One
of the controllers we program simply switches paths every 30
seconds or every 60 seconds while the more sophisticated one
switches paths based on the throughput of the flows in each
path going out of the Starlight SDX switch.

3) Experiment 3: Multi Domain Multi Application: This
experiment runs the VLC DASH client application in parallel
with the Nowcast application. As the applications begin to run,
Labwiki measures the bitrate at which the video plays on the
client while simultaneously collecting flow statistics from our
throughput-based Trema controller. For comparison, we repeat
this experiment for the controller that switches paths every 30
seconds.

V. RESULTS

In this section, we present the results of the experiments as
described in Section IV with performance analysis for both
the VLC and Nowcast applications.

A. Single Domain Performance

In Figure 2(a), we present the results we obtain while
running a VLC DASH client application along with three
parallel Iperf flows where we start the VLC client about
30s after we start the Iperf transmissions. Here, we see that
the ORNL link provides a constant VLC DASH Decision
Rate. ESNET also performs reasonably well and allows the
client to request the highest available bitrate from the HTTP
DASH server. However, the worst performance we see is for
the Internet2-AL2S (I2-AL2S) link because not only does it
take the longest time to converge to a constant bitrate but
the client also does not request the highest available bitrate.
We compare this with the results presented in Figure 2(b),
which shows throughput measured at the SDX at Starlight.
Figure 2(b) clearly shows that the I2-AL2S SDN domain
has the highest throughput. We assume that there is some
performance degradation happening on the path between the
Starlight and the SoX SDX and will investigate this in future
work.

This initial measurement results clearly motivates the need
for an environment that allows researchers to instrument SDXs
to better analyze their behavior and measure performance.

B. Multi Domain Single Application Performance

Figure 3 shows the corresponding flow statistics results for
two alternative controller implementations. In the first one,
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Fig. 4: Multi Domain VLC DASH client

Figure 3(a), the path is switched every 30s and we see that
the average throughput of the Internet2-AL2S path is the
highest. The throughput of the ESNET and ORNL paths is
lower for 30s switching time. We repeat this experiment for
a 60s switching time but do not include the plot here as it is
similar to 3(a) with larger intervals between domain switches.
The other controller that we show in Figure 3(b) is the load
balancer which checks the cumulative throughput on each of
the VLANs whenever a flow arrives and then sends that flow
out of the VLAN that has the least load while streaming the
DASH video. Figure 5 shows a graph of the instantaneous
throughput for each of the paths while running the Nowcast
application as a standalone experiment using the load balancer
controller. From this figure and Figure 3(b), we see that the
throughput on Internet2-AL2S and ORNL goes to a higher
peak within the first 100s and 400s respectively but after this
time, all three paths share the load almost equally. Figure 4
shows the VLC DASH client performance for the timer-based
controllers (both 30s and 60s switching intervals) and the load
balancer. The controller that switches paths every 30s gives a
higher, constant decision rate compared to the controller that
switches every 60s but the best decision rate curve is obtained
with the load balancer. On comparing figures 3(a), 3(b), and
5 it is evident that the paths are also better utilized by the
load balancer controller as it gives a more distributed load
and avoids the peaks that are seen in Figure 3(a).

C. Multi Domain Multi Application Performance

Figure 6 illustrates two cumulative throughput graphs ob-
tained while running the load balancer with both the Nowcast
and VLC DASH applications. To analyze the performance
for each application, in Figure 6(b), we plot the Nowcast
flow statistics separately for the same time window in the
experiment. At 400s, we start the VLC client application and
the cumulative throughput after this point is greater for each
path than seen in Figure 6(b). From Figure 6(a), we can
clearly observe that load balancing gives a consistent network
utilization even when multiple applications are run.
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Fig. 2: Single Domain VLC DASH
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Fig. 3: Multi Domain VLC DASH Throughput
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Fig. 5: Multi Domain Nowcast

Domain Type Controller Round-trip Time [ms]
Single Domain (ESNET) non-SDN 99.96
Single Domain (ORNL) non- SDN 136.40
Single Domain (I2-Al2S) SDN 121.46

Multi Domain Timer-based (60s) 75.00
Multi Domain Timer-based (30s) 88.10
Multi Domain Load-Balancer 28.31

TABLE I: Average Round-trip time of ICMP packets between
Northwestern and Atlanta

Table I shows the Round-trip Time (RTT) in milliseconds
obtained for all cases described in this section. The ping
utility with a packet size of 64 bytes was used to measure
these values. The experiment consists of 1000 pings running
in parallel from the processing box to the radars and from
each of the radars to the processing box. The average value of
these RTTs obtained with each type of domain and controller
is shown here. As we can see above, using the multi-domain
reactive controllers clearly reduces end-to-end latency between
the Northwestern rack and the SoX rack. The best performance
is obtained with the load-balancer algorithm with an average
RTT of 28.31ms.

VI. CONCLUSION

This work gives us a brief glimpse into application per-
formance over Software Defined Exchange. There are many
challenges while designing these SDXs that include defining
policies between domains, traffic isolation, VLAN provision-
ing, bandwidth limit and so on. Our main aim here is to evalu-
ate the potential of SDXes for delivery of multiple applications
and to open doors for evaluating more sophisticated OpenFlow
controller algorithms in real-time. Our results clearly show that
SDXes are highly-suitable for real deployments at large scale
as we can easily filter individual application bandwidth and
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Fig. 6: Multi Domain Nowcast and VLC DASH Throughput

performance statistics within desired time periods, which could
aid in traffic prioritization. As we conduct further experiments
on the SDX tested, we hope to run more applications to
analyze the potential of SDXs for policy-based routing and
evaluate SDX more thoroughly from a client’s perspective.
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