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Abstract—Upcoming telecommunication networks are ex-
pected to lower energy requirements of current infrastructures,
especially at the network edge. That necessarily entails cutting off
energy wasted when devices are active, yet idle, just to maintain
their presence on the network. To this purpose, the concept of
delegating network activity has been introduced to allow devices
to enter low power states without breaking their connectivity.

This paper addresses the client-side architecture for dele-
gating routine network tasks to the proper service. It depicts
the logical framework for this purpose and identifies its main
logical elements and their function; further, it discusses their
integration with power management capability today available
in most computing devices.

I. INTRODUCTION

Telecom operators report they are among the biggest
nation-wide consumers of energy, due to their communication
infrastructures [1]. Breakdown of energy consumption shows
that today most of energy is drawn at the network edge, due to
its capillarity and to the large number of installations [2]. The
above estimations only consider network equipment, but the
situation is even more alarming if one also takes into account
ICT devices at home. The most contradictory aspect is perhaps
the fact that most of the power drawn by such devices gets
wasted when they are idle and no one is using them [3]: this
habit is dramatically common for several reasons, including
remote access to devices, nightly updates, user presence in
multimedia applications (VoIP, Instant Messaging), keeping the
priority in downloading queues (e.g., in file-sharing), quick
availability to restore the working session, and wrong beliefs
about power saving systems [3], [4]. At it’s said, hosts maintain
their presence on the network.

Effective and efficient management of peripheral equip-
ment and users’ devices is therefore essential to cut down
energy waste; the whole network could be involved in this
challenging process, as most of matters that hinder the usage of
low-power states come from networking issues. One straight-
forward solution is the delegation of routine network activity
to specific agents that consume very low power and hopefully
cover for many devices simultaneously. This approach has the
immediate advantage of making any other network element
unaware of what is happening, hence it does not affect the
way all Internet protocols and applications behave today.

There are several tasks a ‘connected’ host is expected to
carry out: it must handle link-local protocols (like ARP, IGMP,

DHCP, NetBIOS) and network management protocols (like
ICMP and SNMP), it must answer to incoming packets (e.g.,
new TCP connection or sporadic UDP packets), and it should
refresh protocols’ and applications’ soft states (usually referred
to as keep-alive or heart-beating messages). In many cases,
these are very simple operations that only need elementary or
no data at all from the host in question. Therefore, managing
these tasks needs very limited storage and processing capabil-
ity and could be demanded to any kind of device, including
Network Interface Cards (NICs) and network equipment [5].
Delegations of network activity to NICs offers best and easier
integration within the device, whereas delegation to external
equipment brings more opportunities and larger saving when
many devices are covered. When complex routines are in-
volved (as may happen for application heart-beating), NICs
need general-purpose processors that might rise the power
consumption up to the same level of other network equipment,
though they cover a single device.

The shift of the legacy operational and management
paradigms towards more in-network programmability and
flexibility will impact the concepts described so far. The
management of networking routines will become a network
service, which could be implemented anywhere in the network
(either in a centralized or distributed fashion) according to
emerging paradigms like Software Defined Networking (SDN)
and Network Function Virtualization (NFV). The service is
thus likely to be moved inside the network in edge devices
or in green data centers, thus taking advantage of high com-
putation and storage resources and sharing them with many
other processes, eventually enhancing their efficiency. That
would provide the ability to perform networking tasks for ever
more complex applications and protocols, and even to support
novel processing paradigms where applications are run directly
inside the network and ‘thin’ client devices act merely as
rendering and interaction interfaces. In this perspective view,
applications will always be available and connected, though
the thin client will also have to cope with basic connectivity
tasks when in low-power mode.

Nevertheless, irrespective of the vision about the evolution,
client devices are expected to be compliant to the delegation
paradigm, in order to fully take advantage of its capability and
save energy by a most intensive resort to low-power states. Till
now, several works have addressed requirements, challenges,
functions and architectures for carrying on network routines
on behalf of other devices; however, no effort has still been
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undertaken on the client side.

This paper fills the gap by proposing a logical architecture
to integrate the delegation of network routines with power
management functions already available in off-the-shelf de-
vices, and by giving preliminary guidelines for its implementa-
tion. The design of the client-side architecture explicitly targets
our delegation service, named Network Connection Proxy
(NCP). The choice is motivated by the facts that our NCP is
currently the most complete implementation to this purpose,
supports a general set of functions and offers a communication
interface to control its behavior (registration of functions
to activate, transferring of protocols’ and applications’ data,
notification of power state changes).

The paper is organized as follows. Section II reviews
the main requirements and architectures to delegate network
activity, so to highlight capability and requirements for the
client side. Section III provides a brief understanding of the
Network Connection Proxy, by discussing its operation, the
functions it currently supports and the communication inter-
face. Section IV sketches the logical framework that enables
devices and their applications to control the NCP behavior,
and Section V presents the corresponding software architecture
we are designing, together with preliminary details about its
implementation. Finally, Section VI gives our conclusions and
next steps of our work.

II. RELATED WORK

Fostering the usage of low-power states at the network edge
implies the delegation of network activity to a proper agent
or service. This problem has been studied for over a decade,
bringing to a set of requirements, expectations, challenges and
several implementations.

In a nutshell, maintaining network presence essentially
includes three main issues [6]:

• link-layer presence, namely maintaining physical con-
nectivity (synchronization, state, topology, etc.); this is
quite easy for Ethernet but more complex in WLANs;

• network-layer presence, which is active participation
in networking protocols to maintain end-to-end reach-
ability;

• application-layer presence, which includes all mes-
sages and functions to let other peers believe specific
applications are active and ready to answer.

The service may run as a network proxy (indeed, it is
often referred to as Network Connection Proxy); it inspects
all packets intended to covered devices and classifies them
according to the treatment they need [7]:

• minimal response required, when the answer is easily
predictable and no heavy computation is required;

• delayed response required, when packets can be
buffered and processed later without affecting the
remote application/protocol (IM messages and noti-
fications, emails, etc.);

• wake-up required, if the involvement of an application
or of the OS is unavoidable, such as with new TCP

connection requests, SNMP requests, and so on; wake-
up is mostly based on the Wake-on-LAN (WoL)
feature already supported by most NICs.

Most effort has been devoted to management protocols
like ARP, ICMP, IGMP [4], [7]–[9]; TCP has a complex
state machine and initially only the advertising of the Zero-
Window condition was envisaged, to delay packet delivery by
the remote peer [8]; however, support of keep-alive messages
and session migration was recently added [10]. There have
been a few proposals for proxying both high-level protocols
as UPnP [11], [12] and specific applications as Gnutella [13]
and Jabber [14].

A further step was done in Somniloquy, where “stubs” for
specific applications can be added to the base framework [4];
the implementation covered for wget (an application for web
downloads), bittorrent (a well-known protocol for file sharing)
and finch (an IM client that supports several protocols as MSN,
AOL, ICQ). A more generalized solution was proposed for
heart-beating, by defining a common and general framework
that allows applications to specify a message template and
dynamic fields to be filled in when the packet is sent [10].

The interface to control the behavior of the service and the
internal architecture for client devices have been neglected for
many years, sometimes arguing the service could have inferred
by itself what covered devices had needed and when they
had entered and exited low-power states. Recently, the usage
of zero-discovery auto-configuration protocols like UPnP was
proposed, together with a suitable abstraction of general and
common services that could be offered to clients [15]; this pa-
per carries on that work by proposing a client-side architecture
that integrates with native power management.

III. NETWORK CONNECTION PROXY

The Network Connection Proxy (NCP) is a logical function
that maintains network presence for temporally unconnected
devices, for example those which are in low-power states
(‘sleeping’ devices). The NCP processes packets intended to
such hosts and carries out specific tasks on their behalf. This
operation implies four main issues:

1) the knowledge of client devices and of the kind of
behavior they need while asleep;

2) the notification of any change in the power state of
client devices;

3) the abstraction, the retention, the update and the
exchange of internal status for various protocols and
applications;

4) the ability to catch traffic intended to covered hosts.

The basic operation of an NCP includes the following
steps:

1) client devices register with the NCP what it should
do when they are unavailable;

2) client devices notify the NCP they are going to sleep;
maybe some state information is passed to the NCP;

3) the NCP maintains network presence for covered
devices, according to the behavior they have regis-
tered. Additionally, it may update state information
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Fig. 1. Reference architecture for NCP operation.

for some protocols/applications (e.g., TCP sequence
numbers, counters, timestamps);

4) client devices awake and notify the NCP, which stops
covering for them. Updated state information, if any,
is returned to them.

Usually, step 1 is carried out only once, or maybe it is updated
occasionally when new applications are started or running
applications are closed. Step 2–4 are indeed repeated every
time a host goes to sleep.

A. Reference architecture

Figure 1 depicts the reference architecture for the Network
Connection Proxy. The internal components are the database
of behavioral rules, packet processing, scheduling and packet
filtering; external interfaces enable client devices to control its
operation by registering their behavioral rules, by exchanging
status information and by notifying their power state transi-
tions.

NCP rules contain the description of the behavior requested
by clients. They consist of two parts: the condition and the
action; the former specifies the event that triggers the execution
of the latter. Conditions may involve packets or time schedules.
In the first case, they are given as matching criteria on packets
content; in the second case, they consist of time intervals.
Actions the NCP is expected to carry out include processing,
buffering, generation and sending of network packets, and
waking up sleeping devices. A behavioral rule is active when
the corresponding client is sleeping.

Packet filtering inspects packets and catches those that
match the conditions in active rules. The inspection pro-
cess considers header information (source and destination
addresses, protocol, source and destination ports, protocol-
specific flags and options) as well as packet content (bit
patterns, application-specific headers and data).

Scheduling triggers actions as the time elapses. Triggering
might be one-shot (i.e., just one trigger occurs) or periodic
(i.e., many triggers are generated).

Packet processing performs the action of each NCP rule,
when triggered by the relative condition. The NCP should
account at least for the following kinds of operations: wak-
ing devices up, parsing and/or modifying incoming packets,
building new packets.

B. Supported operations

The NCP currently carries out the following operations on
behalf of client devices [15]

• at the link layer: ARP management;

• at the network layer: DHCP renewal, ICMP echo-
request answer;

• at the transport layer: wake up on incoming connec-
tions, TCP keep-alive;

• at the application layer: generic heart-beating.

The NCP answers ARP requests on behalf of the sleeping
host, by providing its own MAC address in ARP responses,
so to get all traffic addressed to that node; further, it also
sends Gratuitous ARP packets when it starts and when it stops
covering each device, in order to update the caches of other
hosts on the network. That implements the traffic diversion
feature needed to intercept traffic addressed to sleeping clients
in local networks.

The NCP wakes client devices up when it detects new
connections to given TCP/UDP port numbers; to speed up
operation, the NCP also buffers packets that triggered the
action and forward them as soon as the device gets awake.
For established connections, the NCP answers TCP keep-
alive message, in order to avoid the remote peer’s closing the
session.

For what concerns the generic heart-beating, applications
provide a bit template, which includes variable fields that
are filled in by the NCP. Variable fields can be counters,
timestamps, random numbers and other kinds of information
that is easy to infer and is updated by the NCP. Heart-beating
messages can be sent in a “solicited” way, by looking for a
given bit pattern in incoming packets, or “unsolicted”, namely
at periodic intervals.

C. Interaction with client devices

Client devices control the NCP behavior by its external
communication interface. Three kinds of operations are al-
lowed:

• registration of behavioral rules, which includes all data
and parameters needed for performing the operations
described in Section III-B;

• transfer of protocols’ and applications’ status, for
example the TCP control block when heart-beating is
done over TCP;

• notification of power state transitions.



Proceedings of the 2014 26th International Teletraffic Congress (ITC)

978-0-9836283-9-2 c© 2014 ITC

Currently, our implementation includes a UPnP interface
[15], [16], which also works in combination with the UPnP
Low Power architecture [12]. However, additional protocols
can be easily defined.

D. Deployment

The reference architecture shown in Fig. 1 only brings one
major requirement: the ability to intercept packets intended
to sleeping hosts. In local networks, the NCP implements
traffic diversion for sleeping devices by ARP, as described in
Section III-B. That means the NCP can run on any device,
both network equipment (switches, routers, home gateways)
and stand-alone PCs; in particular, we have successfully ran
our implementation on standard low-power devices (low-power
Atom PCs, Raspberry ARM board) and home gateways (Lantiq
EASY 80920 XWAY VRX288 evaluation board) [17].

Our implementation shows the NCP service could be
easily moved among network equipment, thus providing all
the flexibility needed to virtualize this function.

The adoption of the NCP service in the access/core network
opens the door to new opportunities, but also raises new
challenges and hindrances. Beyond the LAN boundary, the
NCP could cover for a larger number of devices, yielding more
energy efficiency; further, running the service in clouds also
offers a virtually unlimited number of computing resources,
which enables to covers for much complex protocols and
applications than envisaged so far. Additionally, the service
could also extend battery lifetime of smart devices that moves
across different network segments [18]. Proxying connections
in the network will allow the distribution of virtual functions
over different network elements, which cooperate to build a
distributed service that offers a single controlling interface
to client devices. This way, different application vendors can
provide stubs on their own servers, without the need to disclose
their applications’ internals to third party developers.

However, a better network orchestration would be needed
to successfully and effectively tackle traffic diversion in this
case; hopefully, this could be integrated with mobility man-
agement in next-generation software-defined networks.

IV. A CLIENT-SIDE FRAMEWORK TO DELEGATE

NETWORK ACTIVITY

Despite the location and the specific architecture of the
service that carries out routine network tasks, client devices
must be able to interact and to control it; this implies a few
operations. First of all, they need to collect the behavior the
system and the applications expect while the host is asleep and
to register it with the service. Second, they must detect the
transition to/from the low-power state; transitions may happen
automatically (when no activity or no time-critical tasks are
running on the host) or may be triggered manually by the
user, and they must be notified to the service so it can start
covering for the device.

The reference architecture for the NCP shows there are
different kinds of operations for covering a device, targeting
networking protocols as well as applications (mainly, keep-
alive and heart-bearting). Further, the power management
subsystem should be involved in the process as well, to catch
the power state transitions.

Although the integration of such new features in the OS
would only involve a few different products (Windows, Linux,
Mac OS X, *BSD), the same operation would be much less
feasible for applications. Indeed, there is no reason why every
single application on the system should deal with the many
details of the communication with the proxy agent (e.g., UPnP)
and with the power management subsystem; instead, each
application should only care about its logic. What applications
really require is functionality, a mean to know about the
presence of the NCP and, whenever available, ask for its
services by sending commands.

We argue there are a few matters to consider:

• many applications might be running on the same
system, but system-wide policies are often needed or
just a single communication channel can be used (for
example, because the same port should be used);

• applications can register the behavior they need at
any time, but status information can be exchanged
just before the transition to the low-power state; that
implies a tight integration with the power management
system, since applications must have enough time to
transfer any information between the hardware get
frozen;

• there are different interfaces and facilities for the
power management subsystem, even on the same OS
(e.g., Linux);

• several protocols might be used to delegate connec-
tions to different agents.

The most effective way to integrate delegation of network
connections into devices and to foster wide usage of them
by applications is by building a software framework that
hide any details about the service interface and the OS’s
power management subsystem; this approach abstracts away
the communication protocol and the OS’s internals and reduces
the need for coding, hence acting like a sort of middleware for
applications.

Different architectural solutions could be considered for
the client-side framework. The most straightforward approach
is the realization of a single monolithic library providing the
business logic for every task. Although simple and enough
effective, this solution is not well-suited for system-wide
actions that are not ascribable to single applications, like
those entailing link and network layer operations (ARP, ICMP,
IGMP, DHCP). Moreover, it does not take advantage of
sharing part of the code and other resources among several
applications. Indeed, if we consider the current communication
protocol for our NCP (see Section III-C), even if it is possible
to run concurrently multiple UPnP instances by binding and
listening to the same multicast group, it is still preferable
to have a single process for both security and efficiency
reasons (being the UPnP protocol quite complex and chatty);
additionally, it would be difficult to change, at a later point
in time, the communication protocol into a unicast based one
without affecting the applications or their setups. Yet having
the power management event handling spread among many
different applications can overly complicate the definition of a
single coherent policy.
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Fig. 2. Client-side framework to delegate network activity to the NCP.

Our design has thus considered a different approach, shown
in Fig. 2. The framework is built of two main parts: a
core process and tiny libraries for applications. The core is
a common and system-wide process, which deals with the
communication protocol(s) to delegate network activity and
which interacts with the power management subsystems; it
could also take charge of handling system-wide tasks at the
link/network layers. The libraries are just a small layer that
will easily integrate with applications and provide a transparent
gate towards the core block in terms of a streamlined and
intuitive Application Programming Interface (API) to control
the service (the NCP in our case).

The architecture depicted in Fig. 2 removes all the com-
plexity away from the applications and confines any future
development (mostly) in a single place, that is the core. That
leads to two benefits:

• power management events are handled by one entity
only, which can orderly control the pre-suspend (post-
resume) procedures, with a single coherent policy;

• since the application library is very simple and thin,
multiple implementations for different programming
languages are ease to be provided.

V. IMPLEMENTATION

Running on low-power resource-constrained hardware is a
key challenge for the NCP; however, portability and flexibility
are the main drivers for the client-side framework. With this
consideration in mind, we started the implementation of our
client-side framework targeting the NCP service described in
Section III; Fig. 3 sketches the main software components we
have currently selected and the logical relationships among
them.

NCP client software must run on the most widespread OSes
and must support a broad range of applications, written with
different programming languages. We found Java to be the
best trade-off between portability, use and protocol support;
therefore we used Java to develop the core of the client-side
framework. Java is a mature language, which code is usually
run by a Java Virtual Machine (JVM). Many different JVM
implementations are available for the vast majority of OSes
and they are often already included in PCs with Microsoft
Windows pre-installed and in most Linux distributions. More-
over, being one of the most adopted programming language

Fig. 3. Software architecture of our implementation of the client-side
framework to delegate connections to the NCP agent.

ever, many valid UPnP implementation are readily available;
among them Cling, an open source project that we choose over
the others because of its quality.

In addition to the communication interface, power man-
agement is the other core feature. Unfortunately, every OS
comes with specific power management subsystems and APIs,
and no programming language seems to provide some form
of portable support or common API, Java included. However,
Java provides straightforward native code execution by means
of the Java Native Interface (JNI) specification. Thanks to JNI,
any Java class can ask the JVM to load and execute C/C++
code, simply by marking class methods as “native”. This way,
the code written in Java will make use of a single and unique
interface while the native dynamic library will take care of
implementing that interface for a specific OS.

The usage of C/C++ bindings into the core of the frame-
work somehow limits the portability, yet non-portable code is
confined to a very narrow part of the whole project; supporting
a new OS is just a matter of developing a small C/C++ library.

At this stage of our project, we have considered Microsoft
Windows and Linux. The former has been providing power
management APIs since long, whereas the latter still does not
supply a common and agreed power management interface;
we are now considering and evaluating D-Bus1, as it looks like
the most complete and used subsystem for power management
notification and control.

Finally, we have to consider the interface between the core
and the libraries for applications. Although not part of the
business logic, the communication between the two part must
guarantee portability and multi-language support. Portability
affects the choice of the Inter Process Communication (IPC),
which is the way different processes communicate with each
other; multi-language support entails an agnostic serialization
method to convey the information.

Internet sockets are an example of portable IPC: they
are nowadays available on every OS, though they are not
the fastest IPC. Data must be structured and encoded from
class instances to data streams, more concisely serialized, in

1http://www.freedesktop.org/wiki/Software/dbus/
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order to be transmitted over sockets; this process is hidden to
applications, but it affects the efficiency of the implementation.
There are few alternatives available to this purpose, being
Google’s Protocol Buffers2 the most suitable solution.

Protocol Buffers is a solid, efficient and extensible tech-
nology for encoding structured data. It can undoubtedly be
considered a very stable and tested technology. The main driver
for the selection of Protocol Buffers is, not only its quality
and extensibility, but also the availability of implementations
in C++, Java and Python languages. This simplify the develop-
ment of the applications’ libraries for different programming
languages, either with a native implementation or by using
bindings out of the C++ library.

As a closing note, while the core module can be executed as
common application, it is intended to provide a service, thus
should be executed as a Windows service or Unix daemon.
Many tools provide system specific binding for controlling its
lifecycle, freeing the user from its management.

VI. CONCLUSIONS

This paper has addressed a client side architecture to
delegate the management of basic networking routines to the
network. Although our work targets a marginal aspect for
future network architectures, it still is complementary to energy
efficient mechanisms that are expected to be present inside
the network (thanks to network function virtualization and
service mobility) and it is a fundamental building block to
cut off energy consumption at the network boundary, which is
ascribable for most of today’s waste.

Our architecture provides a common framework to boost
the integration of delegation functions into applications, by
hiding all stuff about the network location and interface of
the connection agent; software developers can easily modify
their applications by calling simple libraries APIs to set what
connections are to be handled by the external agent and to
transfer any state for that purpose. Further, the integration
with power management features already available in the OS
enables to automatically notify all interested applications and
the network when the device enters and exits low-power states.

Next steps will be the implementation of the software
framework and the release of libraries for most used pro-
gramming languages (C, C++, C#, Java, Python). Functional
validation and performance measurement will be conducted to
assess the correctness of our implementation and its ability to
fulfill timing requirements imposed by the OS.
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