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Abstract—Transaction delay is in many cases the most impor-
tant performance metric of networked applications because it is
a manifestation of both network and end host (client or server)
performance and it often directly reflects the user experience. We
introduce TimeAudit, a tool for enterprise network administrators
that analyzes transaction delays from TCP/IP packet header
traces. TimeAudit computes the transaction delays and dissects
them into client, server, and network related parts, and in this
way enables drilling down to the origins of the application-
level performance of services. Furthermore, it applies statistical
analysis to reveal patterns and anomalies from the delay data.
TimeAudit relies solely on the behavior of TCP and, unlike
SNMP-based management tools, for instance, it does the analysis
“blindly” requiring no explicit knowledge of the applications
whose traffic it analyzes. We apply it to a traffic trace captured at
an enterprise network of 345 hosts and 56 servers. This exercise
demonstrates that it is able to pinpointing performance trouble
spots so that the enterprise network admin could take further
action.

I. INTRODUCTION

Enterprise networks consist of a network infrastructure,
a number of different kinds of host machines, and servers
running a multitude of services that are usually all administered
by the enterprise itself. Administrators typically use SNMP-
based tools, such as Cacti1, Nagios2 or Observium 3, to monitor
the performance of servers and the health of the network
equipment and links.

The basic MIB2 database, which any SNMP-monitored de-
vice must support, offers system and (coarse-grained) network-
level information. It can be extended with proprietary and
public MIBs that are specific to applications, such as a Web
or LDAP server, or to a physical appliance, e.g., a wifi access
point. While modern network management tools offer a user
friendly graphical interface to monitor any SNMP data, this
approach requires that each server be correctly configured to
export SNMP data. Otherwise, problems related to those spe-
cific applications go unseen by the administrators. In addition,
these tools leave the practitioner with no direct way to mine
the data, except by formulating rules (in terms of thresholds)
on the specific SNMP variables.

We advocate a simpler approach that does not require
instrumentation of each and every server, needs not be aware
of the application details, and can build profiles of the network

1http://www.cacti.net/
2http://www.nagios.org/
3http://www.observium.org

and mine for anomalies in an automated way. Our tool called
TimeAudit is based on transaction delay analysis of TCP-based
applications. It requires only to collect TCP/IP packet header
traces at a single aggregation point of the enterprise network in
order to diagnose the network health and to detect anomalies in
the network in terms of misbehaving applications. The latter
type of anomaly is observed to be dominating in enterprise
networks [1], while failures of components are rare events.
TimeAudit dissects transaction delays into time components
related to the client, server, and the network in order to
drill down to the origins of the delay. It further analyzes
these componentized transaction delays using statistical data
mining techniques and highlights performance anomalies to
the administrator. Some commercial tools like CISCO NAM
(Network Analysis Module) [2] or NetScout nGenius [3] also
expose transaction delays, albeit focusing on server delay
mostly. They allow the end user to define alarms on server
response times to detect malfunctioning servers but offer no
automatic clustering approach of client, server and network
delay simultaneously as TimeAudit does.

Several research efforts have addressed the issue of trou-
bleshooting enterprise networks through the use of inference
graphs [4], [1]. Their objective is to precisely pinpoint the
hardware and/or software component behind a performance
problem reported by the client. This requires access to ma-
chines states (syslog or data exposed by the OS in the /proc
in Unix like systems) and also to gather historical data to be
able to determine the inter-dependency among variables and
states. Those systems have difficulties scaling beyond a few
tens of machines and require collecting historical data before
being useful.

TimeAudit essentially trades level of details for scalability
and deployability compared to existing approaches. Specif-
ically, while TimeAudit is straightforward to take into use
and can potentially scale to large enterprise networks, it
cannot track down complex and detailed dependencies, such
as a software update triggering a misbehavior of a particular
network appliance. It should be viewed as a tool for network
administrators to survey the health of the network and services
and to pinpoint trouble spots that require further investigation.

Our contributions in this work are as follows:

(i) We propose a tool called TimeAudit which dissects and
analyzes transaction delays in enterprise networks. It relies
purely on packet-level traces of TCP traffic captured in the
network to profile the transaction delays, e.g., long response
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time at server side. In addition, it is application agnostic as
it does not require explicit application-level knowledge of the
traffic it analyzes.

(ii) We demonstrate the usefulness of TimeAudit by ana-
lyzing a one day trace consisting of all the traffic exchanged
within a mid-size enterprise network comprising 345 client
machines and 56 servers. We perform three different kinds of
analysis: 1) network health overview analysis, 2) application
specific analysis (SMB and LDAP), and 3) anomaly detec-
tion. We detect anomalies with different level of criticality
depending on the application concerned by the problem and
also the fraction of users affected. For example, the analysis
discovered a problem with the antivirus server that affects
almost every client but that can be considered as benign. On
the other hand, we observed problems with LDAP servers over
SSL that are clearly more critical as LDAP is a cornerstone of
most enterprise networks.

(iii) As a side product of applying TimeAudit on real
enterprise network, we provide a high level characterization
of the enterprise traffic at the connection, user, and application
level, and contrast the results with well-known characteristics
of Internet traffic. We underscore some key features like the
symmetry of traffic at the user level and the low throughput
observed compared to the high capacity of the network.

II. DATA SET

A. Traffic capture

Fig. 1: Architecture of the Network

In this work, we use a 24 hour trace, collected in 2010,
of a medium size LAN of a research center, collected during
an average busy week day. We are aware that this single
trace is at most representative of the network we analyze.
Unfortunately, shared traffic traces of enterprise networks are
rare, mostly because of privacy and administrative concerns.
The only publicly available traces that we are aware of are
the ones from LBNL (2005) [5]4 and the ones from private
data centers collected in 20105 [6]. Those traces are also far
shorter than ours. The network we focus on features many
characteristics that are common to all enterprise networks:
(i) its architectural structure, (ii) its organization in VLANs

4http://www.icir.org/enterprise-tracing/
5http://pages.cs.wisc.edu/∼ tbenson/IMC10 Data.html

with servers separated from clients and wireless clients isolated
from the rest (with only Internet access) and (iii) the presence
of applications that are typical of enterprise network like LDAP
or SMB that we study in detail later in this work. Furthermore,
we wish to underline the fact that our primary goal is to show
that TimeAudit can provide useful insights while analyzing
such a network, not to provide universal characterization of
the traffic observed in such types of networks.

Figure 1 provides an overview of the network under study.
There are about 400 machines equipped with a variety of
operating systems. End hosts machines may be either laptops
provided by the company that can be connected to the wired
network directly or personal laptops that can connect to a Wifi
network (that provides basic Internet access only). Laptops
provided by the company have VPN access to the internal
network when connecting to the wifi network (on the company
premises) or when outside.

The network is segmented into several Virtual Local Area
Networks (VLANs): servers, DMS, staff’s machines, labs
machines, wifi, connected via a layer 3 switch. We aggregate
hereafter staff’s machines, lab machines and wifi into the
category of clients when appropriate. The trace was captured
using a port mirroring function on the layer 3 switch, where
all VLANs are captured. Our focus is on the traffic exchanged
between the internal servers and the end users machines or
between the internal servers. TCP is the dominant transport
protocol with more than 97% of flows, and over 99% of the
bytes, similarly to typical Internet traffic.

The vast majority of connections are cleanly established
and terminated. For our next analysis, we consider only ”well-
behaved connections”, which are connections with a valid
three-way handshake and data exchanged in both directions.

Servers/DMZ Clients/Servers Servers/Servers

Connections 57,348 128,237 52,333

Volume Up 1.0 GB 119.5 GB 76.3 GB

Volume Down 0.8 GB 108.2 GB 76.4 GB

Volume Up (data pkts) 1.6 10
6 144.6 10

6 61.1 10
6

Volume Down (data pkts) 1.4 10
6 138 10

6 61.2106

TABLE I: Enterprise Trace: Description

We observe from Table I that client/server traffic dominates
in terms of number of connections and number of bytes.
Server/DMZ traffic is mostly due to email traffic. Interestingly,
exchanged data volumes are quite similar in both directions.
This is in contrast with typical Internet traffic that is highly
asymmetric with more traffic downloaded than uploaded be-
cause of the nature of the dominant applications, esp. streaming
of stored content over HTTP [7].

B. Application Break-down

We rely on port numbers to identify applications because
enterprise applications normally do not try to hide themselves.
Note that our focus is on traffic flowing inside the company
premise and we exclude traffic exchanged between internal
hosts and the Internet. We have no reason to believe that any
such applications would try to hide themselves behind well-
known ports. In Table II we report the 15 most popular targeted
destination ports (in terms of number of connections) on the
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server side. We note the presence of protocols uncommon for
Internet but typical of enterprise networks, e.g., Server Mes-
sage Block (SMB) or Lightweight Directory Access Protocol
(LDAP) .

When comparing Tables I and II, we can note that a large
fraction of the bytes is not carried by the dominating applica-
tions in terms of number of connections. This phenomenon is
due to some back-up processes taking place during the night,
where some servers are backed-up over the LAN and generate
a few but very large connections. They form the tail of the
distribution of connection sizes in Figure 3(a).

Symantec Endpoint Protection Manager (SEPM) generates
the highest number of TCP connections, but not the largest ex-
changed data volume. Lightweight Directory Access Protocol
(LDAP or LDAPs when it operated over SSL) which is a key
protocol for authentication is the second largest application in
terms of number of connections. Network File System (NFS)
and SMB, on the other hand, generate the largest data volumes.

Server NB Up Down Up Down

Port cnxs MB MB Datapkts Datapkts

Symantec SEP 114,130 89 2,288 154,155 1,727,323

(8014)

SMB 20,679 17,448 30,031.5 54,534,755 63,508,706

(445)

LDAPS 19,186 73 401.1 411,181 1,888,158

(636)

LDAP 13,886 42.2 186.6 85,347 278,375

(389)

Windows 10,524 21 9.3 56,299 50,626

NFS/IIS(1025)

Windows RPC 9,208 3.69 3.39 29,506 29,576

(135)

HTTP 8,189 285 766.5 437,805 849,342

(80)

Sun RPC 8,015 0.8 0.3 8,042 8,039

(111)

HTTPs 6,604 37 31.2 10,3107 70,526

(443)

NFS 4,174 36,757 17,796 34,536,623 21,141,082

(2049)

IMAP 4134 187.2 1302.1 2,355,061 3,094,410

(143)

2856 0.4 0.4 2,857 2,857

(2700)

Kerberos 2127 2.6 2.2 3,318 3,197

(88)

1484 0.1 0.1 1900 1902

(59554)

SMTP 1405 125.6 0.6 113989 20128

(25)

TABLE II: Application break-down

C. Client level characteristics

We observed in the previous section that Intranet traffic
tends to be much more symmetric than typical Internet traffic.
To assess the level of symmetry per client, we computed
the traffic volume in bytes and packets per client (Figure
2). To identify clients, we take advantage of the long lease
time by the DHCP server for the users machines (servers
have fixed addresses). We observe that enterprise clients tend
to generate similar amount of data volume for upload and
download directions, in clear contrast with Internet traffic.

Figure 3(a) reports the size in bytes of the TCP transfer.
The majority of transfers are of small size, between a few tens
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Fig. 2: Traffic volumes between clients and servers in the traffic
trace
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Fig. 3: Connection characteristics

of bytes and 1 MB. It appears that client/server connections
are the largest in terms of volumes.

Figure 3(b) reports a comparison of the cumulative distri-
butions of throughput and application layer (AL) throughput
for different types of traffics. The AL throughput is com-
puted as the number bytes at the IP layer divided by the
total duration of the transfer excluding the termination phase.
The AL throughput better reflects what the application and
end users perceive [8]. The differences observed between
throughput and AL throughput highlight the impact of the
control plane of the applications (or the transport layer) on the
termination phase. We further observe that identified classes
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of traffic present approximately similar AL throughput. This
is in line with the current practice in the entreprise network
under study (and also in enterprise networks in general) where
the network administrators cap the end hosts capacity to 100
Mb/s (even though they have 1 Gb/s network interface cards)
while enabling 1 Gb/s access on the servers. Still, the rates
observed are modest compared to those capacities, highlighting
the impact of the application during the actual transfer of data.

III. TIMEAUDIT

We describe in this section our tool called TimeAudit which
analyzes transaction delays of TCP-based applications. The
approach is similar to the one introduced in [9]. TimeAudit
proceeds in two stages: breakdown and clustering.

A. Stage 1: Breakdown

Fig. 4: Analysis process breaks the original trace down into
different periods of time.

The breakdown stage is illustrated in Figure 4. It consists
of two steps. First, each transfer is decomposed into three
different phases (Step 1 in the figure). Set-up is the time
elapsed between the first control packet (i.e. SYN packet) and
the first data packet. For certain connections, we observed a
large delay between the last ACK packet of the three way
handshake and the first data packet, which led us to introduce
the definition of the setup-time and not use the wording ”three-
way handshake”. Data transfer is the time elapsed between
the first and the last data packet observed in the connection.
It includes Recovery time, which corresponds to the loss
recovery periods if the connection experienced packet loss.
Tear-down is the time elapsed between the last data packet
and the last control packet of the connection.Unlike set-up,
tear down is not only a function of the RTT of the connection,
but also a function of the application on top of TCP. In practice,
we do not often observe a clean double FIN/ACK pair.

The second step decomposes the data transfer time ex-
tracted during the first step into further components. Figure
5 illustrates these different periods for the case of a session
with an Intranet Web server where C is a client and S is the
Web server. Warm-up corresponds to the time taken by C or S
before answering to the other party. It includes durations such
as thinking time at the user side or data preparation at the
server side. Theoretical time is the time that a TCP transfer
would take to transfer all the packets of the connection from C
to S (or from S to C). It is a lower bound describing the best
case behavior of a TCP connection having all the data available
right at the beginning of the transfer and, furthermore, having
an infinite path capacity. The transmission rate is then limited
only by the TCP slow start, the advertised window, and the

RTT between C and S. Pacing is the time that remains after
subtracting the Warm-up and Theoretical time from the total
data transfer time. Pacing is due either to the fixed capacity
and available bandwidth of the path, where the access link is
often the bottleneck, or some other mechanisms higher up in
the protocol stack, e.g., application imposing a rate limit.

Fig. 5: Data Transfer Time Break-Down

B. Stage 2: Clustering

The second stage of our approach aims at grouping together
connections that have a similar data transfer time breakdown
using clustering. This stage enables identifying groups of
connections experiencing similar performance. After the data
transfer time break-down, each connection is transformed into
a point in a 6-dimensional space (Pacing, Theoretical, and
Warm-up time of the client and the server). We use these six
dimensions as a feature vector for each connection and use
Kmeans to group connections with similar characteristics.

It is important to pay attention to the choice of the
initial centroids and the number of clusters when using
Kmeans. To assess the number of used clusters, we rely
on a visual dimensionality reduction technique, t-Distributed
Stochastic Neighbor Embedding (t-SNE) [10] which projects
multi-dimensional data on a plane while preserving the inner
neighboring characteristics of data. The application of this
method enables to obtain 2D map of the high-dimensional
space, which enables to pick an appropriate value for the
number of clusters. Concerning the choice of the centroids,
we perform one hundred trials and take the best result, i.e., the
one that minimizes the sum over all clusters of the distances
between each point and its centroid.

To present results, we use boxplots6 to obtain compact
representations of the values corresponding to each dimension.
On top of each cluster, we report the median size of the
connections in this cluster and the cluster identifier.

6boxplots are compact representations of distributions: the central line is
the median and the upper and lower of the box the 25th and 75th quantiles.
Extreme values - far from the waist of the distribution - are reported as crosses.
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To validate key elements of our analysis method: the data
transfer time breakdown and the clustering technique, we
performed in [7] a combination of simulations carried out using
the Qualnet simulator [11] and real traces.

IV. HEALTH DIAGNOSIS USING TIMEAUDIT

In this section, we demonstrate different ways of using
TimeAudit. We apply the tool on the one day traffic trace and
go through three different use cases: 1) overview analysis, 2)
application-specific analysis, and 3) anomaly detection.

We restrict the analysis to the traffic between clients
and servers (no DMZ traffic). We identified clients operating
system and the type of machine (desktop or laptop) using the
user agent string in the HTTP requests issued by the machines.
The majority of connections were established from Windows
machines with 66%, Linux with 16%, laptops with 4.6% and
the remaining is a mix of non classified connections.

A. Overview Analysis
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Fig. 6: Break-Down Applied for Client/Server Traffic

We report in Figure 6(a) and 6(b) the two steps of the
breakdown stage. Concerning the set-up/data time/tear down,
we observe that most set-up times are negligible (less than a
ms in 80% of the cases), reflecting the short RTTs observed
in typical small scale enterprise networks. Tear-down time
distribution features much more variability with 10% lasting
more than 10 seconds. This is in line with the discrepancy
between throughput and AL throughput observed in Figure
3(b).

We plot the results of the data time break down in Figure
6(b) along all the six dimensions. We find that except for pac-
ing at the server, which is almost absent, the other components
have quite similar medians (central lines in the boxes). The
inter-quartile ranges (lengths of the boxes) are relatively tight

but all the delay components show outliers that extend to long
values, and even to extreme values in the case of warm-up
and pacing, suggesting the presence of a long tail in their
distribution. The absence of server-side pacing is probably due
to the ample capacity of the access links (100 Mbits/s for the
clients and 1 Gbits/s for the servers) and the absence of rate
limitation at the application level.

Overall, the server-side warm-up values are the most dom-
inant (not very easy to notice since the y-axis scale is very
large), which is at odds with Internet traffic [7] where it is
typically the client-side warm-up that dominates because of the
popularity of the Web traffic where the user induces large idle
times while reading a page. Internet traffic also often exhibits
relatively larger theoretical times due to larger RTT and more
pacing, especially at the client side, due to the moderate up
link capacities of residential clients (esp. ADSL).

1) Input for network admins: In this case, TimeAudit
enables to obtain a baseline picture of the overall network
performance. It pinpoints which factors, related to the server,
client or network, dominates the overall application level
performance. The picture offered by Figure 6(b) is in line with
what one expects from a typical mid-sized enterprise networks,
namely the performance is dominated by processing time at
the servers. It is important to note that we obtained those
results without instrumenting each end host as in, e.g., [1], but
merely by analyzing a traffic trace. The next step for the IT
administrators would be to complement this overview analysis
with application-specific study and anomaly detection, which
is what we do next. These anomalies should correspond to the
extreme values (so-called outliers) in the boxplots of Figure
6(b).

B. Application-Specific Analysis

To deepen the analysis, we next focus on selected applica-
tions by filtering packets from the original traffic trace based
on the specific ports corresponding to those applications. We
show results from applying TimeAudit on two key applications
in enterprise networks, LDAP and SMB. We did not consider
the Symantec SEP application because even if it generated the
largest number of connections, it is clearly less critical than
LDAP in an enterprise network. The Symantec SEP server will
however receive some attention in Section IV-C when looking
for anomalies in the network.

1) LDAP: LDAP (or LDAPs) is a key protocol that email
and other programs use to look up information. LDAP is
not limited to contact information, or even information about
people. It is used also to look up encryption certificates,
pointers to printers and other services on a network. LADP(s)
represents a large fractions of TCP connections in our trace –
see Table II.

We applied TimeAudit on LDAP traffic to understand the
actual performance of this service. Application of the t-SNE
method (see Section III) lead to 4 clusters. Before digging
into the details of each cluster, we first present in Figure 7
the distribution of data volume per cluster. We observed two
dominant clusters: 1 and 2 with 99% of traffic, while clusters
3 and 4 regroup less than 1% of traffic.

Figure 8 depicts the per dimension characteristics of each
cluster. We indicate, on top of each cluster, the median
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connection size, the percentage of involved connections and
clients.

A first observation from Figure 8 is that three clusters
(cluster 1, 2 and 3) are characterized by having the data
preparation time at the server side (Warm-up S) as the longest
time component. We can classify the clusters based on the type
of LDAP servers. Indeed, clusters 1 and 2 (the two largest
clusters) corresponds to connections with an Active Directory
Domain Controller, while in cluster 3 we identified only LDAP
servers for Linux machines. Connections to LDAP servers
from Linux machines in clusters 3 are short compared to ones
in the remaining clusters, which can highlight different LDAP
usage between Linux and Windows machines.

Cluster 4 contains only 1% of LDAP connections and 8%
of clients. It is characterized by large Theoretical times at the
client and server side. Clients in this cluster use Wifi and VPN
access, which explains the long theoretical times.

Overall, the results reveal a strong correlation with the
source servers, Linux and Windows. However, when looking
at the absolute values along each dimension for each clusters,
we do not observe any striking performance anomaly. The
two largest clusters that together comprise 99% of traffic also
exhibit the shortest times on all dimensions.

2) SMB: Server Message Block (SMB) is an application-
level network protocol typically used for file and printer
sharing. It represents the largest volume of data in our trace.

 

89%

Data Volume

1%
5%

5%

 

Cluster 1

Cluster 2

Cluster 3

Cluster 4

Fig. 9: Data Distribution per Cluster: SMB

Dominant usage of SMB involves computers running Mi-
crosoft Windows.

Application of t-SNE leads to 4 clusters, with one large
cluster and three smaller ones in terms of volume (Figure 9).
Figure 10 shows clustering results for SMB connections. Simi-
lar to LDAP, one cluster (cluster 4) corresponds to connections
with large RTT, and groups SMB users connected via Wifi and
VPN accesses.

The study of targeted servers shows two categories of
clusters. Cluster 1 corresponds to servers that contain client
data such as homes folders and data. In contrast, clusters 2,
3 and 4 correspond to connections towards Active Directory
domain controllers. We observe large Warm-up S for cluster 1,
though the absolute values (median around 140 ms) remains
acceptable. In the other hand, cluster 2 is characterized by
extremely large Pacing S values – a median over 10 s. This is
worrisome as 49% of the clients experience this problem. We
do not have a clear explanation of the phenomenon at play.
However, we note that the dominating cluster, cluster 3, with
87% of connections and the majority of bytes (see Figure 9)
features very low values along all dimensions, meaning good
performance for the clients.
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3) Input for network admins: We selected two key pro-
tocols in terms of service and usage. For both services, our
method identified the 6 to 8% of clients with VPN and
Wifi access. The LDAP results with TimeAudit show that the
Domain Active Directory Controller is better provisioned or
engineered apparently, since it features shorter warm-up times
compared to the corresponding Linux server. Concerning SMB
results, we noticed long server-side pacing time. It could be
classified as an application anomaly and calls for a deeper
analysis of potential anomalies, which would be the next step
for the administrators. This is what we do in the next section.

C. Anomaly Detection

In this section we use TimeAudit to profile anomalous TCP
connections that are defined as functionally correct TCP con-
nections7 but with abnormal performance. TimeAudit enables
to pinpoint the root cause of the performance problem, which
can be either losses, server or client usage and application on
top.

To study anomalies, we use a variant of the method pre-
sented in Section III. As the enterprise network under study is
well dimensioned (short RTTs, ample bandwidth) we adopted
a conservative approach and we set the anomaly threshold
to the 99-th quantile per dimension, i.e., a connection is
flagged as anomalous if its values in one or several dimensions
is higher than the 99-th quantile in those dimensions. This
approach selected a subset of flows comprising 9% of the
total traffic. We tried other quantile values as threshold. The
number of connections flagged vary, but an important lesson
is that the clustering technique enables to group together non-
pathological connections. Hence the exact threshold is not an
issue: if we incorporate connections with high (say in the order
of a 10 ms) but not extremely high values (say hundreds of ms)
along one of the dimensions, the clustering algorithm group
them together in a cluster that is easy to identify as we will
see below.

7A 3-way handshake, data transfer and a termination using FIN or RST
control segments

Note that only 0.5% of TCP connections experience
loss/retransmission, which excludes congestion as a possible
cause of bad performance (except in anecdotal cases). In fact,
enterprise and Internet traffic present different characteristics
in terms of architecture and traffic load. This figure is in line
with what has been observed in other studies on enterprise
network traffic [5].

As observed in Section IV, clients with VPN or wifi access
are pinpointed by our clustering method. They represent no
more than 4% of the clients. We exclude those clients from
the analysis made in this section to focus on the cases of clients
and servers within the enterprise premises with good network
connectivity (high capacity, low RTT).

Figure 11(a) depicts the 6 clusters obtained by application
of Kmeans and the distributions of port numbers in each
cluster. We indicate, on top of each cluster the median con-
nection size, the percentage of samples in the cluster and the
percentages of servers and clients.

We focus on clusters 3, 5 and 6, which are the most
critical ones. We completely skip the analysis of clusters 1,
2 and 4, as any practitioner would do, because the median in
each dimension in those clusters is less than 10 ms and they
clearly do not represent performance issues. In those clusters,
data transfer time is dominated by server side warm-up or
pacing time. In cluster 5, server-side warm-up dominates data
transfers, while in clusters 3 and 6 we notice that server-side
pacing is dominant. 48% of anomalous connections are in
these clusters. Destination ports results in Figure 11(b) indicate
that connections in cluster 5 correspond to SYMANTEC SEP
traffic. Clients connect to the antivirus server in order to load
updates for local virus list or to perform a check for their
status, which generates several operations at the server side.
Cluster 5 apparently corresponds to cases where the server was
very slow to answer.

Cluster 3 contains large connections with higher Pacing
S values. It corresponds mostly to LDAPS, SMB and IMAP
traffic. These large server pacing values could thus represent
a problem of performance, especially for IMAP where clients
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need to download mail quickly. The issue may be transient
overload of the servers. On the other hand, cluster 6 corre-
sponds to connections with large server pacing values, with
mostly LDAPs transfers. In this cluster we identified 8% of
anomalous connections.

Finally, we looked at the distribution of client operating
system per cluster which we were able to distinguish using
client IP address (a specific naming convention in the enter-
prise where the traffic was captured). Interestingly, the majority
of connections are established from laptop machines connected
through their wired connections except in cluster 6, which
suggests that laptop users are more prone to performance
problems. The cause of that phenomenon may be that end
users are less knowledgeable than system administrators when
it comes to properly configuring their computers. Another
possible explanation is that laptops have less processing power
compared to desktop computer, but already in 2010 laptops
could in many cases match the processing power of desktop
computers. Therefore, we consider the former explanation to
be more likely.

1) Input for network admins: The anomalies pinpointed
by TimeAudit in clusters 3, 5 and 6 have different degrees
of criticality. For cluster 6 - mostly LDAPs, the problem
might be critical as this service is the cornerstone of modern
enterprise networks. Cluster 3 is a problem as users complain
when key services like mail or access to remote directories
is slow. Cluster 5 is less a problem as it simply means
additional delay for the antivirus update, which is a background
task from the user viewpoint. Combined with application
identification and knowledge about the IP address plans, two
pieces of information that can be easily obtained in a enterprise
networks, TimeAudit can provide a valuable information to the
IT service: the application involved, the clients affected, the
location of the performance problem (client side, server side
or network) and the degree of critically. In this particular use
case, the admininstrators would proceed to check the servers
identified through IP addresses in the problematic clusters.
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V. RELATED WORK

Few works have focused on measuring Intranet perfor-
mance. In [5], the authors presented a first work of its kind
focusing on the traffic of large enterprise network, collected
traces at LBNL (Lawrence Berkeley National Laboratory).
Those traces amount for 100 accumulated hours of traffic,
although given the large size and even more the complex
structure of the LBNL network, they could not capture at a
given time instant all the traffic flowing inside the network.
Work in [12], [13] form a sequel of [5] and use the same data
set. The authors assess the prevalence of broken TCP trans-
actions, applications used, throughput of TCP connections,
and phenomena that influence performance, such as retrans-
missions, out-of-order delivery, and packet corruption. In our
approach, we benefited from a simpler network architecture
which enabled us to capture all the traffic on the network and
focus on performance problems.
In [14], the authors presented a measurement study and trend
analysis of the traffic traces from a campus network over
of three years. They observed no significant change in flow
characteristics over this period and that no single application
was responsible for the traffic growth.
Diagnosing problems in enterprise networks is challenging and
complex. Modern networks have many components/services
that interact in complex ways. Configuration changes in seem-
ingly unrelated files, resource/components elsewhere in the
network, and even ”just a software upgrades can ruin what
worked perfectly yesterday”. Thus, the development of tools
to help operators diagnose faults has been the subject of much
research and commercial activity, e.g., [4], [15].
Systems for large enterprises, such as Sherlock [4], target
performance and reachability issues and diagnose at the granu-
larity of machines. They essentially sacrifice detail in order to
scale. Other systems, such as SCORE for ISP networks [15],
use extensive knowledge of the structure of their domains.
Extending them to perform detailed diagnosis in enterprise
networks would require embedding detailed knowledge of
each application dependency and failure mode. The range and
complexity of applications inside modern enterprises can make
this task difficult.
In [1], the authors of Sherlock adapt their technique to the case
of small enterprise networks. It enables detailed diagnosis by
harnessing the rich information exposed by modern operating
systems and applications. A key challenge in their approach is
to be application agnostic, even though their approach requires
mining application specific variables exposed by the applica-
tion itself, which is not the case of TimeAudit. They rely on
a large number of heuristics to address many problems like
the correlation that exists among the variables exposed by the
operating system. The resulting solutions appear quite complex
due to the many heuristics, even though the complexity of
the problem requires such an empirical approach. In addition,
Sherlock does not scale to more than a few tens of hosts.

VI. CONCLUSION

The performance of enterprise networks is primarily gov-
erned by the applications, while component failures are rare
events. In this paper, we introduced TimeAudit, a tool that
mines traffic captures to automatically build the profile of
the transactions of applications that share a network and look
for performance anomalies. We have presented an analysis of

TCP transport behavior seen inside a medium-sized enterprise.
To do so we drew upon a collection of 24 hour trace of a
medium size LAN with about 400 machines. TimeAudit,while
application agnostic, is based on simple semantics that enable
to break each TCP transaction between a client and a server
into a set of components related to the client, the server, or
the network. This enables to automatically profile a given
enterprise network or a given application and to efficiently
look for anomalies. We exemplified TimeAudit on a one-day
long traffic trace of all the traffic exchanged between the clients
and the servers of a mid-sized company. First, we demonstrate
that TimeAudit easily provides a baseline picture of the overall
network performance. It pinpoints which factors, related to
the server, client or network, dominates the overall application
level performance. Second, TimeAudit enables the practitioner
to complement this overview with application specific studies
and anomalies detection. As future work, we intend to extend
TimeAudit to manage snapshots of an network (where a
snapshot is a traffic trace of short duration of all or part of the
traffic within the network) and devise techniques to compare
those snapshots with one another, e.g., to determine if they
are qualitatively similar or not. Furthermore, we intend to test
the ability of TimeAudit to operate in virtual environment,
such as a virtualized data center. As TimeAudit relies on the
collection of packet traces, this would require at least to be
able to simultaneously collect traces over all the servers before
conveying them to a server where TimeAudit would run.
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