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Abstract—In this paper, we present a mechanism for schedul-
ing multi-class traffic in a node of a packet-based communication
network. We focus in particular on the output queues used for
contention resolution at the output links of a network node. The
mechanism, referred to as R-scheduling, is based on the use of in-
queue reservations for future arriving data packets. Each traffic
class has a given number of class-dedicated reservations at its
disposal. If a data packet is enqueued, it seizes its reservation
which is closest to the head of the queue by taking its place in the
queue, after which a new reservation belonging to the same traffic
class as the enqueued packet is created at the tail of the queue.
The performance of the R-scheduling mechanism is investigated
by means of extensive simulations for a wide parameter space.
Based on these simulations, a meta-model is constructed that
allows to translate given QoS (Quality of Service) targets into
working parameters for the R-scheduling mechanism. We show
that R-scheduling offers unique properties in terms of the QoS
delivered to each of the traffic classes. In particular, it allows
shaping the distributions of the queueing delay perceived by each
traffic class in order to achieve a target spacing of their delay
quantiles. Other important features that can be effectuated by
R-scheduling are: isolation of traffic classes through temporal
priority, mitigation of packet starvation for lower-priority traffic
classes and early provision of tight delay bounds. The mechanism
has low complexity and is suitable for dynamic applications.

Index Terms—Quality of service; Reservation-based schedul-
ing; Delay quantile spacing

I. INTRODUCTION

In a packet-based communication network, all incoming

packets in a network node with the same next-hop destination

must be transmitted over a single output line towards the next

node. Because of the limited bandwidth, an output queue is

necessary to resolve contention at the output link. Current

networks convey very diverse and heterogeneous traffic and

should therefore be able to differentiate the QoS (Quality of

Service) according to the specific needs of the individual traffic

streams, i.e., deliver a better service for those applications that

need it, in exchange for a worse service for other applications.

This means the network nodes must be QoS-aware systems

that treat packets differently depending on the application

they belong to. In the DiffServ framework [1], streams are

aggregated into a limited number, say M , of traffic classes,

based on the DSCP (Differentiated Services Code Point) field

in the IP header, and the handling of packets depends on the

traffic class they belong to. Many QoS-aware algorithms exist,

both at the application level (e.g. traffic shaping, congestion

notification) and at the level of the network (e.g. congestion

avoidance, active queue management, specific packet discard-

ing and packet scheduling mechanisms) [2]. In this paper, the

focus is on the latter, i.e., the scheduling algorithm for the

packets in the queues at the output links of a network node.

A router’s scheduling algorithm is responsible for determin-

ing which available packet is the next to be transmitted on the

output link. The key technical challenge is to schedule packets

in such a way that the joint QoS requirements of the different

traffic classes are met as closely as possible, given a certain

limited output bandwidth. Targeted QoS criteria usually are

per-class output bandwidth, mean packet delay, delay jitter

and packet loss probability. QoS provisioning further entails

the amount of isolation, fairness, policing and the degree in

which these service levels can be guaranteed and enforced.

There exists no single algorithm that can guarantee an ideal

distribution of resources in all possible circumstances and

under all output bandwidth constraints. Any measure taken

to enhance a QoS criterion for one class necessarily degrades

the performance of other classes to some extent. This allows

for a fair amount of QoS tailoring: performance with regard to

a high-utility criterion can be improved at the cost of a worse

performance for low-utility criteria. Therefore, scheduling is

always a matter of aiming for an agreeable trade-off in

satisfying the targeted QoS requirements of the different traffic

classes. Seen in this way, any particular scheduling mechanism

implements only a subset of the possible ways in which multi-

class scheduling can be done, thus covering only part of the

possible trade-off choices that can be made. A scheduler is

always based on a certain concept of ‘fairness’ [3], [4] between

the different traffic classes. Usually, fairness entails that a

predefined proportionality has to be maintained between the

classes for a certain performance metric. However, it may also
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be defined in a max-min sense, i.e. the goal is to maximise the

smallest metric over the classes, or the proportional weights

may tend to infinity as in the case of priority scheduling.

The involved metric for the traffic classes may be the mean

perceived delay, the obtained output bandwidth, the occupied

queueing space, the loss probability, the lateness of packets or

jobs with deadlines, etc. Advanced scheduling algorithms will

often consider several of these metrics at the same time.

This paper presents a scheduling mechanism, referred to

as R-scheduling, that makes use of in-queue reservations for

future arriving data packets. Each traffic class has a given

number of class-dedicated reservations at its disposal. If a data

packet is enqueued, it seizes its reservation which is closest to

the head of the queue by taking its place in the queue, after

which a new reservation belonging to the same traffic class

as the enqueued packet is created at the tail of the queue.

As we will show, the mechanism offers unique properties in

terms of the service delivered to each of the traffic classes. The

mechanism is primarily designed for shaping the distributions

of the queueing delay perceived by each traffic class, mainly

with regard to their quantiles. If a certain spacing of these

quantiles is targeted (e.g. in case of two traffic classes, the

delay 5%-quantile of class 1 must be 25 ms smaller than the

delay 5%-quantile of class-2 packets), setting the parameters

of R-scheduling accordingly will achieve this. We refer to this

main functionality of R-scheduling as delay quantile fairness.

However, other possible features that can be effectuated by R-

scheduling are: isolation through temporal priority, mitigation

of starvation and early provision of tight delay bounds, all of

which will be discussed in the paper.

The outline of the paper is as follows. In Section II, we

give an overview of prior work on class-based scheduling

mechanisms and explain how R-scheduling is different from

any existing technique. The operation of the R-scheduling

mechanism is described in detail in Section III. Section IV

presents a meta-model for the parameter dependence of the

delay α-quantiles of the different traffic classes; this meta-

model has been tested and validated via extensive simula-

tions. Section V concentrates on the main functionality of R-

scheduling, which is delay quantile spacing, and indicates how

given QoS targets can be translated into working parameters

for the R-scheduler. Other nice features of R-scheduling are

discussed in Section VI. Finally, concluding remarks are given

in Section VII.

II. RELATED WORK

Various multi-class scheduling mechanisms for packet-

based networks have been proposed in the past and some of

them are extensively used in present-day routers. Their goal is

to provide QoS differentiation, as opposed to the simple FIFO

(First-In First-Out) scheduling where all packets are regarded

as equally important. In the realm of class-based scheduling

the main classical players are absolute priority, proportional-

rate scheduling and deadline-based scheduling.

Absolute priority (AP), which is also known as Head-of-

Line (HoL) scheduling, see e.g. [5]–[7], provides an extreme

QoS trade-off in the sense that minimizing the delay of class-i

packets (i = 1, . . . ,M ) is infinitely more important than the

delay of packets of classes i + 1, . . . ,M . A separate queue

for each class is used and the scheduler always visits the

queue that has the lowest class number and is non-empty.

The drawback of AP is that no further control over the QoS

differentiation is possible and that it is only practical for few

classes with clearly distinct service requirements. Additionally,

classes with lower priority may experience a dramatically

high delay, especially when the partial load of the higher-

priority classes is high, an effect known as packet starvation.

R-scheduling inherently avoids this phenomenon.

Some modifications to soften the rigidity of AP have been

proposed. In [8], a probabilistic priority scheme is presented

that assigns a small probability pi to class i by which the server

may service a class-(i+1) packet, even though class-i packets

are available. Another idea is to allow packets to promote to

a higher-priority class under certain well-specified conditions,

or conversely, to degrade to a lower class; this is referred to

with the term priority jumps, see e.g. [9]–[11]. Nevertheless,

the resulting per-class delay distributions of these solutions

are poorly understood and rules to translate delay targets to

working parameters are lacking.

Proportional-rate schedulers, also called fair-queueing

schedulers (FQ), consider it fair to guarantee each traffic class

a predefined fraction of the output bandwidth. In other words,

FQ-schedulers assign the available output rate proportionally,

in line with the Proportional-DiffServ framework [12] for

QoS provisioning in IP networks. Implementations always

use a separate queue for each traffic class (as does AP)

and dequeueing is done by visiting these queues in some

periodical manner (or otherwise) such as to guarantee rate

proportionality as much as possible. Weighted Fair Queuing

(WFQ) [13], [14] optimally achieves proportionality but is

computationally very complex, as it needs to recalculate virtual

finish times for all queues each time a packet is either

enqueued or dequeued anywhere. Many modifications exist:

start-time Fair Queueing [15], self-clocked Fair Queueing [16],

worst-case Fair Weighted Fair Queueing [17], frame-based

Fair Queueing, Weighted Round-Robin, Deficit Round-Robin

[18], all of which have their specific advantages, see [19], [20].

Unlike FQ however, R-scheduling focusses on proportionally

spacing the delay quantiles instead of the output rate. The

objective is therefore entirely different.

Deadline-based schedulers require each packet to have a

strict deadline by which that packet should have been trans-

mitted at the very latest. The QoS provisioning is considered

fair as long as all deadlines can be met. If a packet cannot be

transmitted before its deadline, the time it is overdue is defined

as its lateness. The Earliest Deadline First (EDF) scheduler,

see e.g. [21], [22], always transmits the packet with the nearest

deadline and is known to achieve the smallest possible overall

lateness. The drawback of such deadline-based schedulers,

however, is their need to maintain a priority list of all queued

packets, resulting in a high complexity. As with previous

solutions, the actual per-class delay distribution, or even the
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per-class lateness, of deadline-based schedulers is hard to

control or predict. Hence, the delay quantile proportionality

we obtain with R-scheduling is not achieved with deadline-

based schedulers. Additionally, R-scheduling does not require

each packet to have a deadline.

Our R-scheduling mechanism relies on the use of in-

queue reservations, which has some precedents in the prior

art. In [23], a Priority Forcing Scheme (PFS) is suggested.

This scheduler requires the involved applications to make

the reservations by sending R-packets (reservation packets)

through the network in advance of D-packets which contain

the actual data. So contrary to our solution, only network users

(applications) that are aware of the Priority Forcing Scheme

used in the network nodes can benefit from it. It is also clear

that malicious users can easily flood the network with R-

packets, thereby gaining access to all of the resources at the

expense of the other users. Our R-scheduling mechanism on

the contrary provides QoS differentiation as determined by the

network administrator and not the applications. Another im-

portant difference is that with PFS, once an R-packet is seized

by a D-packet, no new reservation is made. In [24], a queueing

system with two traffic classes and a single reservation for

the high-priority class is described (the reservation is reused,

like the reservations in our R-scheduling mechanism). The

resulting delay differentiation is therefore very small, static

and uncontrollable. The performance of this queueing system

is studied further in our own work [25]–[28]. In [29], the same

system with two traffic classes is considered, but with multiple

reservations for the high-priority class. None of these papers

however provide clues as to how delay quantile spacing should

be achieved or how early delay bounds should be estimated.

III. OPERATION OF THE R-SCHEDULING MECHANISM

We consider a queue for the storage of data packets at an

output link of a network node. Time is assumed to be divided

into fixed-length intervals called slots. Arriving packets may

have different QoS requirements; there are M different traffic

classes, each with a particular required QoS. Contrary to many

existing schedulers, where dedicated queues are used for the

traffic classes, a single queue is considered in which all data

packets of all traffic classes are ranked. Besides the data pack-

ets themselves, the queue can also contain class-dedicated re-

served places or ‘reservations’. More specifically, we allocate

for each traffic class i, i = 1, . . . ,M , a number of reservations

Ni in the queue. The assigned numbers of reserved places

are thus given by the vector N = [N1 . . . NM ]T . So, if

N = N1 + . . .+NM then an empty queue (i.e., without data

packets) would contain reservations in the first N positions.

A data packet of traffic class i arriving at the queue will

be enqueued in either of two manners: (1) if traffic class i

has non-zero reservations at its disposal (Ni > 0), the packet

‘seizes’ the first reservation (i.e., the one closest to the head

of the queue) of its traffic class, or (2) if traffic class i has no

reservations (Ni = 0), the packet is placed at the end of the

queue in the usual FIFO way. Seizing a reservation of traffic

class i at a certain position means that the data packet of class

i is stored in this position in the queue and that a new class-i

reservation is made at the tail of the queue. This way, it is

assured that the number of reservations for each traffic class

is always kept constant.

When the output link becomes available at the beginning

of a slot, a packet from the queue will be chosen to be trans-

mitted. This will be the data packet with the lowest position

in the queue (i.e., the packet closest to the head position),

say at position n. The chosen data packet is dequeued and

all entries (both data packets and reservations) with positions

higher than n shift one position to close the gap. If there are no

reservations before the data packet in the lowest position, that

data packet will be at the head position; reservations with a

position smaller than n will not be affected by the transmission

of the data packet.

The evolution of the queue according to the above rules

is illustrated in Figure 1 for M = 3 traffic classes. This

figure shows the time axis divided into slots. Above the axis

we see how data packets and reservations are ranked in the

queue at the beginning of the subsequent slots (with positions

closer to the axis being closer to the head of the queue). The

arrows above the axis indicate the data packets arriving at

the queue during the different slots. Below the axis, the data

packets under transmission are shown, with arrows indicating

the transmission times.
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Fig. 1. Example of a queue with R-scheduling in case of M = 3 traffic
classes depicted as 1 , 2 , 3 respectively. There are N1 = 3 reservations A ,
N2 = 2 reservations B and N3 = 1 reservation C .

IV. META-MODEL AND SIMULATION RESULTS

We have developed a simulation tool to evaluate the per-

formance characteristics of the R-scheduling mechanism. The

tool performs discrete-time simulations of a router output

queue with M classes of arriving traffic, while keeping record

of various performance statistics such as per-class distributions

of delay and queue content. The numbers of packet arrivals

per slot for each traffic class are assumed to be independent

from slot to slot and Poisson distributed. The service times of

all the packets are constant and equal to one time slot.

Several thousands of simulations have been performed for

a wide parameter space (various numbers of traffic classes,

various numbers of reservations for each traffic class, various

values for the total system load and for the partial loads of each

traffic class). Each simulation run took 10 billion time slots
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and we have focused in particular on the tail behaviour of the

delay distributions of the different traffic classes. An algorithm

was developed that can automatically detect the decay rate

and the intercept (in logarithmic scale) of the geometric tail

in the obtained delay histograms. For every simulation, the

parameters and the tail characteristics for each traffic class

were stored in a database. By querying this database of several

thousands of simulations, we have constructed a meta-model

that shows the parameter dependence of the delay α-quantiles

of the different traffic classes. The α-quantile dαi of the delay

di perceived by packets of traffic class i is the value dαi such

that a fraction α of the packets of class i has a delay of at

least this value, i.e.,

Prob[di ≥ dαi ] = α .

According to our meta-model, the delay α-quantile for traffic

class i is, for small enough α, given by

dαi =
logα

rFIFO

+ C1 + C2

M
∑

j=1
j 6=i

Nj + C3(L,Li)Ni ,

or equivalently,

dαi =
logα

rFIFO

+ C1 + C2 (N −Ni) + C3(L,Li)Ni . (1)

The constant rFIFO in (1) is the logarithmic tail decay rate of

the corresponding FIFO system and depends only on the total

system load. Under our assumption of Poisson traffic with a

mean of λi arriving packets per slot for class i and single-slot

transmission times, it is known that the delay distribution of

an arbitrary packet in case of FIFO has generating function

[30],

D(z) =
1− λ

λ
z
eλ(z−1) − 1

z − eλ(z−1)
,

with λ =
∑M

i=1 λi. This is in fact a discrete-time version of

the well-known Pollaczek-Khinchine formula. The expression

has a singularity for z = zd which is the unique real positive

root larger than 1 of the denominator, i.e. zd = eλ(zd−1). An

expansion of D(z) around this singularity gives as asymptotic

delay distribution Prob[d = n] ≈ −θz−n−1
d and consequently,

Prob[d ≥ n] ≈ −θ
1

zd − 1
z−n
d .

Here, θ is the residue of D(z) in this expansion, i.e.

θ = ReszdD(z) = lim
z→zd

(z − zd)D(z) =
1− λ

λ
zd

zd − 1

1− λzd
.

Therefore, on a logarithmic scale, we have

log(Prob[d ≥ n]) = log(−
θ

zd − 1
)− n log zd

= log(
1− λ

λ

zd

λzd − 1
)− n log zd , (2)

and the geometric tails will look like straight lines with slope

rFIFO = − log zd.

The parameters C1 and C2 in (1) are constants. The value of

the parameter C3 depends on the total system load (L) and on

the partial load (Li) of traffic class i. These model parameters

are extracted from the database of simulation results using the

least squares method. For instance, for two traffic classes and a

total load of 95%, a set of around 1550 simulation results was

used, corresponding to different numbers of reservations and

different relative loads of class i. This resulted in respective

values 1.1 and 1.0 for the constants C1 and C2. Some values

for the parameter C3 are given in Table I. Note that the value

C3 is negative: increasing the number of reservations Ni of

class i will decrease the delay α-quantiles dαi of that class.

TABLE I
DEPENDENCE OF PARAMETER C3 ON TOTAL LOAD (L) AND RELATIVE

LOAD (RLi =
Li

L
).

relative load 10% 20% 30% 40% 50% 60%

total load = 95% -6.1 -3.2 -2.0 -1.3 -0.9 -0.7
total load = 90% -4.7 -2.7 -1.7 -1.2 -0.8 -0.6
total load = 85% -3.8 -2.3 -1.5 -1.1 -0.8 -0.6

In order to illustrate the performance of the R-scheduling

mechanism and the validity of the constructed meta-model, we

now present a selection of simulation results for a system with

four traffic classes (M = 4). The system load, i.e., the average

number of arriving packets per slot, is 95%. The relative loads

(RL) of the different packet flows are respectively 10%, 20%,

30% and 40%. Thus, the respective partial loads are: 9.5%,

19%, 28.5%, and 38%.

In Figures 2–6, log(Prob[di ≥ n]) is plotted versus n, for

the different traffic classes, i.e., for i = 1, 2, 3, 4. The numbers

of reservations for each traffic class (N1, N2, N3 and N4) vary

from figure to figure. In all the figures, dots correspond to

results from simulation and solid (dashed) lines correspond to

the aforementioned meta-model (i.e., equation (1) for the delay

α-quantile dependence on α). Note that all shown geometric

delay tails have slope rFIFO = −0.1017 in logarithmic scale

as predicted by (2), a property which we will exploit in the

next section.

Figure 2 corresponds to the case where there are no reser-

vations (N1 = N2 = N3 = N4 = 0). We observe that

in this case, the system behaves as a FIFO system, with no

differentiation between the different traffic classes.

From the moment reservations are introduced, differenti-

ation between the traffic classes follows. We discuss two

examples where all traffic classes have the same number

of reservations. In Figure 3, all traffic classes have two

reservations (N1 = N2 = N3 = N4 = 2). Comparing two

traffic classes with different partial loads, the reservations of

the traffic class with the lower load will, on average, be in

lower positions (i.e., be further in the queue, closer to the head

of the queue) and thus an arriving packet of that traffic class

will seize, on average, lower positions in the queue. Thus, for

traffic classes with the same number of reservations, the lower

the relative load RLi of a particular traffic class i, the lower

its delay α-quantiles dαi .
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In Figure 4, all traffic classes have five reservations (N1 =
N2 = N3 = N4 = 5). The delay quantile spacings are now a

factor 2.5 larger than in Figure 3. In general, if all the numbers

of reservations are multiplied with the same factor, the delay

quantile spacings increase with that factor.

Increasing the number of reservations of a particular traffic

class while keeping the numbers of reservations of the other

classes, will decrease that class’s delay quantiles, and vice

versa. In Figure 5, the numbers of reservations of the different

traffic classes have been tailored in such a way (N1 = 2,

N2 = 5, N3 = 10 and N4 = 20) to inverse the ‘natural’ order.

In this example, the higher the relative load of a traffic class

i, the lower its delay α-quantiles dαi (for small enough α).

From equation (1), it follows that the tail behaviour of a

traffic class i depends only on the number of reservations of

that class Ni and the total number of reservations N . Figure 6

illustrates this feature: compared to the previous Figure 5,

only the numbers of reservations of traffic classes 2 and 4

are different, while the total number of reservations remains

the same (N1 = 2, N2 = 15, N3 = 10 and N4 = 10). As

a consequence, the tail behaviour of traffic classes 1 and 3 is

the same in Figure 5 and Figure 6, i.e., for small enough α

their delay α-quantiles dαi remain the same.
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Fig. 2. log(Prob[di ≥ n]) versus n: simulation results (dots) and meta-
model results (solid lines) for N1 = 0, N2 = 0, N3 = 0 and N4 = 0.

V. DELAY QUANTILE SPACING

The meta-model established in the previous section indicates

that R-scheduling exhibits an attractive statistical property

regarding the tail behaviour of the per-class delay distributions.

As already observed from the discussed examples in the

previous section, it turns out that the decay rate of the tails

is the same for all classes and equal to the decay rate in the

equivalent FIFO system (i.e., if no QoS-aware scheduling were

used):

log(Prob[di ≥ n]) ∝ rFIFO · n . (3)

Note that for the case of two traffic classes (M = 2) this

property can also be shown analytically, as explained in [29],
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Fig. 3. log(Prob[di ≥ n]) versus n: simulation results (dots) and meta-
model results (solid lines) for N1 = 2, N2 = 2, N3 = 2 and N4 = 2.
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Fig. 4. log(Prob[di ≥ n]) versus n: simulation results (dots) and meta-
model results (solid lines) for N1 = 5, N2 = 5, N3 = 5 and N4 = 5.
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Fig. 5. log(Prob[di ≥ n]) versus n: simulation results (dots) and meta-
model results (solid lines) for N1 = 2, N2 = 5, N3 = 10 and N4 = 20.
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Fig. 6. log(Prob[di ≥ n]) versus n: simulation results (dots) and meta-
model results (solid lines) for N1 = 2, N2 = 15, N3 = 10 and N4 = 10.

[30]. Based on (3), for small enough α (5%, 1%, . . . ), the

difference between the delay α-quantiles of traffic classes i

and i + 1 is independent of α and a (linear) function of the

numbers of reservations Ni and Ni+1 of the respective classes.

The spacings

∆∗
i = dαi+1 − dαi , i = 1, . . . ,M − 1 , (4)

between the delay α-quantiles of different traffic classes are

therefore independent of α, as illustrated in Figure 7, and can

be controlled by adjusting the numbers of reservations of the

traffic classes i and i+1, as we will see further in equation (5).

log
(

Prob[di > n]
)

n

logα

d
α

1 d
α

2 d
α

3 d
α

4

delay quantile spacings

Fig. 7. For small enough α, the delay quantile spacings are independent of
the value of α.

This property assures an ‘asymptotic delay fairness’ be-

tween the traffic classes that can be smoothly controlled.

Additionally, the fact that all traffic classes have their delay

distributions decaying at the same rate prohibits the situation

where some unfortunate classes have extremely slow decaying

delay tails, and therefore excessively high delay quantiles,

manifested by the phenomenon of packet starvation for these

traffic classes.

Based on our meta-model, we can obtain formulas for

determining the working parameters (Ni, i = 1, . . . ,M ) for

R-scheduling if targeted delay quantile spacings between the

traffic classes are given. In particular, the (constant) delay

quantile spacing for small enough α follows from equation (1)

as

∆∗
i = C2 (Ni −Ni+1) + C3(L,Li+1)Ni+1

− C3(L,Li)Ni . (5)

Notice that the i-th delay quantile spacing ∆∗
i depends linearly

on the numbers of reservations of the traffic classes i and i+1.

Setting the working parameters in such a way as to obtain

predetermined delay quantile spacings, comprises solving a

(limited) set of linear equations. Such a set of linear equations

has one degree of freedom since there are M unknowns

(numbers of reservations) to be determined and there are M−1
equations (delay quantile spacings).

The solutions of such a set of linear equations can be easily

obtained with standard mathematical techniques. Choosing the

number of reservations NM of traffic class M as a parameter,

the numbers of reservations of the other classes are:

Ni =
1

ri





M−1
∑

j=i

∆∗
j + rM NM



 , i = 1, . . . ,M − 1 , (6)

where ri = C2 − C3(L,Li).
The calculation of the numbers of reservations (Ni, i =

1, . . . ,M − 1) only requires a few basic mathematical oper-

ations (addition and multiplication). As a consequence, the

numbers of reservations can be acquired almost instanta-

neously and thus our technique has low complexity and is

suitable for dynamic applications.

We anticipate that being able to guarantee delay quantile

fairness in multi-class queueing systems may prove useful

in many applications, not only in digital telecommunications

but also for example in production scheduling or software

engineering. Any application where multiple classes of items

need to be scheduled for service by a single server and

where the main concern is with the excessive queueing delays

that may occur, could benefit by our proposed R-scheduling

algorithm. Indeed, it is clear the delay quantile spacings in (5)

are directly related to the proportionality between the delay

tail probabilities of the traffic classes themselves. Suppose

for example, in case of two traffic classes 1 and 2, the

network administrator wants to target a fixed ratio between

the probabilities that packets of either class reach a delay n or

above. For high enough delay level n, this ratio follows from

(3) as
Prob[d2 ≥ n]

Prob[d1 ≥ n]
= (zd)

∆∗

1 ,

and is therefore determined by our meta-model for the delay

quantile spacings.

VI. OTHER ADVANTAGES OF R-SCHEDULING

We have seen that the R-scheduling mechanism realises

delay quantile fairness in the sense that the delay quantile spac-

ings between the traffic classes are proportional. Moreover, it is

straightforward to translate given administrator’s QoS targets
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into a set of working parameters for the mechanism. Other nice

features of R-scheduling are the generality of the framework,

the isolation of traffic classes through temporal priority and

the possibility of calculating accurate delay bounds early. All

of these are explained next.

A. Generality of the framework

The R-scheduling mechanism is very versatile in the number

of configurations that can be chosen (number of classes M

and the number of reservations for each traffic class Ni,

i = 1, . . . ,M ) and consequently, in the kinds of QoS dif-

ferentiation that can be obtained. For instance, FIFO (Ni = 0)

and absolute priority (Ni = (M − i)K with large K) are

limiting cases of R-scheduling. For the latter however, it must

be kept in mind that the tails of the delay distributions will

remain geometrical with FIFO decay, as is characteristic for

R-scheduling. Nevertheless, as K increases, the importance

of these tails decreases with it. That is, the probabilities α

for which the model (1) is valid become arbitrarily low as

K → ∞, up to the point where they become an extremely

rare event and likely no longer impact the performance of

the system. In contrast however, choosing K large but not

too large, results in delay distributions of which the body

resembles that for strict priority scheduling but of which the

FIFO tails mitigate packet starvation. This is an intended

application of R-scheduling that does not necessarily rely on

model (1).

Besides FIFO and absolute priority, R-scheduling also al-

lows for many other useful QoS trade-offs in between. R-

scheduling in particular enables a fine-tuned differentiation

between several traffic classes of comparable importance (e.g.

multimedia classes with different profiles or tariffs), with

specific QoS spacing targets.

B. Isolation: temporal priority

R-scheduling can be used to effect a temporal priority for

isolating traffic classes from one another. The idea of temporal

priority is to be understood more or less as follows. Consider

a traffic class i with Ni reservations at its disposal. If for

some time, there is no incoming traffic of class i, these

reservations will slowly migrate towards the head of queue

and remain there until a new burst of class-i traffic comes in.

The first Ni packets of this burst will seize the reservations

in the front positions and therefore be scheduled prior to the

other packets in the queue. However, for the remainder of

the burst, the reservations will usually have less favourable

positions. Hence, the priority is ‘temporal’ in the sense that

only the first Ni packets of a burst receive quick scheduling.

Additionally, the longer the absence of class-i traffic lasts, the

further in the queue its reservations will be allowed to advance.

The mechanism can thus be interpreted as granting a certain

maximum ‘priority credit’ to each of the traffic classes. If the

arrival rate is high, the credit is gradually used up and when

depleted, no significant prioritization is granted to the packets.

Absence of traffic however, gradually restores the priority

credit up to its maximum. R-scheduling can therefore be used

to grant a traffic class very fast access to the transmitter for

limited bursts of packets. The longer a traffic class abstains

from sending packets before the burst, the faster the burst will

be processed. Clearly, the maximum priority credit of traffic

class i is directly related to the number of reservations Ni

that are assigned to it. Since each class has its own dedicated

reservations, it is protected from packet flooding by other

classes. The higher the number of reservations of a particular

traffic class, the more severe its isolation.

C. Early delay bound calculation

With R-scheduling, as a consequence of storing all data

packets and reservations in the same queue, we are able to

estimate the total queueing delay of packets before they are

enqueued. Having such an early estimate can be advantageous

in several ways. It can be used to gather congestion informa-

tion of the network that can be used locally or globally in the

network. We may e.g. use it for packet discarding (similar to

RED) by deciding not to enqueue an arriving packet with a

large foreseen delay at all. The delay information could also be

sent back to the source in order to warn for imminent upstream

congestion (similar to TCP).

We preferably use a three-point estimation: a lower bound

(best-case), upper bound (worst-case) and best estimate. A

packet P that is enqueued sees a number of data packets and

reservations in front of itself in the queue. The lower delay

bound corresponds to the sum of the sizes of these packets

and thus assumes the possibility that none of the reservations

will be seized prior to the transmission of P . The upper delay

bound on the contrary accounts for the worst-case where all

of those reservations are seized by packets. So, in case the

number of reservations ahead of arriving packet P is relatively

small (usually so for packets of higher-priority traffic classes),

both bounds may be very close together. Using a probabilistic

algorithm we can calculate a best delay estimate for P by

predicting the number of reservations ahead of P that will be

seized. Optionally, per-class traffic measurements can be used

to enhance this prediction.

VII. CONCLUSIONS

In this paper, we have presented the R-scheduling mecha-

nism as a feasible and practical alternative to existing sched-

ulers. We have shown that the R-scheduler aims at tailoring

the per-class delay distributions in a specific way: these

distributions have geometrically shaped tails, shifted relatively

to each other by a specific amount. None of the existing class-

based schedulers have this goal: the deadline-based schedulers

are complex and aim at some hard upper bound for the delay

that should never be crossed. Absolute priority targets the

most extreme delay differentiation possible between the traffic

classes and consequently is very rigid, cannot be controlled,

and is vulnerable to starvation. The fair queueing schedulers

aim for output rate proportionality instead of proportionality in

the delay α-quantiles dαi , i.e., the delay levels such that packets

of traffic class i have a delay of at least dαi with probability

α.
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The independence of the delay quantile spacing of α (for

small enough α) has been verified for a wide parameter space

(number of traffic classes, number of reservations for each

traffic class, total system load, relative load for each traffic

class). A precise and simple algorithm for translating QoS

targets into system parameters is available.

The presented meta-model of the R-scheduling mechanism

was constructed under the assumption of fixed-sized packets

with constant transmission times of one slot. Future work

will consider the extension of the meta-model to the case of

variable-length transmission times.
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