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Abstract—In this paper, we study the problem of provisioning
large-scale virtual clusters over federated clouds connected by
multi-domain, layer-2 wide area networks. We first present the
virtual cluster request abstraction and the abstraction models for
substrate resource pools. Based on these two abstraction models,
we developed a novel layer-2 exchange mechanism and an imple-
mentation of it in a multi-domain networked cloud environment.
The design of the mechanism takes into consideration the realistic
constraints in current network and cloud systems. We show that
efficient cluster splitting, cloud data center selection and resource
allocation algorithms can be developed to provision large-scale
virtual clusters across cloud sites. A prototype system has been
deployed and integrated into the ExoGENI testbed for about a
year, and is being heavily used by scientific and data analytic
applications.

Index Terms—Virtual Cluster, Layer-2 Exchange, Inter-
domain Broadcasting, Distributed Cloud

I. INTRODUCTION

Fueled by the big data movement and the advancement
of virtualization technologies, scaling up Cloud Computing
Infrastructure-as-a-Service (IaaS) to multiple geographically
distributed cloud sites has attracted considerable attention [2],
[15], [16]. The major motivations are: (1) to further extend
server consolidation from individual physical servers to the
rack or datacenter level. (2) to lower the operational costs
associated with the complexity of creating and maintaining the
virtual system using high level of quality of service, availabil-
ity, and resource utilization; (3) to scale up the provisioning
capability by federating several small- or middle-scale cloud
sites.

Large-scale virtualized systems, such as cloud-based
Hadoop and multi-layer web service clusters, normally require
a large number of customized virtual machines (VMs) inter-
connected by high bandwidth network channels. To express
and map a real topology with specific links connecting pairs
of VMs(Pipe model) is extremely difficult for both customers
and service providers, as the traffic patterns between the VMs
are usually highly dynamic and the general virtual topology
mapping and maintenance are both computationally hard and
operationally expensive [15].

As a result, various topology abstractions (e.g. so-called
Hose model) have been developed and widely used, e.g., ,
the virtual cluster, virtual oversubscribed cluster, or tenant
application graph abstraction [4], [8], [11]. In these abstraction

models, clusters of VMs connect to one or more than one
virtual switches that are interconnected as a single- or multi-
layer virtual tree. However, these solutions are all developed
for single data center environments where tree-like physical
data center networks topologies are always assumed. Sim-
ilar abstraction approaches are applicable in describing the
allocatable resources in a distributed IaaS cloud environment,
where each cloud site can be modeled as resource pools of
different types of VMs with different CPU, memory, storage,
and network specifications. We believe this unified abstraction
approach makes virtual system embedding easier and more
efficient as its hides the provisioning details inside each cloud
site.

There are three different request embedding scenarios: (1)
always place a request entirely in a single cloud site; (2)
a request, like a large-scale web service, can be split into
multiple pieces, each of which is placed in a cloud site, but
these pieces don’t communicate with each other; (3) a request,
in the form of a virtual topology, can be split and embedded
into multiple cloud sites, and these pieces need inter-cloud
networking to interconnect with each other.

In general, when compared to the single data center sce-
nario, the distributed cloud environment presents some ad-
ditional technical challenges: (1) federation mechanisms and
systems are needed to handle the trust, security, and pricing
issues, especially when the sites are owned by different
providers; (2) resources from different sites are more likely
to be heterogenous in terms of resource quantity and quality,
which makes request placement decisions more difficult; (3)
additional wide area transit networks to connect the cloud
sites need to be explicitly included in the substrate resource
model in order to do cross-site request topology embedding. In
particular, the transit networks connecting the distributed cloud
sites have a multi-domain mesh topology rather than a tree-like
topology, and all have different resource quantity and quality
constraints. As a result, the wide area network resources need
to be considered as first-class allocatable resources to satisfy
the high bandwidth requirements normally posed by large-
scale virtual system topology requests.

The need to set up dynamic bandwidth-guaranteed connec-
tions between the cloud data centers as part of the provi-
sioned virtual system makes the best-effort TCP/IP Internet
inadequate. Thanks to the recent technical advancement, many
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advanced research and educational networks, and some com-
mercial service providers, support dynamic circuit services,
by leveraging the MPLS, VLAN, carrier Ethernet or even
layer-1 optical lightpath capabilities. Enabling this capability
requires substantial engineering efforts to bring the service to
the premise of the cloud sites, and to provide advanced inter-
domain network control and management.

In this paper, we focus on the problem of virtual cluster
mapping in a wide-area, multi-domain environment based
on the topology and resource abstraction models. The tree-
like topology of the virtual cluster abstraction implies that
broadcasting and multicasting would be the desirable commu-
nication services that can significantly simplify the mapping
process while greatly improving the resource utilization in
the transit networks. Various IP layer multicasting solutions
have proved difficult and are not widely available. Another
popular solution is the Virtual Private LAN Services (VPLS)
that bridges multiple MPLS endpoints into a single LAN
segment [14]. However, VPLS is not widely available due to its
high cost and its complexity in automating the configuration.

Due to its pervasive deployment, low operational cost, and
bandwidth guarantee capability, layer-2 Ethernet networking
has been the most popular solution to provision the dynamic
connection services since the Grid Computing era [13]. In
recent years, it has been chosen by many distributed IaaS
projects or testbeds that include GENI, as the underlying
virtual networking platform. Different mechanisms and tools,
so-called stitching in the GENI context [1], [6], have also
been developed to provision multi-domain dynamic end-to-end
layer-2 circuits. However, efficient layer-2 Ethernet broadcast-
ing and multicasting solutions don’t exist at all in a multi-
domain networking environment, not to mention automating
the service with software.

In this paper, we present a novel Layer-2 Ethernet Ex-
change mechanism to provide wide-area broadcast services
by deploying advanced Ethernet switches at strategically cho-
sen locations in the multi-domain environment. The virtual
switches in the requests’ virtual topology abstraction are
mapped to these exchange points. With this solution, we
will show that provisioning of large-scale virtual computing
clusters over federated clouds becomes operationally efficient
to IaaS providers. It also becomes straightforward to the users
as they can continue to use the familiar topology abstractions
they have been using in a single data center environment. We
also demonstrate that this service is automatically provisioned
using a software implementation.

As far as we know, our work is the first to address this
problem systematically and present a solution approach based
on an off-the-shelf Ethernet switch platform. The presented
mechanism and solution approach are general, which can be
easily integrated into any distributed Cloud or Grid computing
system. Our major contributions are two-fold: (1) Layer-
2 broadcasting service based on a novel layer-2 exchange
mechanism and implementation in a multi-domain multi-
cloud environment to support wide-area broadcasting service;
(2) algorithmic studies on efficient cluster splitting, cloud

data center selection and resource allocation for large-scale
cluster requests, which includes an efficient broadcasting tree
construction algorithm.

The remainder of the paper is organized as follows. In
Section II, we present the layer-2 broadcast service with
the ethernet exchange mechanism. In Section III, we further
formally define the cluster splitting and resource allocation
problem in this environment and present a set of heuristics
to solve the problem. In section IV, we validate the proposed
mechanism, and study the performance of the algorithms via
simulation and experimental studies in the ExoGENI testbed
that has deployed the presented solution to provide large-scale
virtual cluster service. We conclude the paper in Section V.

II. VIRTUAL CLUSTER AND INTER-DOMAIN LAYER-2
BROADCASTING

An efficient resource abstraction model is very important
in a federated cloud system as it enables easy interoperability
between different cloud sites, presents a unified view to the
users to acquire resources, and still allows autonomic control
of each individual site.

A. Virtual Cluster and Resource Abstraction

A virtual cluster request abstraction can be represented as
< N,B > where N (virtual) nodes connect to a virtual
root R via links with bandwidth B as shown in Fig. 1(a).
A more general representation is < N,B, S,O >, a virtual
oversubscribed cluster [4] as shown in Fig. 1(b). The added
parameters are S representing the grouping of N VMs in
a two-layer structure, S = {S1, S2, . . . , Sk}, k = |S|, and
O being the oversubscription ratio that discounts the total
bandwidth through the root by the intra-group communication.
This model assumes an even distribution of VM groups, so
the inter-group bandwidth is approximated to be |S|∗BO . We
generalize the model to allow arbitrary group sizes, and Vi is
the virtual switch for connecting VMs in the group Si with an
intra-group bandwidth B

′

i = B ∗ |Si| and Bi is the required
inter-group bandwidth for Si. R is the virtual root switch
for the entire cluster. This cluster group abstraction can be
easily expressed by the NodeGroup abstraction in ExoGENI,
which specifies a group of VMs of same type and using
the same customized image. VMWare recently introduced a
similar abstraction called resource pool [8].
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Fig. 1: Virtual Cluster Abstraction
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An example distributed cloud system is shown in Fig. 2.
There are several cloud sites (C1 . . . CM ), each of which is
served by a corresponding regional network service provider
from (R1 . . . RM ). In the center is a small number of wide
area transit network service providers (P1 . . . PN ) that connect
the regional networks. The transit networks connected in
an arbitrary topology provide either bandwidth guaranteed
dynamic or static virtual connection services between the
cloud sites.

To express the allocatable resources from a cloud site or a
network domain, we adopt a generic resource pool abstraction
model. An available resource of a cloud site is represented as
< Ci, CCi >. Ci is the total number of VM resource units
that can be reserved, where a unit is defined as a minimum
VM type, i.e., , a VM with 1 CPU core, 3G memory, and 30G
storage in the ExoGENI testbed. Other instance types for users
to request, i.e., medium, large, or extra-large , are predefined
as multiplies of the unit type with different amount of CPU,
memory, and storage. CCi is a constraint vector that represents
the total amount of CPU cores, memory, and storage capacity
offered by the cloud site i. In this way, we handle the physical
server heterogeneity at the cloud site level and leave the actual
VM placement to the local policy of individual cloud sites.

The resource of a network domain is represented as <
Vi, NCi >, where Vi represents the total number of con-
nections that the ith network provider can accommodate and
NCi is a constraint vector that represents various network
constraints. For example, for a layer-2 network, this abstraction
allows the provider to express the available VLAN tags and
the available bandwidth in the border interfaces that will be
considered in provisioning the bandwidth guaranteed inter-
domain connection.
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Fig. 2: Distributed Cloud Environment with Multi-Domain
Layer-2 Networks

B. Inter-domain VLAN Exchange and Broadcasting
As we mentioned before, mapping virtual clusters to a

data center with tree-type physical network topology has been

extensively studied as the virtual root switch and cluster
switches can be directly mapped to the data center switches
to form a virtual broadcast domain per virtual cluster. It
is not possible to do so in a distributed cloud environment
interconnected by multi-domain networks because (1) none
of the existing network providers provide inter-domain layer-
2 broadcast services, (2) using point-to-point connections to
serve a virtual cluster placed in N cloud sites would be very
difficult, either by setting up a full mesh virtual topology
among the N sites or by setting up extra routing nodes for a
non-mesh virtual topology. Both solutions require configuring
multiple network interfaces in each VM, (3) dynamic circuit
service is only available in a few advanced providers among
some of the cloud sites. In order to connect two remote cloud
sites (static sites), it is a common practice to pre-configure
a number of static connections. For M such sites, O(M2)
static connections are required, which is both cumbersome
and inefficient. Even for sites that are able to be connected
via dynamic connections, doing so in a multi-domain network
environment is only feasible in a few advanced distributed IaaS
control frameworks like the ExoGENI system that has a set
of advanced stitching mechanisms to enable this inter-domain
dynamic circuit capability [3].

Our solution is to deploy VLAN Exchanges in strategically
chosen locations to serve two purposes: (1) to enable dynamic
VLAN circuit service between cloud sites that can only
preconfigure static VLAN circuits to other places, we call
this VLAN exchange service, which essentially extends the
dynamic circuit services to static sites, (2) to set up dynamic
virtual layer-2 broadcast domains among multiple VLAN
segments, we call this layer-2 broadcasting service. As shown
in Fig. 2, E1 is such a VLAN exchange, which consists of
high-capacity Ethernet switches controlled by a provisioning
software as part of the distributed cloud provisioning software
system. In the multi-domain multi-cloud network model, an
Exchange is modeled as a separate domain.

The advantages of this solution are multi-fold: (1) instead
of O(M2), only O(M) static connections are needed for
M static sites. And instead of negotiating with and pre-
configuring static connections to every other site, a static site
only needs to do so with the exchange, which would normally
be taken care of by the cloud federation system; (2) the basic
bridging mechanism in the exchange is VLAN translation,
i.e., each site can pre-configure connections with different
VLAN ranges to the exchange domain, which can pick up two
arbitrary VLAN tags and connect them together via VLAN
translation. Therefore, this mechanism relieves the operators
from enforcing the stringent VLAN continuity requirement
and dealing with the complexity of creating multi-domain
VLAN connections. It also reduces the dependency on other
advanced carrier Ethernet capabilities (e.g., Q-in-Q) in order to
set up end-to-end layer-2 connections; (3) the enabled layer-
2 broadcasting service makes it a relatively simple process
to create a virtual layer-2 broadcasting domain for a virtual
cluster embedding in multiple cloud sites: each participating
cloud site creates a connection with possibly different VLAN
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tags to the Exchange domain, the exchange switch will then
translate the incoming VLANs into one common VLAN;
(4) layer-2 network isolation is guaranteed between different
users’ virtual systems with bandwidth guarantee; (5) every
cloud site can still implement its own virtual networking
solution (provisioning Vi) independently as long as it can
interface with the exchange service.

Fig. 2 illustrates a distributed cloud system equipped with
such an Exchange. We first show using the VLAN exchange
service to set up a VLAN connection between two virtual
cluster groups S1 and S2 embedded the cloud sites C8 and C9:
first two VLAN connections (inter-domain circuit) V1 and V2

are created from C8 and C9 to E1, then E1 translates V2 to V1.
Next, we show the capability of layer-2 broadcasting service
to scale up the virtual cluster by adding a group S3 embedded
in C7 via another connection V3 to E1, which subsequently
translates V3 to V1. As a result, we just created a large-scale
virtual cluster that is embedded in three different cloud sites.

…"

Exchange"Switch"

Access"Switch"

V1" V2" V3"

e1" e2" e3"

Fig. 3: Inter-domain VLAN Exchange

Fig. 3 depicts the
internal structure
of an exchange
domain, which
consists of two
Ethernet switches:
Access switch and
Exchange switch.
The access switch
plays the role of
client switch of the
transit networks and
takes in the dynamic
or static VLAN
connections from
the neighboring
domains. Due to the significant cost of transponder(s),
normally there is only one drop port at a PoP (Point of
Presence) of advanced backbone transit network service
providers, e.g., , Internet 2 or ESNet. Therefore, there may be
multiple connections coming to the same port of the access
switch. At the same time, the main technical constraint is that
VLAN translation is one-to-one per port, i.e., it is not possible
to translate tags i and j coming in the same port to a common
tag k. Therefore, the second exchange switch is necessary that
connects to the access switch via several port-to-port direct
links (Exchange ports). The number of these ports limits
the maximum cardinality of a broadcast connection. Upon
multiple connections of a request coming into the access
switch, each connection will be put on an exchange link
between the two switches. Finally, at the exchange switch,
the VLAN tags of each connection can be translated to an
arbitrary common VLAN on its corresponding exchange port.
For the example virtual cluster, connections from S2 and S3

come in the same access port, along with the connection
from S1 are mapped to three different exchange ports e1, e2,
and e3, through which V2 and V3 are all translated to V1, to
create a single Ethernet broadcast domain.

C. Sparse Deployment of Exchange Service

For a system with large number of geographical distributed
cloud sites, one exchange domain is not enough because of
(1) limited capacity (available VLAN tags and bandwidth)
in an exchange switch for all the inter-group connections
to go through; (2) the long distance to some remote cloud
sites that would incur unacceptable delays. On the other hand,
deployment of exchange domains comes with increased cost
of high-capacity switches and the associated co-location and
fiber connectivity cost to transit network service providers.
Therefore, it is desirable to only deploy a small number of
exchanges in strategically chosen locations to serve the users’
request.

In this case, the objective is to deploy as few exchange
domains as possible while keeping the diameter of any virtual
clusters bounded in a multi-domain network environment.
In reality, taking into consideration both deployment and
operation cost, the exchanges are likely deployed in the PoP
locations of the backbone networks because of their abundant
capacity and connectivity.

In order to take the geographical distribution of these PoPs
into consideration when modeling the inter-domain network
environment, we abstract each network domain as a full mesh
topology between its border interfaces (PoP or interconnects
to connect to other network domains or cloud sites). What we
obtain is an inter-domain graph G(V,E), where the node set V
includes all the border interfaces of the network domains and
the cloud sites. The edges, E include the inter-domain links
and the intra-domain links in the mesh network abstraction.
Each link is defined with the available bandwidth and delay
as Ei(bi, di). In this way, deployment of an exchange domain
is equivalent to enabling a node in G with the exchange or
broadcasting capability.

This problem can be modeled as a variant of the Facility
location selection problem, a well-studied NP-Hard problem
that has several efficient heuristics [5].

III. VIRTUAL CLUSTER PROVISIONING: EMBEDDING AND
LOAD BALANCE

Resource allocation for virtual systems is often modeled as
various topology embedding problems which are NP-Hard in
general. For the distributed cloud environment connected by
inter-domain networks, popular objectives include minimizing
the distance among the selected cloud sites [2] or minimizing
the inter-domain bandwidth allocation [15].

In this paper, we focus on the virtual cluster-like requests
whose embedding in a bandwidth constrained physical topol-
ogy is equivalent to the NP-Hard VPN embedding in the
popular hose model [10]. Recently a greedy heuristic on data
center tree-like topology embedding xjik,was developed to
maximize the bandwidth utilization [4].

Our embedding problem is different from the existing
studies because (1) our underlying substrate system model
is a general topology with some Exchange nodes; (2) the
virtual roots are always mapped to the Exchange Broadcasting
Domains. Nevertheless, this does not change the hardness
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of the problem. Below we outline some allocation models,
policies and the associated algorithms that have different
objectives, performance and complexity tradeoffs.

A. Static virtual cluster embedding

To illustrate how virtual cluster mapping works in the pres-
ence of exchange domains, we first consider a static mapping
case where groups of a virtual oversubscribe cluster (VOC)
request < N,B, S,O > is given, and the group-to-cloud
mapping Si ↔ Ci is known. Static mapping is a most common
feature of distributed cloud systems, where users are allowed
to choose where to create their VMs, normally based on
informed performance, availability, or security considerations.

In the simplest form, it is straightforward to first choose
an exchange domain to be the virtual root so that the average
distance or delay from all the mapping sites is minimized, then
to provision an inter-domain circuit for each branch, from the
site Ci to R, with individual assigned VLAN into the exchange
domain.

In reality, as shown in Fig. 1(b), the bandwidth requirement
(Bi) on each branch of the virtual cluster may be asym-
metric. As we mentioned earlier, according to [4], Bi =
min(|Si|, N−|Si|)∗B, because the intra-group traffic B

′

i does
not leave its cloud site i. It is easy to see that this mapping
problem can be solved as a multi-commodity flow problem
consisting of k flows of (R,Ci, Bi), i ∈ 1, . . . , k, when the
links in G(V,E) are assigned a cost function.

When there are multiple exchange domains, mapping a
large-scale virtual cluster can take advantage of flexibility of
creating a multi-layer tree with the intermediate nodes mapped
to an exchange domain, so that the total cost of the mapping
can be minimized. However this makes the problem a special
form of the NP-Hard multicast or Steiner tree problem.

Furthermore, in addition to bound the delay from the sites to
the root, we also want to minimize the delay variance among
all the groups. So the objective becomes to make the tree as
balanced as possible, i.e., minimizing the layers or the height
of the tree, which is another variaty of the NP-Hard Steiner
tree problem. We’ll leave these advanced problem variants to
future studies.

B. Dynamic virtual cluster embedding

We now look at the general VOC case. Our resource
allocation policy is to always map a group Si as whole
into a cloud site and multiple groups can be consolidated
into a same cloud site in order to minimize the number of
involved cloud sites and subsequently minimize the inter-cloud
communications.

This problem can be equivalent to the classical NP-Hard
multi-dimensional bin packing problem [7], because there are
multiple resource types in a request VM and multiple resource
constraints in the cloud sites which are the bins [9]. We adopt
the popular FirstFit heuristic for bin packing of the VMs. We
note the bandwidth requirements and constraints need to be
taken into consideration as individual dimensions of the bins.
An efficient heuristic solution is to iterate over the bin packing

solution space and call the static VC embedding algorithm
studied in last section in each iteration, until the final solution
is reached. Finding the bin packing to form a balanced tree
rooted at the exchange will add extra complexity.

C. Automatic virtual cluster splitting and embedding
In this section, we turn our attention to the most general

virtual cluster (VC) mapping problem which does not require
pre-grouping so that VMs can be split into arbitrary groups to
be embedded into arbitrary cloud sites.

Several studies showed a major pitfall of cloud comput-
ing is the virtualization overhead of the VMs, which may
grow substantially when too many VMs are packed in a
physical server [12], since absolute resource (network, I/O,
etc.) isolation among VMs or different tenants is impossible.
Therefore load balancing is very important to a distributed
cloud environment, in which we wish the resource utilization
of all cloud sites to be as even as possible. We see this
objective is the opposite of the original bin packing objective
that attempts to pack VMs into as few bins as possible. In order
to better trade off these conflicting objectives, more advanced
policies and algorithms need to be designed to map a large
virtual cluster.

We start with the definition of an assignment utility function
on embedding the group Si (si = |Si|) in cloud site Ci as
Ui(Si, Ci) =

1
Ci−si , si ≤ Ci. The virtual cluster is split in k

groups (k is a variable), each group is embedded in a separate
cloud site. For a given k, the resource allocation optimization
objective is to find the optimal grouping S∗i , i ∈ 1, . . . , k in
order to minimize the total utility function.

U =

k∑
i=1

Ui(Si, Ci) =

k∑
i=1

1

Ci − si
(1)

s.t.

k∑
i=1

si = N (2)

The objective function can be rewritten as:

U =

k−1∑
i=1

1

Ci − si
+

1

Ck −N +
∑k−1

i=1 si
(3)

From the first order optimization condition, we obtain k−1
partial differentiation equations, the ith one is:

k−1∑
j=1

sj + si = Ci − Ck +N (4)

Along with the constraint 2, we can solve the k linear
equations to obtain the optimal solution s∗i . In order to find
the optimal number of groups k∗, the algorithm iteratively
changes the number of splits and solves above linear equations
to obtain the total utility for a particular splitting until k∗

is found. The comprehensive solution would take the inter-
domain connection utility function into consideration in each
iteration. We leave the algorithmic performance study to our
future papers.
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IV. DEPLOYMENT AND EVALUATION

Since its initial deployment in 2013, the virtual cluster
capability based on the multi-domain broadcast exchange
service has become one of the most popular features in the
ExoGENI testbed, due to its easy use and high expressibility
and performance for large scale virtual systems. An example is
shown in Fig. 4, which is a live screenshot from the ExoGENI
client GUI. On the left we show a virtual cluster that has
four groups of different sizes required to be in four different
cloud sites in Boston (MA), Berkeley (CA), Gainesville (FL),
and Chapel Hill (NC). On the right shows the manifest, the
actually provisioned system that maps the virtual root to the
exchange point deployed in the Internet 2 PoP in Raleigh,
North Carolina, and the four inter-domain paths connecting
the groups mapped in four cloud sites.

Fig. 4: A virtual cluster and its automated provisioning in
Exogeni testbed

V. CONCLUSION

In recent years, there has been a growing interest in scaling
up cloud IaaS offerings by federating many geographically
distributed cloud sites. To automate provisioning in such an
environment, efficient resource abstraction model is key, as
it enables easy interoperability between different cloud sites,
presents a unified view to the users to acquire resources, and
still allows autonomy of each individual site. The second key
is the capability to provision dynamic bandwidth guaranteed
inter-cloud connections in the inter-domain networking envi-
ronment.

In this paper, we presented the virtual cluster request
abstraction and the substrate resource pool abstraction models.
To enable efficient inter-cloud virtual cluster provisioning,
a novel layer-2 exchange and broadcasting mechanism and
implementation in multi-domain network environment is in-
troduced. We outlined several efficient cluster splitting, cloud
data center selection and resource allocation algorithms to
map the large-scale virtual clusters. A prototype system has
been implemented and integrated into the ExoGENI testbed,
and is getting heavily used by scientific and data analysis
applications.

We believe that the new models and capabilities we de-
veloped will open up several new research and development

opportunities in architecture, policy, and algorithm design
for efficiently operating and expanding large-scale distributed
cloud systems. We plan to conduct more algorithmic studies
and experiments on the performance of virtual clusters of
different applications distributed in the testbed.
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