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Abstract—Cloud service placement can be suboptimal in
certain cases due to inefficient network design, which in turn
impacts user Quality of Experience (QoE). Consequently,
Application Service Providers (ASPs) need to manage cloud
network infrastructures with efficient designs that fully
satisfy Service Level Objectives (SLOs) of their data/video-
intensive applications of users. To proactively avoid this
problem, a straightforward solution used by ASPs is to have
many replicas of their services by renting more resources
from Infrastructure Providers (InPs) which can lead to an
expensive service delivery proposition. In this paper, we
present a novel possibilistic C-Means (PCM) approach to
enhance user QoE in cloud service placement by clustering
network infrastructure with awareness of user SLO sat-
isfaction amidst network path constraints. Our evaluation
results obtained using numerical simulations as well as in
a real-world cloud testbed with actual users prove that our
multi-constrained path aware PCM approach outperforms
existing solutions. Specifically, we show how our proposed
infrastructure clustering with the PCM approach allows
ASPs to rent less resources from InPs that reduces user cost,
while still delivering satisfactory user QoE.

Keywords-cloud service placement, QoE-oriented resource
clustering, multi-constrained path optimization.

I. INTRODUCTION

The advent of network virtualization has enabled new

business models that allow Application Service Providers

(ASPs) to run their users’ data-intensive and video-

intensive application services upon leased resources from

infrastructure providers (InPs) [1] as shown in Figure 1.

On the one hand, APSs have to deliver satisfactory user

QoE. On the other hand, renting a large amount of re-

sources (some portion being unnecessary) from InPs to run

many ASP’s service instances for delivering satisfactory

user QoE can be monetarily very expensive. This in turn

can lead to high service costs for users, which may impact

customer retention efforts for the ASPs.

In addition, the new business models require ASPs to

also address limitations of the best-effort nature of the

Internet. Specifically, they need to enable users to access

remote services over network paths on the Internet that

may degrade the user QoE delivered due to congestion or

resource misconfiguration issues [2]. Consequently, ASPs

have to decide how many running service instances are

needed (i.e., the amount of InPs’ resources) and where to
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Figure 1: ASPs Ecosystem: on the one hand, they can satisfy Users’
SLOs by running several service replicas; on the other hand, renting a
large amount of resources from InPs is monetarily expensive and can
lead to high service cost for users.

run them within an infrastructure (preferably close to user

locations) in order to overcome inefficient network design

that may be harder to control and adapt. Further, this

problem is complicated by user QoE profiles [3] which are

specific for different cloud services and can be translated

into application Service Level Objective (SLO)1 demands.

A concrete example scenario where ASPs need to

overcome inefficient network design, and ensure that their

users traffic traverses network paths with required SLOs

to one of their running service instances can be seen

from an exemplar use case of “Skytap” ASP [4]. As seen

from Figure 1, many Skytap customers request virtual

environments (e.g., with provisioned Virtual Desktops and

custom applications) for geo-spatially dispersed users at

large scale to deliver fast, easy, and secure trainings,

while lowering costs and Information Technology (IT)

resource needs. Besides computational power needed for

provisioning virtual desktops, the user QoE of this service

is highly sensitive to bandwidth, delay and losses of the

users’ network path from their thin clients to cloud-hosted

Skytap virtual desktops. However, finding network paths

with multiple constraints (i.e., SLOs) is a known NP-

complete problem [5], and to the best of our knowledge

there is no existing graph clustering algorithm which

directly addresses this problem [6].

Our Contributions. In this paper, we propose an in-

frastructure clustering approach to solve the problem for

ASPs to rent less resources from InPs that in turn reduces

user cost, while still delivering satisfactory user QoE.

In particular, we present a novel Multi-Constrained Path

(MCP) aware possibilistic C-Means (PCM) approach for

an infrastructure clustering which ensures the possibility

of having satisfactory user QoE during cloud service

placement. The scope of our proposed clustering scheme

1SLOs are the technical constraints of a Service Level Agreement con-
tract, where network SLO examples can include guaranteed bandwidth,
high reliability, or low latency.
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does not include solving the MCP problem, but facil-

itates its solution. We first evaluate our PCM scheme

using extensive numerical simulations to show how it

is beneficial in terms of MCP algorithms’ success ratio,

i.e., the ratio of nodes which have network paths with

satisfied SLOs to the corresponding cluster center (i.e.,

a service instance). Using realistic Internet topologies

generated with the BRITE tool [7] and one of the recent

MCP algorithms [8], we compare the resulting success

ratio of our PCM scheme with current infrastructure

clustering solutions: the common Blind service placement

where instances are placed randomly, and users access is

performed on the basis of geographical proximity of the

randomly placed service instances; and the K-Means clus-

tering which minimizes topological proximity of service

instances for user access [6]. Finally, we show how our

proposed PCM clustering improves overall system QoS

and user QoE in a real-world cloud testbed with actual

users in the context of a Skytap case study.

The rest of the paper is organized as follows: In Sec-

tion II, we discuss related QoE management and the multi-

constrained network path selection problem solutions. In

Section III, we present details of our approach. Section IV

describes our evaluation methodology, performance met-

rics and results which show effectiveness of our approach.

Section V concludes the paper.

II. RELATED WORK

The literature of both QoE management and multi-

constrained path problem is vast, and we only focus here

on a few relevant to our work papers. A complete survey

of QoE management challenges for cloud services are

discussed in [2], while a survey on multi-constrained path

solutions can be found at [9].

QoE Management of Cloud Services. Moving appli-

cation services to the cloud makes network the main

challenge for delivering satisfactory user QoE [2]. Solu-

tions to this problem can be found in both complimentary

subareas - application-aware networking [10], [11] and

cloud service placement [12]. Application-aware network-

ing aims to enhance user QoE by improving network

QoS. For example, Google [10] fair shares its global data

center backbone bandwidth prioritizing their applications’

traffic, where users’ data has the highest priority. Another

example is [11], where the authors fair schedule the

network traffic by using video QoE models. In contrast

to application-aware networking, cloud service placement

is commonly done by cloud service providers (CSPs) to

maximize their revenue, e.g., resource utilization and/or

energy efficiency while delivering satisfactory user QoE.

Thus, the authors in [12] minimize monetarily expensive

cloud resource over provisioning during Virtual Desktop

(VD) service placement, which allows CSPs to accept

more VD requests delivering the same QoE for users.

However, presented solution assumes network between

users and VD servers to be sufficient, which may not

always be feasible in practice.

In this paper, we use synergy of both subareas to fill

the gap of QoE cloud service placement algorithms for the

ASP business model presented in Section I. In particular,

we aim to cluster an infrastructure to enhance user QoE by

facilitating NP-complete Multi-Constrained Path (MCP)

problem solution during cloud service placement. Thus,

we further assume that we have application service de-

mands expressed as SLOs (e.g., network bandwidth, delay,

losses and jitter), which can be derived from users’ QoE

profiles for a particular cloud service. A recently proposed

QoE routing algorithm [3] finds best QoE candidate paths

based on the main network metrics. Although, this routing

doesn’t guarantee SLO satisfaction due to its inability to

solve the MCP problem, it can be coupled with our service

placement scheme to enhance user QoE.

Multi-Constrained Path Solutions. The problem of pro-

viding a path with multiple (SLO) constraints is NP-

complete [5], and its complexity has inspired many heuris-

tics. Most of these heuristics group multiple metrics into

a single function to reduce the problem to a single

constrained routing problem [8], and then solve the rout-

ing optimization problem using e.g., Lagrangian relax-

ation [13]. Depending on the constraints, these approaches

may not reach an optimal route. Other suboptimal solu-

tions use a k-constrained approach. In [14] for example,

Yuli et al. propose a k-path constraints heuristic solution.

The exact pseudo-polynomial algorithm proposed by Jaffe

et al [5] offer a distributed path finder solution for a two-

paths constraint problem. Wang et al. [15] leverage the

Dijkstra shortest path algorithm to propose a bandwidth-

delay constraint routing approach by simply pruning all

links which do not satisfy bandwidth constraint before

applying Dijkstra algorithm. The authors in [16] propose

an exact algorithm for the NP-hard multiple path con-

straints problem, and apply several search space reduction

techniques for the k-shortest path algorithm resulting in a

pseudo-polynomial or even exponential solution.

In this work, similar to [15] we prune all links which do

not satisfy our bandwidth SLO, and then apply Dijkstra

algorithm as our distance function for each residual SLO

during infrastructure clustering. Finally, to test how our

proposed clustering scheme facilitates discovering network

paths which satisfy multiple SLOs, we apply one of

the recent Multi-Constrained Path algorithms [8]. Note,

however, that our scheme is not restricted to a particular

Multi-Constrained Path algorithm and can be coupled with

any algorithm which fits best to a particular scenario of

an ASP service delivery.

III. MULTI-CONSTRAINED PATH AWARE

POSSIBILISTIC C-MEANS CLUSTERING MODEL

Problem definition. Renting less resources from ASPs to

reduce service costs while also delivering satisfactory user

QoE requires an infrastructure clustering with awareness

of SLO satisfaction. Existing graph clustering approaches,

however, minimize only a single metric as a cluster

distortion, and hence can facilitate only a single SLO

satisfaction; e.g., K-Means method [6] can cluster a set

of vertices using a topological order. In contrast to K-
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Means, we devise a multi-constrained path (MCP) aware

clustering scheme based on possibilistic C-Means (PCM)

method [17] that minimizes multiple distances related to

multiple SLOs (cluster distortion). This in turn allows

PCM to maximize possibility of finding multi-constrained

network paths (which satisfy all SLOs) between infras-

tructure nodes and corresponding cluster centers to deliver

satisfactory user QoE.

Notations. Hereon, l denotes the number of SLO link

constraints for min/max network metrics (e.g., bandwidth),

whereas p denotes the number of SLO path constraints for

additive/multiplicative network metrics (e.g., delay).

A. Model

Based on prior knowledge of required number of clus-

ters k (amount of resource to be rented by ASPs) and

given a cloud infrastructure, we cluster it with a cloud

service SLO awareness. To this end, we use a PCM

algorithm to estimate possibility U i
vk of each vertex v ∈ V

of having a path which satisfies a particular SLO path

constraint pi ∈ p to the k cluster center of an underlying

infrastructure graph:

U i
vk =

1

1 + (di
2(v,k)
ηi
v

)
1

m−1

, (1)

where m is a pre-specified fuzzyfier, and ηiv is a scaling

factor for a particular path constraint pi and vertex v.

By default, ηiv is chosen to have 0.5 possibility if a

path distance di equals to a half of pi SLO constraint:

ηiv = (pi/2)
2. Note how our model assumes having

different scaling factors ηiv for a particular vertex v to

cover cases with different application service types. In

addition, to ensure l SLO constraints satisfaction, all edges

e which do not satisfy l are removed before clustering is

performed. In this scheme, we use the Dijkstra algorithm

as our distance function di(v, k) for additive path metrics2.

Moreover, if di(v, k) > pi we set di(v, k) = ∞. Finally,

we estimate overall possibility Uvk for all path constraints

p to be satisfied for a vertex v using the product rule:

Uvk =

p∏

i=1

U i
vk. (2)

We then cluster an infrastructure by assigning a center cv
that has the highest possibility of all path constraints to

be satisfied at each vertex v ∈ V :

cv = argmax
k

Uvk. (3)

To update centers, we run the Dijkstra from each vertex

v ∈ V to all other vertices within cluster k and choose

v with the minimum normalized distortion σk as the new

center, where we calculate this distortion as following:

σk
v =

p∑

i=1

V∑

j=1

di(v, j)

pi
. (4)

2Note that multiplicative network metrics (e.g., losses) can be con-
verted to additive metrics by composing them with a logarithmic func-
tion.

How complex is our scheme? The above described

PCM-based model runs Dijkstra exactly two times for

each vertex v ∈ V and for a particular pi ∈ p con-

straint: during possibility estimation and during center

updates. Taking into account that Dijkstra complexity is

O(|V |log|V |+ |E|), the final complexity of this step is:

O(ε · p · |V | · |V |log|V |+ |E|) = O(εp|V |2log|V |), (5)

where ε is maximum number of iterations. Based on our

empirical observations, almost all the time ε ≤ k, and

hence we can initialize it as ε = k.

B. Skytap Case Study Example

Considering Skytap case study of a virtual learning

environment [4] as an example, our goal is to place 2

Virtual Desktop (VD) servers by clustering an infrastruc-

ture so that all nodes will have a path to one of the VD

servers with following SLOs: bandwidth ≥ 15 Mbps (to

support high-definition video streaming), delay ≤ 50 ms

(for seamless remote control) and packet loss ≤ 0.05% (to

have imperceptible service impairments).

Given an infrastructure of 5 availability zones (AZs) and

10 nodes as shown in Figure 2a, we assume that all intra-

AZ links have 1 ms one-way delay and 0.01% packet loss,

and all inter-AZ links have 40 ms delay and 0.04% losses.

Moreover, we assume that inter-AZ links between AZ 1

and AZ 3 have high delay (100 ms) and losses (1%), and

inter-AZ links between AZ 2 and AZ 3, and between AZ
5 and AZ 3 have very high packet loss (10%). Finally, all

links have more than the 15 Mbps bandwidth required for

service provisioning.

The topological proximity graph clustering with K-

Means [6] ignores path SLO constraints and places cluster

centers to the nodes with the highest node degree (see

Figure 2b). As a result, the MCP algorithm [8] finds only

2 paths out of the 8 possible paths which satisfy all SLOs.

Our MCP aware PCM clustering (see Figure 2c) places

cluster centers in a manner that allows the same MCP

algorithm to find all paths with fully satisfied SLOs (see

Table I).

C. Assumptions

Our model has two main assumptions: first of all, we

assume that each user has sufficient local resources, i.e., a

connection to the infrastructure edge (to the closest avail-

ability zone) satisfies all SLO constraints. For example,

we assume that if user requests an application service

which requires a connection with minimum of 100 Mbps

bandwidth, then the user has an Internet connection with at

least 100 Mbps bandwidth. Secondly, our model assumes

there is no traffic congestion in the network data plane

while running a particular application service. However,

in general a congestion-free assumption is not true and

resource misconfigurations can also be a factor that could

lead to a performance degradation and consequent SLO

violations. To overcome such limitations, we can adopt

bandwidth over-provisioning [10] or special on-line tech-

niques such as traffic steering and/or load balancing.
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Figure 2: Illustrative example of an infrastructure clustering (shown in (a)) with K-Means topological proximity (shown in (b)) and Multi-Constrained
Path aware PCM-based models (shown in (c)); K-Means approach ignores path SLO constraints during clustering, and as a result, only 2 amongst 8
nodes have paths to the corresponding cluster center with satisfied SLOs; switching to the proposed PCM clustering scheme allows all nodes to have
network paths with satisfied SLOs (see Table I).

Table I: Clusterization results

Model Cluster Path SLO Violation Overall

K-Means

Cluster 1

3 → 1 Delay, Losses

2/8

4 → 1 Delay, Losses
5 → 4 → 1 Delay, Losses

6 → 5 → 4 → 1 Delay, Losses

Cluster 2

7 → 2 No

8 → 2 No

9 → 10 → 8 → 2 Delay, Losses
10 → 8 → 2 Delay, Losses

PCM

Cluster 1

3 → 4 → 5 No

8/8

4 → 5 No

6 → 5 No

Cluster 2

1 → 2 → 8 No

2 → 8 No

7 → 8 No

9 → 10 → 8 No

10 → 8 No

IV. PERFORMANCE EVALUATION

In this section, we establish the effectiveness of our

PCM-based clustering approach by evaluating its per-

formance using numerical simulations and experimental

testbed evaluation (based on Skytap virtual environment

provisioning use case of an ASP). Our evaluation results

fall under three salient thrusts of findings: (i) MCP aware
PCM clustering outperforms related solutions; (ii) our
PCM clustering improves overall QoS; and (iii) the pro-
posed PCM clustering enhances overall user QoE.

A. Numerical Simulations under demanding SLO require-
ments for Application delivery at Internet-scale

Simulation Settings. For our simulations, we used the

Matlab 2014r environment running within 64 bit Windows

8.1 OS installed in AMD A6 processor with 4 CPU (each

1.8 GHz), 4GB RAM, machine. We use the BRITE [7]

topology generator to create a realistic infrastructure topol-

ogy that is rented from a InP. Our results are consistent

across infrastructure network topologies that follow both

Waxman and Barabasi-Albert models that possess salient

properties of realistic Internet topologies [18]. Each graph

has 100 vertices and 200 edges (the common edge den-

sity for Internet topologies [18]). Further, each edge has

randomly distributed bandwidth capacity ranging between

1 and 9 Gbps (as a link SLO), arbitrary cost that is

randomly distributed between 1 and 9, and propagation

delay proportional to the edge length (as path SLOs).

For simplicity, we assume that we have only one type of

an application service which SLO constraints as follows:

the bandwidth SLO ≥ 2.5 Gbps (≈ 28% of maximum

corresponding link metric), the cost SLO ≤ 18 (200% of

maximum corresponding link metric), and the delay SLO

≤ 75% of maximum corresponding link metric. We inten-

tionally choose demanding SLO requirements to stress test

our clustering schemes at high application delivery scales.

All our results show 95% confidence intervals over 50

trials, and our randomness lays in the chosen infrastructure

topologies, as well as in the clustering initialization setup.

Comparison Methods and Metrics. To demonstrate

the advantages of our presented approach, we cluster

a network using a blind geographical proximity model

(Blind), k-means topological proximity model (K-Means),

and our MCP aware PCM-based model (PCM). We vary

the number of clusters k, and while clustering we calculate

the following metric:

success ratio =
# of nodes which paths satisfy SLOs

total # of nodes
(6)

where we use the MCP algorithm presented in [8] to

find a path for each vertex v ∈ V in the graph to the

corresponding cluster center k.

(i) PCM outperforms related solutions. Figure 3 shows

success ratio results for Blind, K-Means, and our PCM
clustering schemes that are consistent across infrastructure

graphs of both Waxman and Barabasi-Albert models. PCM

does not show significant gains in success ratio in compar-

ison with K-Means clustering in two cases: (i) if an ASPs’

budget is restricted for renting very limited amount of

resources (e.g., 1 or 2 servers) from InPs, or (ii) if the ASP

budget is unrestricted for placing service instance replicas

at all possible locations with closest user proximity. In

all other cases, PCM shows better clustering performance
than the compared solutions to deliver satisfactory user
QoE, while also enabling ASPs to rent less resources
from InPs. The Blind approach performs the worst in

comparison with other clustering schemes.

282828



1 2 5 10 25 50 100

1

0.99

0.9

0.5
0

# of clusters

su
cc

es
s 

ra
tio

 

 PCM, W
PCM, B
K−Means, W
K−Means, B
Blind, W
Blind, B

Figure 3: Success ratio of Blind, K-Means, and PCM clustering
results for both Waxman (W) and Barabasi-Albert (B) infrastructure
graphs: unless ASPs’ budget is heavily restricted or unrestricted, PCM
infrastructure clustering performance is superior than compared solutions
to deliver satisfactory user QoE while renting less resources from InPs.

B. Experimental Evaluation using the Skytap Case Study

Experiment Settings. To analyze the impact of SLA vio-

lations on QoS and resulting user QoE, we recreated our

Skytap example of a virtual learning environment shown

in Section III-B by allocating corresponding resources in

a GENI Cloud (Global Environment for Network Innova-

tions [19]) testbed (see Figure 4). We used the Stanford

InstaGENI data center site as our availability zone (AZ)

1, the Utah Downtown Data Center InstaGENI site as

AZ 2, the University of Missouri InstaGENI as AZ 3,

the University of Wisconsin InstaGENI as AZ 4, and the

University of Kentucky PKS2 InstaGENI as AZ 5. All link

weights (bandwidth, one-way delay and packet loss) were

adjusted using a Linux-based netem emulator to match

with corresponding links in the example. All paths were

bridged with a Linux bridge-utils tool.

Stanford
InstaGENI

3

4 65

AZ 2

Utah DDC
InstaGENI

21

AZ 3

Missouri
InstaGENI

7 Wisconsin
InstaGENI

9

108

Kentucky PKS2
InstaGENI

Figure 4: Experimental testbed provisioned in GENI Cloud: this
testbed matches our example in Section III-B to estimate impact of path
SLOs violation on overall QoS and user QoE.

Comparison Methods and Metrics. To demonstrate

the impact of SLOs adherence on the overall QoS and

users’ QoE, we use clustering results of K-Means and

PCM schemes from our Skytap example (see Table I).

We transfer a 100 MB file between each node and the

corresponding cluster center by using the TCP protocol to

measure the path Round-Trip Time (RTT) and throughput

for QoS estimation. We then stream a full-motion video3

3This video was used previously to demonstrate benefits of Software-
Defined Networking paradigm over regular Best-Effort Networking as
part of a GENI QoE Lab exercise - https://youtu.be/f3FG DkskyY.
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Figure 5: Cumulative distribution function (CDF) of paths’ (a,c,e)
throughput and (b,d,f) round-trip time (RTT) within cluster 1 (first row),
cluster 2 (second row) and both clusters (third row): in contrast to K-
Means clustering where 6 of 8 nodes’ paths violate SLOs (see Table I),
after PCM clustering all nodes have a path to the corresponding cluster
center with satisfied SLOs. That translates into higher overall QoS.

using UDP protocol to obtain user QoE assessments. We

use Linux scp tool for file transfer, and to stream the video

we use the widely-used vlc player. We recruited 10 human

subjects by following an approved Institutional Review

Board (IRB) protocol that involves asking the users to

provide mean opinion score (MOS) rankings on a 1 (Poor)

- 5 (Excellent) scale to access their subjective user QoE.

We derive user QoE results with 95% confidence intervals.

(ii) PCM improves overall Quality of Service. Figure 5

illustrates how PCM clustering with MCP awareness im-

proves overall QoS in comparison with K-Means scheme.

Upon clustering infrastructure with PCM, all nodes have

a path to the corresponding cluster center which does not

violate any SLOs, i.e., the one-way delay SLO constraint

≤ 50 ms (≤ 100 ms of TCP RTT) and the bandwidth

SLO (TCP throughput) = 15 Mbps. In contrast to PCM
clustering, K-Means clustering results in 6 of 8 nodes’

paths violating at least one SLO. This in turn translates

into poor overall QoS: the overall one-way delay SLO

violation (RTT > 100 ms) and the overall bandwidth SLO

violation (80% of time TCP throughput ≤ 3 Mbps).

(iii) PCM improves overall Quality of Experience.
Figure 6 illustrates how we assessed user QoE of video

streams within both clusters: In our example (see Sec-

tion III-B), K-Means clustering causes significant SLO

violations within cluster 1, and insufficient SLO violations
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Figure 6: User MOS assessments of video streams within: (a) cluster 1,
(b) cluster 2 and (c) both clusters: K-Means clustering causes significant
SLO violations within cluster 1 and insufficient SLO violations within
cluster 2, whereas after PCM clustering there is no SLO violations in
both clusters, which in turn results in satisfactory user QoE.

within cluster 2 (see Table I). As a result, we can see

poor user QoE results within cluster 1 (low MOS for

all 6 metrics) and acceptable user QoE results within

cluster 2 (slightly lower video quality). In contrast to K-
Means clustering, the PCM clustering results does not

cause SLO violations in both clusters, which in turn results

in satisfactory user QoE.

V. CONCLUSION

In this paper, we addressed the lack of QoE-aware

infrastructure clustering algorithms for Application Ser-

vice Provider (ASP) business models that guide them to

rent less resources from infrastructure providers (InPs),

while also delivering satisfactory user QoE. Specifically,

we proposed a novel multi-constrained path (MCP) aware

possibilistic C-Means (PCM) infrastructure clustering ap-

proach that facilitates MCP problem solution. The novelty

of our approach lies in its ability to minimize multiple

distances related to service level objectives (SLOs) that

demand close proximity of users to the service instances.

Such a strategy in turn allows our PCM to maximize

possibility of finding multi-constrained network paths

(which satisfy all SLOs) between infrastructure nodes and

corresponding cluster centers to deliver satisfactory user

QoE. Via extensive Monte-Carlo simulations, we have

shown how our proposed PCM-based clustering scheme

outperforms related solutions in terms of success ratio

of nodes which have network paths to the correspond-

ing cluster centers (ASP’s service instances) with fully

satisfied service level objectives. Considering an actual

Skytap virtual learning environment case study and GENI

cloud testbed experiments, we have shown how facilitating

MCP problem with the proposed PCM clustering scheme

improves overall QoS and enhances user QoE.
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