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Abstract—In this paper, we study the performance of packet
scheduling schemes for Ultra-Reliable Low-Latency Communi-
cations (URLLC) services. In order to ensure a low queuing
time, we exploit the redundant coverage in many 5G Radio
Access Networks (RAN) scenarios, where two frequency layers
or Radio Access Technologies (RAT) are integrated. We consider
three packet scheduling and redundancy schemes, namely Join-
the-Shortest-Queue (JSQ), systematic Redundancy (RED), and
redundancy with Cancellation upon completion (CAN). On the
basis of queuing theory results, we develop expressions for
the reliability, defined as the probability that the packet is
transmitted before some given target delay. We show that RED
has a good performance at low load, while JSQ is better when
the load increases; CAN outperforms all other schemes. We then
show how the obtained results can be used for the dimensioning
of needed 5G radio resources and discuss the trade-off between
performance and implementation complexity.

Index Terms—5G, URLLC, Resource Allocation, Redundancy,
Delay Distribution, Systems of Parallel Queues.

I. INTRODUCTION

Previous generations of cellular networks have focused on

human-centric use cases, marking improvements in achieved

capacities and data rates. However, delivering mission-critical

applications requires the investigation of new technical so-

lutions and resource allocation schemes, due to the sharp

and heterogeneous requirements presented by these ser-

vices. Providing Ultra-Reliable Low-Latency Communications

(URLLC) services, in particular, will instigate many chal-

lenges on the current capacity-centered network, because of

the stringent latency and reliability constraints needed. Bearing

in mind that a considerable part of the End-to-End (E2E)

latency stems from the air interface, addressing radio resource

allocation and packet scheduling is of utmost importance

to respect the negotiated service level agreement (SLA) for

URLLC. For instance, the reliability requirement for the

transmission of a URLLC packet of size 32 bytes should

be 10−5, with a data plane latency of 1 ms ([1], [2]). The

reliability here refers to the ability to decode a large proportion

of packets before the expiration of the latency budget, any

packet received behind the target being considered as in outage

or, equivalently, as lost.

5G New Radio (NR) is designed to provide the necessary

network adaptability, offering flexible numerology, new fre-

quency bands and sub-carrier spacing, along with mini-slots

[3]. These technologies will reduce the air interface latency,

especially for URLLC-driven configurations that allow short

packets transmission, faster encoding and decoding times,

flexible frame structure as well as instant and reservation-based

scheduling [4].

The above-quoted 5G NR technologies ensure that a packet

is quickly transmitted provided that resources are available and

allocated to the device; otherwise, the scheduling and queuing

delays may have a drastic impact on the E2E latency. Most

of the literature on URLLC seems to disregard the queuing

effect, either because it considers cyclic resource reservation

for each user [5], or because it privileges a contention-

based approach with no queuing [6]. The former approach

is ineffective for highly random packet generation scenarios

where a per-user cyclic reservation leaves the resources empty

almost all the time. The latter contention-based approach is

used for the uplink where waiting for a scheduling grant may

be prohibitive, but it is not suitable for the downlink where the

base station can provide orthogonal resources to the packets.

When dealing with sporadic traffic in the downlink, fast and

agile packet scheduling techniques are therefore essential for

minimizing queuing delays and ensuring Quality of Service

(QoS) targets, as will be addressed in this paper.

When the amount of resources reserved for URLLC is

limited, redundant scheduling over several available resources

is a practical way for reducing queuing delays, since 5G

is specifically designed to integrate multiple Radio Access

Technologies (RAT), including 5G NR with several frequency

bands, 4G and WiFi interfaces. In practice, a redundant cover-

age is ensured in almost all locations, especially in dense areas

[7]; exploiting the presence of several base stations covering

the same device is thus a way to lower the scheduling and

queuing delays, by dynamically selecting the base station with

the smallest instantaneous load or replicating the packet on

several base stations.

In this paper, we exploit redundancy models addressed in

the literature for cloud computing applications [8], [9]. These

models consist in duplicating arriving packets to a subset

of available servers, chosen uniformly or following some

load-based criterion. For instance, redundancy-d models chose

uniformly d � 1 servers among the available ones, while Join-

the-Shortest-Queue (JSQ) model corresponds to selecting the

server that has the lowest number of packets waiting in his

queue [10], [11]. For the redundancy models, three variants are

possible: the basic variant serves all packet copies, the ”cancel-

on-start” one consists in immediately deleting all remaining

packet copies from other queues as soon as a copy is being
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served, whereas the ”cancel-on-complete” one waits until the

first copy has been completed [8].

While the literature on scheduling models with multiple

servers is already rich, their focus is in general on the average

service time of packets [8], [9]. This metric is not relevant

for URLLC and, instead, the delay percentile has to be

computed and compared for different schemes. In this paper,

we thus consider the practical scenario of URLLC devices

covered by two base stations belonging to different RATs

and compare the different packet dispatching and redundancy

policies, including JSQ and Redundancy with and without

cancellation upon completion. Our performance models are

based on the latest state-of-the-art models which we complete,

when needed, by the derivation of the reliability metrics.

The paper then makes the following contributions:

• we develop packet scheduling schemes for URLLC ex-

ploiting the integration of several RATs within the 5G

RAN;

• we make use of queuing theoretical results to evaluate

the reliability metrics. The respective delay percentile

expressions for JSQ and Redundancy models are then

derived, and simple expressions for the decay rates of

the tail of the delay distribution are provided;

• we propose a dimensioning framework for the radio

interface, where we specify the maximum load that can be

carried while respecting the QoS constraints for a given

spectrum availability.

This paper is organized as follows. In Section II, we intro-

duce our system model and present three scheduling options

for URLLC. Section III focuses on performance evaluation of

the allocation schemes. First, we derive the decay rates for

the tail of the sojourn time (delay) distribution that we use

to approximate the outage probability; secondly, we express

the distribution of the sojourn time using contour integrals.

Section IV discusses the adequate resource allocation strategy

to adopt, in light of the results discussed in Section III and

using reliability as a metric. Sections VI and VII provide the

proofs of the mathematical results presented throughout the

paper.

II. SYSTEM MODEL

A. Resource allocation schemes

We consider the downlink of a wireless system with a set of

URLLC users located within an area served by two RATs. The

RAT’s may belong to different Infrastructure Providers (InP’s),

but they are able to serve dynamically packets belonging to

URLLC users. A possible architecture that allows this dynamic

service of packets is the one described in Figure 1, where an

entity connected to the two base stations is responsible for

dispatching/duplicating packets. This dynamic packet schedul-

ing is performed on the basis of the instantaneous system

state, following one of the policies outlined below. Note that,

if 5G slicing is implemented, the RAN slice manager (also

defined in 3GPP as the Network Slice Subnet Management

Function (NSSMF) [12]) may be responsible for this dynamic

management as follows: it receives the application packets

from the application server belonging to the vertical (slice

owner) and sends them to the schedulers of the base stations.

This decision is based on periodical updates received from the

schedulers of the different base stations about their load status.
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Fig. 1: Two base stations in the neighborhood of URLLC user

equipment.

When a packet belonging to a URLLC device arrives at the

scheduler, three different policies can be applied:

• Join-the-Shortest Queue discipline: the first scheme

consists of sending the incoming URLLC packet to the queue

with the least number of waiting packets. If both BS’s are

empty or have the same number of waiting packets, packets

are equally likely to join either BS;

• Redundancy discipline: each incoming packet is inde-

pendently duplicated in both queues. This scheme does not

require any prior knowledge of the radio access channel; thus

there is no need for extensive control plane information;

• Redundancy with Cancellation discipline: as in the

previous case, we send the incoming packet to both BS’s. This

scheme entails the elimination of the remaining copy, provided

that one of the copies has been fully served.

Throughout this paper, we denote the aforementioned

schemes by JSQ, RED and CAN, respectively.

B. Queuing model

We model the network architecture by two parallel queues

fed by a Poisson process of URLLC packets with mean arrival

rate λ, the size of packets being denoted by W (bytes).

Motivated by the flexibility of the 5G NR air interface, we

consider a First Come First Serve (FCFS) discipline for each

queue. This means that the base station adapts its mini-slot

dynamically so that one URLLC packet is served by the

base station during one mini-slot 1. Service times of packets

at either queue are assumed to be mutually independent2

and exponentially distributed with identical rate α. In the

following, we set

� =
λ

2α
. (II.1)

Given these two M/M/1 queues coupled by either JSQ, RED

or CAN discipline, we denote by M (resp. N ) the number of

1Note that, in cases where the amount of spectral resources is large, and
the packet is small, several packets may be multiplexed in the frequency
dimension in the mini-slot of smallest size (2 OFDMA symbols). Our
assumption of a FCFS rule for each queue then gives an upper bound of
the performance, assuming a maximal slot size flexibility.

2While the packet size is the same on both queues as they correspond to
replicas, the resources available for URLLC depend on the traffic load for
other services on each base station, hence the independence assumption.
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packets in the first (resp. the second) queue. The associated

stationary distribution of the occupancy vector (M,N) is then

defined by Πm,n = P(M = m, N = n), (m,n) ∈ N
2; the

service rate α being identical at each queue, this distribution

is symmetric, that is, Πm,n = Πn,m for any pair (m,n).
Following [10], [13] and [9], respectively, this stationary

distribution is then shown to exist provided that

• for JSQ, 2α > λ, that is, � < 1;

• for RED, α > λ, that is, � < 1/2;

• for CAN, 2α > λ, that is, � < 1, identical to the stability

condition for JSQ.

III. PERFORMANCE EVALUATION

For each of the above allocation schemes, the performance

indicator is the reliability metric P(T � t0), where T is

the sojourn time of a packet in the system and t0 is the

delay budget. This can be completely characterized by the

distribution of T which, however, is difficult to obtain explic-

itly for both JSQ and RED. In fact, it is closely related to

the occupancy distribution (Πm,n) which is only accessible

through an intricate expression of its generating function. To

compare the respective performance of the three schemes,

nevertheless, we first determine the exponential decay rate at

infinity of the distribution of T , that is, the positive limit

− lim
t↑+∞

logP(T > t)

t
(III.1)

which is shown below to exist for each scheme. When the

reliability constraint is very strict, as for URLLC, t0 is large

compared to the average sojourn time and the decay rate is

a good proxy for the outage rate, as will be illustrated in the

numerical examples. Furthermore, we show in the next section

how the full distribution of T can be numerically calculated

by means of contour integrals.

A. Decay Rates

We first assert the following.

Proposition III.1: The decay rate of the distribution of
sojourn time T is given by αΘ∗, where

Θ∗ =

⎧⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎩

S∗ = 1− �2 for JSQ

Σ∗ = 2

(
1− 2

√
�√

4 + �−√�
)

for RED

Ξ∗ = 2(1− �) for CAN

(III.2)

in terms of parameter � = λ/2α.
The proof of Proposition III.1 is detailed in Section VI

below. To address the JSQ scheme, the results available from

[10] for the distribution of the queue occupancy have been

used (such results are summarized in Appendix VIII-A);

analytic techniques from complex function theory can then

be applied for the derivation of the decay rate. As to the RED

scheme, probabilistic arguments are invoked by comparing the

system to another queue with identical decay rate, namely, the

M [X]/M/1 queue with identical arrival rate λ, batch arrivals
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Fig. 2: Respective decay rates S∗, Σ∗ and Ξ∗ for JSQ, RED

and CAN allocation schemes.

with size 2 and service rate 2α. Finally, the results recently

obtained in [9] are readily applied to the CAN scheme.

As required, all decay rates S∗, Σ∗ and Ξ∗ vanish for the

maximal load admissible in the system, that is, for � = 1,

� = 1/2 and � = 1, respectively. Besides, these rates equal

the maximal system service rate at low load, namely, α, 2α and

2α, respectively. The decay rates exhibited in Proposition III.1

therefore quantify the fact that both RED and CAN outperform

JSQ at low load, while RED becomes poor for increasing load.

Note that the decay rate for JSQ intersects with that of RED

at � = �0 ≈ 0.1752. On the other hand, the performance of

both JSQ and CAN become similar at high load (see Fig.2).

B. Outage Probability

Given the results of the previous Section, the outage prob-

ability P(T > t0) corresponding to a given delay threshold t0
can now be simply estimated by

P(T > t0) ≈ exp(−αΘ∗ · t0), (III.3)

with respective rate Θ∗ given in Proposition III.1. As outlined

in Section VI-C, the distribution of T is exponential for the

CAN scheme and estimation (III.3) is thus exact in this case.

Now, regarding JSQ and RED, estimation (III.3) is appli-

cable if target delay t0 is in the range of the distribution tail

of T , that is, t0 � E(T ). In order to assess the precision of

this estimation, estimate (III.3) can be compared to a numerical

calculation of the distribution tail of T by expressing the latter

as a contour integral in the complex plane. Recall that (M,N)
denotes the vector of numbers of packets in each queue; we

have the following result.

Proposition III.2: I) Let G denote the generating function
of the distribution of vector (M,N) for the JSQ scheme.
Then the distribution of delay T can be expressed as

P(T > t) =
e−α t

2ιπ

∫
|x|=r

G(x, 1)

x− 1
eα t/x dx (III.4)

for all t � 0, for any fixed r ∈ ]1, 1 + 2�[.
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II) Let H denote the generating function of the distri-
bution of vector (M,N) for the RED scheme. Then the
distribution of delay T can be expressed as

P(T > t) =
e−2α t

(2ιπ)2
×∫

|x|=r

∫
|y|=r

H(x, y)

(x− 1)(y − 1)
eα t( 1

x+ 1
y ) dx dy (III.5)

for all t � 0 and any fixed r ∈ ]1, 1/
√
2�[.

The proof of Proposition III.2 is detailed in Section VII

below. The respective expressions for generating functions G
and H invoked in Proposition III.2 are detailed in Appendix

VIII-A, Equ.(VIII.8) and VIII-B, Equ.(VIII.11). The calcula-

tion of the distribution of T is thus reduced to that of simple

or double contour integrals. Specifically, setting x = r eιu,

u ∈ [0, 2π], in contour integral (III.4) transforms the latter

into an integral on the real interval [0, 2π]. Similarly, the

variable change (x, y) �→ (u, v) with x = r eιu, y = r eιv ,

u, v ∈ [0, 2π], transforms (III.5) into a double integral on the

product [0, 2π] × [0, 2π] of real intervals. For the numerical

implementation of formulas (III.4) and (III.5), we chose the

specific value r = 1.01 (recall these integrals are independent

of r); as empirically observed, this choice of r guarantees nu-

merical stability in view of the rapidly oscillating exponential

terms in the integrand.

C. Average Sojourn Time
A consequence of the integral formulas is the derivation of

the average sojourn time E(T ) =
∫
t>0

P(T > t) dt, namely

(after exchanging the integration signs)

E(T ) =
1

α

1

2ιπ

∫
|x|=r

xG(x, 1)

(x− 1)2
dx

for JSQ, and

E(T ) =
1

α

1

(2ιπ)2
×∫

|x|=r

∫
|y|=r

H(x, y)

(x− 1)(y − 1)

xy dx dy

2xy − x− y (III.6)

for RED; while the former formula for JSQ can be alterna-

tively represented by means of series (see Appendix VIII,

Equ.(VIII.10)), the mean sojourn time for RED has yet no

alternative expression than the double integral (III.6). These

expressions of E(T ) can be readily exploited to assess the

validity of the assumption t0 � E(T ) for the application

of estimation (III.3) of the outage probability. In Figure 3,

we plot E(T ) in terms of �; we have assumed a reserved

bandwidth of 2 MHz, with a spectral efficiency of 2 bits/Hz/s,

to transmit URLLC packets of size W = 32 bytes, so that

1/α = 0.064 ms, and a target delay for the URLLC service

t0 = 1 ms. We can observe that the mean waiting time for

� � 0.3 is negligible (say, t0 ≈ 10 × E[T ]) compared to the

delay threshold set to t0 = 1 ms.

IV. RESOURCE DIMENSIONING

Using the tools of previous Section III, we now discuss

the most suitable allocation scheme advisable for the URLLC

traffic in terms of network load.
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Fig. 3: Mean sojourn time E[T ] for JSQ, RED and CAN in

terms of �.

A. Numerical experiments

We start by assessing the validity of conclusions obtained

using decay rates. Figure 4 plots the outage probability using

both decay rates and contour integrals, with varying � and

fixing 1/α = 0.064 ms (corresponding to a 2 MHz system

bandwidth and packets of 32 bytes). As expected, CAN

outperforms JSQ and RED for all values of �, while JSQ

outperforms RED in the medium to high load regime only,

including for a target outage of 10−5. We also note that

the approximation by the decay rate is, in general, good.

Nevertheless, while the outage probability calculated via the

decay rate for RED represents a conservative approximation to

the outage calculated using the contour integral, this tendency

is inverted in the JSQ case. Besides, the error for RED at very

low load is caused by the numerical implementation of the

double integral given in formula (III.5).
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Fig. 4: Outage probability P(T > t0) with t0 = 1 ms for JSQ,

RED and CAN in terms of �.

We now perform a system dimensioning exercise. Figure

5a shows the maximum achievable load �∗ as a function of

the dedicated bandwidth for URLLC applications; this load
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Fig. 5: Maximum achievable load and arrival rate for JSQ, RED and CAN in terms of reserved bandwidth for a target outage

10−5 with W = 32 bytes and t0 = 1 ms. (a) Maximum achievable load �∗; (b) arrival rate λ∗.

�∗ is calculated by means of the decay rates, since the outage

probability estimated by decay rates approximates well the

outage probability obtained exactly through contour integral

formulas. Using formula (III.3), we thus solve the equation

P(T > t0) = 10−5 for � = �∗. From the equality λ = 2α�,

we also plot the corresponding maximum arrival rates, as

displayed in Figure 5b. We first note that the JSQ scheme

cannot reach the reliability target without reserving a capacity

larger than 1.5 MHz. Furthermore, for a traffic corresponding

to λ � 5 packets/ms ( i.e. λ � 1.3 Mbit/s), the RED scheme

is more adequate than JSQ as it allows one to reach the target

reliability with less reserved resources. This can be justified

from the fact that for these values, the maximum achievable

load is less than �0, that is, �∗ � �0 (see Figure 2).

As an illustration, consider 50 users generating each 1
packet every 10 ms in average, resulting in a total arrival rate

of 5 packets/ms; the amount of bandwidth to be reserved is

then equal to 1 MHz for CAN or 1.6 MHz for RED, JSQ

being unable to achieve the target performance. For a larger

number of users, say 100, CAN needs 1.3 MHz, JSQ 1.7 MHz

and RED 2.3 MHZ of reserved bandwidth.

B. Qualitative Analysis

The decision of deploying one or another scheduling scheme

obviously depends on the achieved performance, but also on

the feasibility of the different solutions. Although the CAN

allocation scheme displays good results in comparison to the

RED and JSQ policies, it remains intricate to implement. First,

the base station should inform the RAN NSSMF upon each

packet completion. Then, this information is to be forwarded

to the other BS, so that the remaining copy would be removed

from the queue. This can be easily achieved if the base

stations are co-located. If not, the delay introduced by the

communication links may destroy the advantage of CAN and

degrade it to a RED scheme.

In the case of base stations connected with a limited

backhaul, the NSSMF choice then reduces to RED and JSQ

schemes. Note that RED does not require any coordination

among base stations, while JSQ needs to estimate the in-

stantaneous load of both base stations upon packet arrival,

introducing a limited communication overhead on the back-

haul. An efficient strategy consists in dynamically changing

the allocation scheme from RED to JSQ, depending on the

system load (for low load � � �0, RED is advantageous as

can be seen in Figure 4). If the instantaneous system load

exceeds �0, a change of resource allocation schemes is thus

needed to respect the URLLC reliability requirements.

We now discuss the feasibility of the different schemes in

the uplink. Recall that we argue that the NSSMF has access to

information about the instantaneous load at each BS, so that it

can decide about the strategy to adopt for steering the downlink

packets, via the backhaul/fronthaul, to the adequate BS. As of

the uplink, the process significantly differs; in fact, the packets

are generated by the end users that send scheduling requests to

the different BSs, the latter responding with a grant indicating

the time/frequency resource to be used for the packet. While

RED is directly applicable in this case, JSQ and CAN need

some additional signaling that can be specified as follows:

• For JSQ, when the base station receives the scheduling

request, it forwards it to the NSSMF that indicates

whether it has to issue a scheduling grant for the user;

• For CAN, both BSs issue a scheduling grant, as if a

RED scheme were applied. However, when a base station

finishes serving a packet, it signals it to the other base

station. The latter may then cancel the scheduling grant

and re-schedule another packet on the liberated resource,

provided that it has the necessary time and flexibility to

do it. Such a fast rescheduling is possible in 5G NR due

to the dynamic in-resource scheduling feature, where an

uplink scheduling grant may accompany the data intended

for a user in the downlink [14].

V. CONCLUSION

In this paper, we have evaluated the performance of schedul-

ing schemes for URLLC traffic in the context of 5G networks.
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In order to reduce the latency of packets, the redundant

coverage of two frequency layers or RATs is exploited. The

simplest scheme, named RED, always duplicates the packets

on the two base stations, while the other schemes exploit the

instantaneous state of the queues of the base stations and take

decisions on a per-packet basis. In particular, JSQ allocates

the packet to the queue with smallest length and CAN always

duplicates the packet but cancels the remaining copy upon

service of the other one. We derived explicit expressions for

the performance of the different schemes and show that CAN

outperforms the two others in all load regimes. However, CAN

needs strict coordination between the two base stations and, in

the absence of such a coordination, RED is preferred at low

load regime while JSQ is better otherwise.

This work opens the way for several perspectives. One of

them is the exploitation of the presence of more than two RATs

with heterogeneous service rates, calling for an extension of

the derived models to d-redundant disciplines, with d > 1,

and to classes of users with eligible queues. The question of

multiplexing the URLLC and eMBB slices is also essential to

investigate.
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VI. PROOF OF PROPOSITION III.1

We successively calculate the decay rate for the distribution

of the sojourn time T for the JSQ, RED and CAN scheme,

respectively. Unless otherwise mentioned, the arrival rate λ
is here normalized to 1; definition (II.1) of parameter � thus

reduces to � = 1/2α.

A. Decay rate for JSQ

a) Let T denote the sojourn time of a tagged packet

entering the system and by S its service time. Recall that each

individual queue is ruled by the “First Come First Served”

(FCFS) discipline. Given the occupancy vector (M,N), T is

then given by

T = S1 + ...+ SK + S (VI.1)

where K has the distribution of either random variable M
or N , since the distribution of (M,N) is symmetric; all

random variables S1, ..., SK , S are mutually independent

and identically distributed, with exponential distribution with

mean 1/α. After (VI.1), the Laplace transform ϕ∗ of T is the

(K+1)-fold convolution with a random number K, where K
has the distribution of either random variable M or N . We

consequently have

ϕ∗(s) = E

[(
α

α+ s

)M+1
]
=

α

α+ s
·G

(
α

α+ s
, 1

)

for Re(s) � 0; applying the expression (VIII.2) for G(x, 1)
in terms of F then provides

ϕ∗(s) =
α

α+ s

[
F

(
α

α+ s
,

α

α+ s

)
+

F

(
α

α+ s
, 1

)
− F

(
α

α+ s
, 0

)]
(VI.2)

for Re(s) � 0.

b) It is known that if the Laplace transform ϕ∗ has a simple

pole at some point −s∗, Re(s∗) > 0, and with no other such

poles with less module, then the limit (III.1) exists and is

precisely s∗. It is therefore sufficient to determine the simple

pole of ϕ∗ with smallest module.

Following (VI.2), the possible poles of ϕ∗ are those of either

F (x, x), F (x, 1) and F (x, 0) where we set x = α/(α+s) for

short. Now, using (VIII.3), we easily calculate⎡
⎢⎢⎢⎣
F (x, x) =

x+ 2α

2α
F (x, 0),

F (x, 1) =
xF (x, 0)− αF (0, 1)

x− α .

(VI.3)
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We then successively observe that

• the singularities of F (x, x) either correspond to the

singularities of either x (that is, s = −α) or F (x, 0);
• the singularities of F (x, 1) either correspond to x = α or

to the singularities of F (x, 0) again. In the former case, recall

that the vanishing of the denominator K(x, 1) = (x−1)(x−α)
for x = α must correspond to the vanishing of the numerator

J(α, 1) for F (α, 1) to be well-defined; the point x = α thus

cannot be a singularity of F (x, 1). We thus conclude that the

only possible singularities of F (x, 1) are those of F (x, 0) only.

By the latter discussion, the only singularities of ϕ∗(s) are

either s = −α or those of F (x, 0) with x = α/(α + s).
Turning to the singularities of F (x, 0), we deduce from

formula (VIII.5) for F (X(p), 0) and the associated expression

(VIII.6) of D(p) that F (X(p), 0) is infinite if and only if D(p)
is. After (VIII.6), this corresponds to the family of real simple

poles qr, r ∈ N, and q′r, r ∈ N, with

qr =
k′

kr
, q′r =

1

qr
=
kr

k′
. (VI.4)

Variable change x = α/(α + s), definition (VIII.4) for X(p)
and the property X(p) = X(1/p) for p �= 0, then determine

the real simple poles −sr, r ∈ N, of ϕ∗(s) given by

−sr = −α+
α

X(qr)
, r ∈ N, (VI.5)

where

X(qr) =
a

4

(
qr +

1

qr

)
+
a

2
(VI.6)

after (VIII.4). Noting from (VIII.7) that k′ > 1, we readily

derive from (VI.4) that q0 > 1 and the fact that 0 < k < 1
entails that the sequence (qr)r∈N is strictly increasing. As the

function p ∈ [1,+∞[ �→ p + 1/p is strictly increasing, the

pole of ϕ∗ with smallest module thus corresponds to the index

r = 0, that is,

−s∗ = −s0 = −α+
α

X(q0)
(VI.7)

with −α < −s∗ < 0 (the point s = −α is therefore not the

singularity of F (x, 0) with least module).

Replacing constant q0 = k′ by its expression (VIII.7) in

terms of α and using (VI.6) for r = 0, the relation (VI.7) for

s∗ reads

−s∗ = −α+
1 + 4α2

α(2 + k′ + 1/k′)

where 1/k′ = 1 + 8α2 − 4α
√
1 + 4α2. Writing α = 1/2�,

the latter expression for s∗ reduces to s∗ = (1− �2)/2� after

some elementary algebra. Restating physical units, the decay

rate αS∗ of sojourn time T for JSQ is deduced from equality

λ s∗ = αS∗ with λ = 2α�, hence S∗ = 2� s∗ = 1 − �2 as

claimed in (III.2) �

B. Decay rate for RED

To derive the decay rate Σ∗ for RED, an analytic proof

similar to that of Section VI-A above can be performed.

We here prefer to provide probabilistic arguments for this

derivation; the latter invokes, in particular, a comparison with

another queuing system with batch arrivals.

a) Given the occupancy vector (M,N), the sojourn time

T of a tagged packet in the RED scheme is given by the

minimum

T = min (S1 + ...+ SM + S, S′1 + ...+ S′N + S′) (VI.8)

where S (resp. S′) denotes the service time of the duplicated

packet in the first queue �1 (resp. in the second queue �2); all

random variables S1, ..., SM , S and S′1, ..., S′N , S′ are assumed

to be mutually independent and identically distributed, with

exponential distribution with mean 1/α.

b) Consider the arrival time τ of a tagged packet; at that

time, the time backlog of queue �1 (resp. queue �2) is V (resp.

V ′). Once duplicated, the packet brings an additional finite

backlog S (resp. S′) to queue �1 (resp. queue �2). Conditioned

on the event (T > t) with large t, we have V = O(t) and

V ′ = O(t) while S/V = o(1) and S′/V ′ = o(1). Applying

(VI.8), the sojourn time of the packet is thus of order

T = min(V + S, V ′ + S′) ∼ V ∼ V ′. (VI.9)

Now, consider an M [X]/M/1 FCFS queue fed by a Poisson

process with rate 1, with batch arrivals of constant size B = 2
and service rate 2α. At the same arrival time τ and with an

identical total number of customers M +N , the time backlog

of this queue is

T =
V + V ′

2
+
S + S′

2

where the factor 2 stems from the fact that the service rate

has been doubled; in view of (VI.9), we then have

T ∼ V + V ′

2
∼ T.

We thus conclude that probabilities P(T > t) and P(T > t)
are of the same order for large t.

c) The stability condition for the M [X]/M/1 queue with

batch arrivals of size B = 2 reads λE(B) = 2 < 2α [15,

Sect.4.1], that is, α > 1 as required; its stationary occupancy

distribution has the generating function Q given by

Q(z) =
2αQ(0)(1− z)

2α(1− z)− z(1− E(zB))

=
2(α− 1)

2α− z(1 + z)
(VI.10)

for |z| � 1. The tagged packet has the first position within the

batch of size B = 2 with probability p = 1/2; the Laplace

transform ψ∗ of its sojourn time T is consequently given by

ψ∗(s) = 2× 2α

s+ 2α
·Q

(
2α

s+ 2α

)
, Re(s) � 0, (VI.11)

(where the multiplying factor 2 comes from dividing by the

conditional probability p = 1/2). Now, using (VI.10), it is

readily verified that the pole of smallest module of Q equals

z∗+ = (
√
1 + 8α − 1)/2 > 1; following (VI.11), the pole of

Laplace transform ψ∗ with smallest module is thus given by

s = −σ∗ = −2α+ 2α/z∗+, that is,

σ∗ =
1

�

(
1− 2

√
�√

4 + �−√�
)
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in terms of � = 1/(2α) < 1/2. Restating time units, the decay

rate αΣ∗ of T for RED follows from equality λσ∗ = αΣ∗

with λ = 2α�, which provides expression (III.2) for Σ∗ �

C. Decay rate for CAN

Following [9, Theorem 5], the distribution of the sojourn

time T of a packet is exponentially distributed with rate ξ∗

equal to the sum of the service rates at each queue minus the

input rate of the class of redundant jobs, that is, ξ∗ = 2α−1 or,

equivalently, ξ∗ = (1− �)/� for � < 1. Restating time units,

the decay rate αΞ∗ of T for CAN follows from λ ξ∗ = αΞ∗

with λ = 2α�; this yields expression (III.2) for rate Ξ∗ �

VII. PROOF OF PROPOSITION III.2

We first start with the following lemma.

Lemma VII.1: a) For the JSQ scheme, the distribution of
sojourn time T is given by

P(T > t) =
∑
m�0

Pm · e−α t
m∑
i=0

(α t)i

i!
, t � 0. (VII.1)

where Pm = P(M = m), m � 0.
b) For the RED scheme, the distribution of sojourn time

T is given by

P(T > t) = e−2αt
∑

m,n�0

Πm,n

m∑
i=0

(αt)i

i!

n∑
j=0

(αt)j

j!
(VII.2)

for all t � 0.
Proof. a) For all t � 0, the definition (VI.1) of T for JSQ

entails

P(T > t) = P (S1 + ...+ SM + S > t)

=
∑
m�0

Pm · P(S1 + ...+ Sm + S > t)

where Pm = P(M = m), m � 0. Besides, given m, the

identical exponential distribution of all Sk, 1 � k � m, and S
entails that the sum S1+...+Sm+S has an Erlang distribution

with shape parameter m+ 1 and rate α t, hence

P(S1 + ...+ Sm + S > t) =
m∑
i=0

e−α t (α t)
i

i!
;

using the latter, the above expression of P(T > t) reduces to

(VII.1).

b) Given t � 0, the definition (VI.8) of T for RED entails

P(T > t) =

P (S1 + ...+ SM + S > t, S′1 + ...+ S′N + S′ > t) =∑
m,n�0

Πm,n ×

P (S1 + ...+ Sm + S > t, S′1 + ...+ S′n + S′ > t) =∑
m,n�0

Πm,n P(S1 + ...+ Sm + S > t)

× P(S′1 + ...+ S′n + S′ > t)

by the independence assumption. Besides, given m and n,

the identical exponential distribution of all service times Sk,

1 � k � m, S, and S′�, 1 �  � n, S′, further provides

P(S1 + ...+ Sm + S > t) =
m∑
i=0

e−α t (α t)
i

i!

and similarly

P(S′1 + ...+ S′n + S′ > t) =
n∑

j=0

e−α t (α t)
j

j!

for all t � 0, so that the latter expression of P(T > t) reads

as in (VII.2) �

We now turn to the proof of Proposition III.2 (in the

following, the arrival rate λ is again normalized to 1). For

conciseness, we just detail the justification of double integral

(III.5) for RED, the case of JSQ being essentially similar.

• Following [16, Theorem 2.2], the generating function H
can be analytically extended from the product of open disks

{x ∈ C, |x| < 1} × {y ∈ C, |y| < 1} in C
2 to the larger

product {x ∈ C, |x| < √
α} × {y ∈ C, |y| < √

α}. Fix

then r ∈ ]1,
√
α[; by the bi-dimensional Cauchy formula, we

can then express each probability Πm,n, (m,n) ∈ N
2, as the

double contour integral

Πm,n =
1

(2ιπ)2

∫
|x|=r

∫
|y|=r

H(x, y)

xm+1yn+1
dx dy

on the product of circles {x ∈ C, |x| = r}×{y ∈ C, |y| = r}
and the expression (VII.2) for P(T > t) consequently reads

P(T > t) =
e−2α t

(2ιπ)2

∫
|x|=r

∫
|y|=r

H(x, y)

xy
dx dy ×

∑
m,n�0

1

xmyn

m∑
i=0

(α t)i

i!

n∑
j=0

(α t)j

j!
(VII.3)

for all t � 0. Now setting ξ = 1/x, η = 1/y for short, we

have |ξ| < 1, |η| < 1 so that

∑
m�0,n�0

ξmηn
m∑
i=0

(αt)i

i!

n∑
j=0

(αt)j

j!
=

∑
i�0,j�0

(αt)i

i!

(αt)j

j!

∑
m�i,n�j

ξmηn

with
∑

m�i,n�j ξ
mηn = ξi ηj/(1− ξ)(1− η) hence

∑
m�0,n�0

ξmηn
m∑
i=0

(αt)i

i!

n∑
j=0

(αt)j

j!
=

eα t(ξ+η)

(1− ξ)(1− η) .

Applying the latter to (VII.3) with ξ = 1/x and η = 1/y,

the latter eventually reduces to the integral formula (III.5) for

all t � 0 and any fixed r ∈ ]1,
√
α[ (restating time units,

the maximum value
√
α of radius r corresponds to the value√

α/λ = 1/
√
2�).
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VIII. APPENDIX: OCCUPANCY DISTRIBUTIONS

For both JSQ and RED schemes, we here recall useful

results from earlier references regarding the joint stationary

distribution (Πm,n), (m,n) ∈ N
2, of the occupancy vector

(M,N). As above, the arrival rate λ is here normalized to 1

with � = 1/2α.

A. JSQ scheme

Let G denote the generating function of the occupancy

distribution (Πm,n), defined by

G(x, y) =
∑

m�0,n�0

Πm,nx
myn (VIII.1)

for |x| � 1 and |y| � 1. Basic functional properties of G can

be summarized as follows:

• first, the symmetry of distribution (pi,j) enables one to

express G as

G(x, y) = F (xy, x) + F (xy, y)− F (xy, 0) (VIII.2)

for |x| � 1 and |y| � 1, where the auxiliary function F is

defined by

F (x, y) =
∑

0�m�n

Πm,nx
myn−m.

Besides, the probability G(1, 0) = G(0, 1) that either queue

is empty is given by F (0, 1) = 1− � with � = 1/2α.

• secondly [10], function F is determined by

F (x, y) =
J(x, y)

K(x, y)
(VIII.3)

in terms of F (x, 0) and F (0, y), where

J(x, y) = x

(
x+ α− (1 + 2α)

y

2
− y2

2

)
F (x, 0) +

αy(y − x)F (0, y)
and

K(x, y) = x(x+ α)− (1 + 2α)xy + αy2.

In the derivation procedure for unknown terms F (x, 0) and

F (0, y) in the numerator J(x, y) of (VIII.3), it proves essential

to deal with a rational parametrization p �→ (X(p), Y (p)) of

the conic with equation K(x, y) = 0. Defining the mapping

p �→ X(p) by

X(p) =
a

4

(
p+

1

p

)
+
a

2
(VIII.4)

with coefficient a = 4α2/(1 + 4α2), the unknowns term

F (x, 0) in (VIII.3) is then shown to read

F (X(p), 0) =
α

α+ 1
· D(p)

D(p0)
(VIII.5)

with function D expressed in terms of infinite products as [10,

Theorem 2]

D(p) =

∏
n�2

(1 + knp)

(
1 +

kn

p

)
∏
n�0

(
1− kn

k′
p

)(
1− kn

k′ p

) (VIII.6)

and constants p0, k, k′ given by⎧⎪⎪⎪⎪⎪⎪⎪⎪⎨
⎪⎪⎪⎪⎪⎪⎪⎪⎩

p0 =
1 + 2α2 +

√
1 + 4α2

2α2
,

k =
1 + 2α−√1 + 4α2

1 + 2α+
√
1 + 4α2

,

k′ = 1 + 8α2 + 4α
√

1 + 4α2

(VIII.7)

(the other component Y (p) and the associated derivation of

the term F (0, y) are not presently needed and thus omitted);

• the generating function for either M or N reads

G(x, 1) =
x(x+ α)

2α(x− α) F (x, 0)−
α

x− α F (0, 1), (VIII.8)

and thus depends on probability F (0, 1) = 1−� and on func-

tion x �→ F (x, 0) only. To derive F (x, 0) from the expression

(VIII.5) of F (X(p), 0), the relevant inverse p = P(x) to the

quadratic equation X(p) = x for any given x is

P(x) =
2x

a
− 1 +

2

a

√
x(x− a) (VIII.9)

with constant a = 4α2/(1+4α2) and where the branch of the

square root is chosen so that
√
z > 0 for z > 0;

• finally, using Little’s law (with arrival rate fixed here to

unity), the mean sojourn time E(T ) can be derived from the

expression of the mean total number of customers [10, Section

4], namely

1× E(T ) =E(M) + E(N) = 2E(M)

=
α

α2 − 1
+

1 + 4α2

α2(1− α) ·
p20

p20 − 1
S(α) (VIII.10)

where α = 1/(2�) and

S(α) =
∑
n�2

[
kn

1 + knp0
− kn

p0(kn + p0)

]
+

∑
n�0

[
kn

k′ − knp0 −
kn

p0(p0k′ − kn)
]

with constants p0, k, k′ specified above in (VIII.7).

Remark VIII.1: Compared to the original version of the

paper [10], some typos have been corrected, namely: the

infinite product in the denominator of D(p) in expression

(VIII.6) should display two minus signs (and not a + and a -),

and the denominator in the expression (VIII.7) of constant p0
should be 2α2 and not 2α.

B. RED scheme

Now turn to the RED scheme. As shown in [13], [16], the

generating function H of the stationary distribution (Πm,n) is

given by

H(x, y) = α·x(y − 1)H(x, 0) + y(x− 1)H(0, y)

(1 + 2α)xy − α(x+ y)− x2y2 (VIII.11)

with

H(x, 0) = H(0, x) =
(α− 1)

3
2

α
√
α− x

for |x| � 1 and |y| � 1.
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