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Traffic synchronization is the batching of a system's workload caused by interactions
between the system and the incident traffic. Because of this effect, a momentary overload
can produce sustained oscillations in the system's occupancy and queues. Traffic
synchronization causes substantial queuing delays even at moderate occupancies, and
reduces the capacity. We describe instances of such behavior in teletraffic systems in (i) an
access tandem circuit switching system (ii) load tests (iii) packet network congestion
controls. We study this effect in each case by means of an analytical flow model, and
propose suitable controls.

1. INTRODUCTION
In (1], Forys et si described a phenomenon called traffic
synchronization which can significantly reduce the real time
capacity of telecommunications switching systems. Traffic
synchronization is the batching of a system's workload
caused by interactions between the system and incident
traffic. In the switching system considered in [1], the switch
processor schedule interacted with certain regularities in the
incident traffic in an access tandem environment so that a
momentary overload could produce sustained oscillations in
the processor occupancy and queues. As a consequence,
there were periods of time when the processor would be
relatively idle, and others when it would be under overload,
and a sharp increase in queuing delays would occur at
moderate occupancies. Subsequent to [1], the existence of
the synchronization effect has been confirmed by actual
field data, load tests and analytic modeling. In this paper,
we will summarize some of these results. Specifically, we
will develop a fluid flow model to analyze the transient
behavior of the switching system considered in [1]. The
model, although very simple, captures most of the aspects
of synchronization.
The model indicates extreme sensitivity of system behavior
to initial conditions. It also predicts oscillations which, under
some conditions, tend to aperiodic behavior characteristic
of chaotic systems [2]. The model is applied to investigate a
control strategy (discussed at the 12th ITC) to overcome the
deleterious oscillatory behavior. It is shown that by limiting
the rate at which high priority tasks are served, not only are
the delays of the low priority tasks improved, but that of the
high priority tasks as well.
A closed network version of the model is used to extend the
original aim of [1], in that synchronization effects can be
shown to exist in load testing as well . It is shown that
synchronization can lead to anomalous load tests, Le., the
carried traffic fluctuates as a function of the number of lines
of traffic.

Finally, we investigate the existence of a synchronization
effect in packet network congestion controls, using the
same analytical methodology. We consider a "timed choke"
protocol and show that instability and oscillations are
possible.
2. TRAFFIC SYNCHRONIZATION
SWITCHING ENVIRONMENT

IN

A

CIRCUIT

2.1 Processor Model
We will concentrate on a single processor in a (possibly)
multi-processor architecture switching system.
The
processor performs several tasks to process a call, and the
following is a typical list:
• Overhead activities such as routine audits, measurements,
operating system overhead.
• Disconnects
• Collection and processing of dialed digits
• Call originations (for e.g., telephones going "off-hookj
These tasks often have different delay requirements and so
are segregated into different priority classes (shown in
descending priority in the above list). Priorities are
established by the following mechanism. A timer of duration
T is started by the overhead routines at the start of a cycle.
In each cycle, the processor exhausts all work in a higher
priority queue before proceeding to a lower priority queue. If
all the queues are not exhausted at the expiration of the
timer, the processor suspends further work on the queues
and begins a fresh cycle by entering the overhead routines.
T is typically small (of the order of 100 ms), and the
schedule approximates a nonpreemptive priority queue.
Although this schedule is idealized, it closely resembles
several actual processor schedules.
2. 2 Traffic Synchronization
Given this schedule, there are two conditions which cause
OSCillatory behavior even at modest occupancies:
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1. The processing time for the low priority call originations is
much smaller than the processing time for the higher
priority digit processing jobs. This is true in practice,
because much of the work on a call occurs after the arrival
of the digits.
2. The time from processing of the originations to the
reception of the last digits (the "feedback" time) is constant.
This is a good approximation for an access tandem
environment in which Multifrequency (MF) signaling is used
to transmit digits between offices and access tandems,
particularly if the number of outpulsed digits is fixed.
Suppose initially that there is a back-up in the low priority
origination queue, due to a traffic burst, or a high priority
maintenance task being executed. Because of condition
(1), the originations can all be processed in a relatively short
period of time, and because of condition (2), the
corresponding last digits occur (nearly) a constant interval
of time later. In effect, there is a "batch arrival" of high
priority tasks to the system which may take several cycles to
process. During this time, processing of the low priority
origination queue is suspended, i.e. the low priority queue is
"locked out". As a consequence, by the time processing of
the low priority queue can be resumed, there is a high
probability that the origination queue is again populated by
a large group of arrivals, thus reproducing the Initial
condition. The processing of this group of originations once
again produces a batch of last digits, and the system
·synchronizes· Itself into an OSCillatory mode.
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Figure 1: Sample simulation run of originations processed
vs time, showing oscillations caused by the
synchronization effect.

ur:------------__.

i

u,

I
.

~"O
~ 0.8 ~

!

o

~

Figure 1 illustrates a sample run from a detailed call by call
simulation for the case where the time from origination until
the reception of the last digit is constant (5.5 sec).
2.3 Field Data
Concurrent with the simulati()n analysis, field data was
collected from a number of access tandem sites which were
experiencing unusual delays in call processing. Figure 2
illustrates a typical case. Occupancy as defined in the
figure is the % of time that the processor spends doing call
procesSing (as opposed to overhead) compared with the
maximum time available to do call processing. The
measurement intervals are 15 minutes. The ·origination
delay· is the delay measured from the time at which an
origination enters the origination queue until it is processed.
This data is very much different from that observed for local
exchange applications, where the digit dialing times are far
more random. In these cases, the sharp Increase in delays
is not observed until the processor occupancy exceeds

50

~

z

~ 0.6

o

I
g52°'"

o

o

02

0.0 - - _ - ' -_ _...1.._ _--'-_ _- - "

10

IS

90

95

ftROCESSOA OCCUPANCY ('Wo)

Figure 2: Field data and simulation results showing sharp
increase in processing delays due to the synchronization
effect.

95%.
Note that the delay data appear to be multi-valued. For the
same ()Ccupancles, the delays can be nearly zero or
approach 1 second (average). This suggests the existence
of multiple steady states.
2.4 Fluid Flow Model
Standard performance analysis techniques concentrate on
equilibrium behavior, and typically do not capture the time
behavior and dependence on initial conditions which lead to
synchronization effects. While techniques for performing
transient analysis of queuing systems do exist, they are very
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Figure 3: The Aow Model: (I) open system models access
tandem (ii) closed system mOdels load test
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complex, particularly for the type of problem described here
with constant transit times between queues. As a tractable
alternative, we will analyze a simple analytical flow model.
This model Is reasonable in the traffic regime of interest
here: relatively high call arrival rates ( > 100 c/s) , long
queues (several hundred), and service times that are
typically much smaller than the delay times of interest (ms
vs secs). In addition, the organization of the schedule into
fixed length cycles justifies a discrete time analysis.
As an approximation, we can account for overhead at the
beginning of each cycle by appropriately scaling the service
times. Since disconnects are far removed from the
origination and dialing times, they appear in a random
fashion and we can approximately handle them in the same
manner as overhead. The switching system can then be
modeled as follows:
• there are two classes A and 8, corresponding respectively
to call originations and digit processing;
• once served, the class A customer returns as a class 8
customer after a constant interval of time;
• class 8 has non-preemptive priority over class A, i.e., the
class A queue does not get served until the class 8 queue
is emptied;
• the schedules are organized every T units of time, i.e., if the
low priority queue is emptied within time T, the server stays
idle for the remainder of the interval;
.finally, the higher priority class 8 has a lower service rate
than the low priority class A.
Suppose the system is sampled at the end of every
sct,edule cycle, and the following quantities are observed at
the beginning of the kth interval (Figure 3):

Ak:

Bk :
Ck :
Dk :
~:

Queue length of low priority (origination) queue;
Queue length of high priority (digit processing)
queue;
Outflow from low priority queue in the kth
interval;
Outflow from high priority queue in the kth
interval;
Inflow to low priority queue from the outside in
the kth interval.

The system is characterized by the following parameters:
Rate per unit of the schedule cycle at which the
low priority queue can be served;
JJB:
Rate per unit of the schedule cycle at which high
priority is served;
I:
The feedback interval in units of the schedule
cycle.
The following four equations then completely describe the
evolution of the system:
JJA:

(1)
(2)

(3)
(4)
Eqs. (1) and (3) are merely conservation rules, while Eqs.(2)
and (4) model the constraints on the outflows and the
interaction between the two queues. The above flow model
is similar in spirit to fluid flow approximations [3] and
compartmental models [4] that have been used in literature.
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Figure 4: Time series of queue A for 1 = 2, JJA = 2,
JJB = 1, (a) simple mode, m = 3, ,x = 0.6 (b) long period
mode ,x = 0.63.
The flow model, while conceptually simple, exhibits
surprisingly complex behavior, which is analyzed in [5].
Several classes of solutions are derived assuming constant
arrivals (i.e., ~ = ,x for all k). It is shown that the system
batches its work load even for such perfectly smooth arrival
patterns. Noting that the state of the system at instant k can
be defined by (Ak,Ck,Ck_b .... ,Ck-l), the following is a
summary of results presented in [5]:

1. The flow model has a number of steady state solutions
("modesj, and the specific mode the system settles into is
determined by the initial state, and the arrival rate. When
the system is initially empty (i.e., initial state is (0,0 ..0)), the
state (0, ,x, ,x, .. ,x) satisfies Eqs (1)-(4) for all choices of
parameters as long as the arrival rate is below capability
(JJAJJB/(JJA +JJB))' In this so-called mode 0 bothAk and Bk
are identically zero for all k; as such there are no queuing
delays in this mode. This is the normal and desirable mode
of operation of the system.
2. When ,x ~ JJB /2, a momentary overload can send the
system into sustained oscillations characterized by a lockout of queue A for m schedule cycles. For 1 $ m $IJJA/JJB'
simple mode oscillations (see Figure 4) of period (I +m)
are possible for ,x in the range defined by:
mJJB
(m + l)JJB
. - - <,x<
l+m - l+m
2
(m + l)JJAJJB-JJB
,x $
(I +m )JJA

(5)

(6)

Further,,x should be less than the capability of the system.
3. For ,x within the transition regions between the simple
modes, much more complex oscillations with longer
periods are observed (Rgure 4) . For certain parameter
ranges, the oscillations become chaotic. The trajectories
look random even though the the system is completely
deterministic [2] .
4. These OSCillatory modes act as attractors in that a small
back-up in the queues can cause the oscillations to build
up, and get the system "attracted" to these modes.
5. Several of these modes of oscillation are very stable with
respect to perturbations in the state space. This implies
that once the system enters these modes, it can perSist in
these modes for some time, despite fluctuations in ,x.
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A momentary overload can send the system from mode 0
into one of the other, undesirable modes of operation
characterized by oscillations in the queue lengths and the
outflows. In general, the delay vs load characteristic will be
"folded", i.e., for a given arrival rate, the steady state waiting
time may be anyone of a number of possibilities. This is
consistent with the simulation results [1], and available field
data (Figure 2).

2.5 Control of System
The surges in the outflow, and the oscillations in the queue
lengths are undesirable because they represent a poor
scheduling of the processor resources. Physically, the
existence of different steady state modes means that a
momentary overload can send the system into an
undesirable mode for an extended period of time.
Correspondingly, there will be a sharp rise in the delays at
moderate occupancies. The net result is that the real time
capacity of the switch, which is the load at which all the
grade of service requirements are met, is reduced to such
an extent that processor upgrades, or even the purchase of
new switches, may be necessary. A far less expensive
option is to modify the processor schedule.
Any modification of the schedule should seek to break up
the synchronization effect. The crucial element in the
synchronization effect is the lock out of the low priority
queue for extended intervals of time. Thus one would expect
that the oscillations are damped by preventing this lock out.
One way to accomplish this would be to place limits on the
number of customers served from the high priority queue in
a schedule cycle, so that there is always some residual
capacity to serve the low priority queue.
. This control scheme can be built into the flow model with a
minor modification to Eq. (4):

(7)

D k +1 =min(Bk+Ck-l,dlim)

dlim is chosen to be less than JJB and greater than
JJAJJBI(JJA +JJB), so that the capability of the system is not
reduced. The modified set of equations are analyzed in [5],
and It is shown that the dlim control has the following
effects:
• The threshold
~m~~~

~

at which oscillations can occur is raised

.

JJ~

C min

+2

JJB

=

2+

(JJA -JJB )(JJB-dlim)
2JJB

(8)

Below this threshold the normal mode is stable for all
overloads;
• Above the threshold ~, oscillations are still possible, but
the amplitude is reduced, for e.g., the amplitude of
oscillation In queue A for the simple modes is reduced
from m~ to m~' = m (~-C min).
Thus Imposing the dlim has the effect of diminishing the
In
particular,
choosing
synchronization
effect.
dlim = JJAJJBI(JJA +JJB) makes the system robust under
overloads for all ~ within the capability. However, the
transient in the high priority queue may be undesirably large
and extended. The choice of dlim must trade-off robustness
against transient performance, and should take into account
the worst case overload, and the expected arrival rate.

Intuitively, one would expect an improvement in the delays
in the low priority queue, but one would also expect larger
delays in the high priority queue. The surprising result is that
placing limits on the service from the high priority queue
actually decreases delays for these customers. This is
because the controls breakup the batching of arrivals into
this queue. The control scheme has been implemented on
the actual switching system, and load test results show that
there is an 8%-15% improvement in capacity, depending on
the grade of service criterion used.

3. TRAFFIC SYNCHRONIZATION IN LOAD TESTS
Traffic engineers need to know the capabilities of each
traffic sensitive element of a switching system for
dimensloning and planning purposes. Load tests are often
used to obtain this information: load boxes offer traffic
along a test route, and the carried traffic is observed. For
every trial in the load test, the carried traffic is taken to be
limited by either (i) the offered traffic (ii) one of the switch
elements. In the former case, increasing the offered load
results in an increase in carried traffic, while in the latter
case, the carried traffic saturates, or even decreases (due to
congestion effects). The offered traffic level at which the
carried traffic saturates or decreases is taken to be the
capability of one or more switch elements in the test route.
In effect, this load testing approach is based on the heuristic
that the throughput of a closed network is a monotonic
function of the network population (see [6] for a proof of this
property under some general conditions).
Load box traffic is unrealistic in two ways: (i) it is typically
regenerated at deterministic intervals (ii) it is offered along a
small number of lines, so that there are finite source effects.
It has been shown in [7] that these conditions can give rise
to synchronization effects, which lead to anomalous load
tests in that the carried traffic actually fluctuates as a
function of offered traffic. The monotonicity assumption is
thus not valid when there are synchronization effects.
We shall illustrate this point by considering a load test of the
priority queuing system described in the previous section.
The load test of this system can be modeled by an
additional level of feedback (Figure 3). The flow equations
corresponding to this model are obtained by setting
~ = Dk-n in Eqs (1) and (2), where n is the constant
regeneration time for the load boxes.
The offered traffic corresponds to the network population N,
and the carried traffic depends on N as well as the initial
distribution of N across the system. The carried traffic can
be calculated by letting the system evolve according to the
flow equations and taking a time average of the flows Ck at
steady state. Figure 5 is a plot of throughput in the closed
network as a function of N for JJA = 2, JJB = 1, I = 2, n = 4.
Two initial distributions are considered: (I) A 0 = N, which
corresponds to the situation where all the load boxes are
turned on simultaneously, and (11) A 0 = 0, while
Dn -1 = Dn -2 = ... Do = N In, which Is a more staggered
initialization. At very low network populations, there are no
build-ups in queues A and B, and the carried load is the
same for both initial distributions. As N is increased,
distribution (I) will result in sustained oscillations, which
causes a drop in the carried load. Thus the initial distribution
of the load can influence the steady state carried load. As N
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Figure 5: Load test results simulated by flow model,
showing fluctuations in carried load vs offered load
caused by synchronization.
is increased further, the system settles into a mode of
oscillation independent of the initial distribution. Within each
mode the carried load increases linearly; in the transition
region between modes the period of the oscillations
increases, and there is a sharp drop in the carried load. At
high loads the oscillations appear chaotic. The sharp drop
in throughput at intermediate loads may be mistaken for an
indication that one or more components in the test route is
saturating, leading to an erroneous estimate of traffic
capability. Alternately, the anomalous load tests may be
taken as an indication of measurement errors, and may get
discarded. The anomalies are in fact attributable to the
synchronization effect. To demonstrate this, consider the
load test of the server with the controls in place (using
dlim = J1.AJ1.B/(J1.A +J1.B) in Eq. (7)). As can be seen (Figure 5
plot (Ill)), the carried load follows the ideal load test
characteristic. Load test anomalies are therefore potentially
significant to the tester, as they are an indication of
synchronization effects.
In order to resolve the load test anomalies, it may be
necessary to augment load test measurements. For
example, utilization measurements from the traffic sensitive
elements of the switching system can clearly indicate
saturation.
Besides the feedback priority system considered here, there
are other systems which batch their workload. [7] considers
a server with a FIFO discipline with feedback that batches its
workload, and shows that load testing such a server can
give rise to anomalous trials. Further, multi-processor
switching systems use batching techniques to reduce
interprocessor messaging overhead (for e.g., [8]). It
remains to be seen if synchronization effects occur in such
systems.
4.
TRAFFIC
NETWORKS

SYNCHRONIZATION

IN

PACKET

Communicating entities In a packet network employ the
same protocols, with identical parameter values. In
response to situations such as congestion, the
communicating entities may all behave similarly, and as
such there Is scope for synchronization effects.

An important consideration in packet network congestion
controls is minimizing control overhead, and there is a trend
towards implicit control mechanisms (as opposed to those
requiring explicit communication) [9]. We examine the
existence of synchronization in the case of a focused
overload in a LAN that employs a partially implicit
mechanism called "timed choke" packets to relieve
congestion. In this scheme, a congested node on the LAN
broadcasts a choke packet to all the other nodes, which
then cease transmission to the congested node for a fixed
interval of time. Thus the release of the choke condition is
implicitly set by a choke timer value. The choice of the
choke timer has a significant influence on the transient
performance of the LAN under the focused overload.
If the choke timer is short, there is a risk that the nodes will
resume transmission to the congested node prematurely.
This can cause a degradation in network throughput
because of packet losses and retransmissions, as well as
the overhead of repeatedly invoking the congestion
controls. On the other hand, if the choke timer is made
longer, there is a backlog of traffic at the communicating
nodes. The choke period is then followed by a burst of
traffic from all the nodes that can once again force the
receiving node into congestion. This is a synchronization
scenario similar to the access tandem case, and at high
loads and long choke timer values, the network can in fact
go into sustained oscillations.
The impact of the choke timer value can be studied using a
flow model similar in spirit to the flow models described in
the earlier sections. In the simplest such model, the
originating nodes are abstracted as a single server with a
net processing rate of N J1.A, where N is the number of
originating nodes, and J1.A is the processing rate of each
node. The receiving node is modeled as a server with a state
dependent service rate J1.B(Bk ) to model the effects of
congestion. Below a queue length threshold m I, the service
rate is constant. Above this threshold, there is a sharp drop
in the service rate, corresponding to the drop in throughput
under congestion. The purpose of the congestion control is
to keep the state of the node below m 1. Given the lag I in
communication between the nodes, the choke packet is
transmitted when the queue length of the receiving node
exceeds m 0 < m 1. On reception of the choke packet, the
originating server suspends processing for a choke interval
k. The dynamic behavior of the system can then be
described by the following equations:

Ak +1 =Ak + -\ - Ck
Bk +1 = Bk + Ck~ -Dk
Dk = min (Bk + Ck~,J1.B(Bk))
Ck = min(Ak + ~,NJ1.A(Bk."T))

(9)
(10)
(11)
(12)

Note the similarities between these equations and the
access tandem flow model. In both systems, the processing
of the primary queue (at which there are external arrivals) is
dependent on the state of the secondary queue. The model
can be made more realistic by explicitly modeling (i) each
of the originating nodes separately; (iI) the effects of
congestion, such as retransmissions; (iii) the overhead of
the congestion controls. However, for the purposes of the
present paper, this simple model will suffice.
Consider

a

numerical

example

with

the

following
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parameters: N = 10, I = 2, ml = 10, mo, JJB(Bk9nl)) = 0.5,
JJB(Bk>ml) = 0.4, JJA = 0.1, ). = 0.45 (corresponding to a
nominal load of 90% on the receiving node). Whenever the
queue length exceeds a threshold mo, a choke packet is
sent to the originating nodes. The effect of the choke packet
is modeled by setting JJA(Bk~) to zero for T intervals. The
dynamic behavior of the system can then be readily studied
for different initial conditions and choke timer T. When the
queues A and B are Initially zero, the system stays in this
state for all ).~ JJB(Bk<ml)' Clearly, when there is a
sufficient backlog in either of the queues the system may
become unstable for JJB(Bk >ml) <).<JJB(Bk = <ml))' The
object of the congestion control is then to keep the system
out of the inefficient region Bk>ml' If the choke timer T is
too short, the choke mechanism is repeatedly invoked (
Figure 6.1). Given the overhead of the congestion controls,
and throughput reductions due to packet losses, the system
may suffer a reduction in capacity. Alternately, if the choke
timer is made longer, there Is a backlog of packets at the
originating nodes, which may recreate the original
congestion condition. A momentary overload could then
send the system into sustained oscillations (Figure 6.11).
One approach to prevent the oscillations would be to "back
pressure· the external arrivals at the originating nodes.
However, under focused overloads, the originating nodes
themselves may not get congested to trigger the back
pressure.
The strategy should, as before, seek to prevent the
starvation of the primary queues. This suggests that the
originating nodes should not be completely cut off during
the choke interval, but should continue to send packets to
the congested node at a reduced rate. The choke timer can
then be made long to enable the receiving node to work off
its backlog, without repeatedly recreating the congestion
condition (FiguTe6.Tll}. other variations in this strategy are
also possible: choking the originating nodes, but
periodically allowing them to send packets. This strategy
may be preferable when packet losses are a concern, and
there is a need for an initial ·dead zone".
There is thus a scope for synchronization effects in packet
network congestion controls. There is a need to study the
dynamic behavior of other implicit congestion controls that
have been recently proposed [9].

5. CONCLUSIONS
The analysis and examples in this paper suggest that the
issue of synchronization may be widespread in many
teletraffic systems. There is also a potential for such effects
in SS7 and ATM networks, arising from interactions between
network controls and the regularities or periodicities In
traffic. Our paper underscores the importance of viewing
teletrafflc systems as dynamical systems whose time
behavior can substantially influence traffic performance.
While there will be considerable analytical difficulties in a full
exploration of these issues, flow models of the type
proposed here are tractable, and capture much of the
dynamic behavior of interest.

:~
time k -->
Figure 6: Synchronization effects in a timed choke
congestion control in a packet network.
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